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ARTICLE INFO ABSTRACT

Dataset link: https://gitlab.com/sysbiobig/neb Understanding the role of genetic variants in complex diseases is central to modern genomics. Genome-
ula wide association and whole genome sequencing studies enable genotype-phenotype association discovery, but

the growing scale of datasets poses computational challenges. Single nucleotide polymorphism set (SNP-set)

Keywords:

Genomics analysis methods, which aggregate signals across groups of variants within genomic regions, pathways, or
Parallel computing functional groups, enhance statistical power and help detect associations missed by single-variant analyses.
Scalability Among these methods, our group proposed ABACUS, an algorithm based on a bivariate cumulative statistic
Entropy that was proved to be robust to the presence of protective and deleterious SNP effects, as well as a mix of

Multi-threading common and rare variants. However, its applicability to large-scale datasets is limited, mainly due to large

memory usage and long execution time. In this study, we present NEBULA (Novel Entropy-Based framework for
Unbiased Locus Analysis), a new methodology designed for SNP-set association analysis in case—control studies
with binary phenotypes. NEBULA introduces a new computational architecture to address the limitations of the
original method. Through three key innovations: (i) efficient memory management, (ii) parallelized execution,
and (iii) optimized statistical computation, NEBULA significantly reduces computational burden and enables
the analysis of large genomic datasets that were previously infeasible. Benchmarking results demonstrate
that NEBULA enables the analysis of genomic datasets previously considered computationally infeasible. By
improving performance while maintaining statistical rigor, NEBULA facilitates a deeper exploration of genetic
contributions to complex traits.

arrays, WGS captures potentially all genome variants with high reso-
lution, offering the opportunity to explore genetic variations with un-
biased prospective. However, this transition has introduced significant
computational challenges [4,5]. WGS datasets are orders of magnitude
larger than GWAS, often containing tens of millions of variants across
thousands of samples. Efficiently processing such large-scale datasets
while preserving statistical power presents a major challenge, partic-
ularly when working with high-dimensional data and relatively small
sample sizes. This imbalance increases the burden of multiple tests [6]
and reduces sensitivity to rare variant associations [7].

A robust approach to dealing with both the study of complex traits

1. Introduction

Genome-wide association studies (GWAS) have become a key el-
ement in modern genomics, allowing researchers to uncover associa-
tions between genetic variants and complex diseases [1]. These stud-
ies have significantly advanced our understanding of conditions such
as diabetes, cardiovascular disease, and neurodegenerative disorders
by identifying key single nucleotide polymorphisms (SNPs) associated
with these phenotypes [2]. However, GWAS often fails to fully ex-
plain the genetic basis of complex traits, as identified associations

account only for a small portion of observed heritability, suggesting
the presence of additional contributing factors not captured by current
methodologies [3].

To address this limitation, genomic research has increasingly shifted
towards Whole Genome Sequencing (WGS), which provides a compre-
hensive view of genetic variation across the entire genome. Unlike
GWAS, which typically analyzes pre-selected SNPs from genotyping

and the computational demands of WGS is the use of SNP-set analyses.
These methods evaluate clusters of SNPs within specific biological
pathways or genomic regions to assess their combined influence on
phenotypic traits, thus increasing statistical power, particularly for rare
variants, by aggregating univariate evidence across multiple loci [8].
These methods examine clusters of SNPs within specific biologi-
cal pathways or genomic regions to assess their combined influence
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Table 1

Toy example of a 2 X 9 contingency table for joint genotypes.
Group AABB AABb AAbb AaBB AaBb Aabb aaBB aaBb aabb Total
Controls 409 205 26 205 102 13 26 13 1 1000
Cases 429 205 6 205 102 13 6 13 21 1000

on phenotypic traits; thus improving statistical power and addressing
the limitations of single-marker approaches [8]. SNP-set methods are
particularly effective in detecting rare variant associations, as they
aggregate information across multiple variants, reducing the impact of
multiple-test correction while improving sensitivity. There are two pri-
mary classes of methods commonly used in the literature: burden tests
and variance component models. Burden tests, such as those introduced
by Li and Leal [9], collapse multiple SNPs into a single aggregated
measure. Although computationally efficient, these methods lose power
when both protective and risk alleles are present within a set. More
flexible alternatives, including the Sequence Kernel Association Test
(SKAT) and its optimal version SKAT-O [10], model the distribution
of genetic effects, thereby overcoming this limitation. Further develop-
ments have improved sensitivity and flexibility: the Aggregated Cauchy
Association Test (ACAT) and its omnibus extension (ACAT-O) combine
variant- and set-based p-values to robustly capture heterogeneous ef-
fect patterns [11]; SAIGE-GENE and its extension SAIGE-GENE+ apply
linear mixed models to perform burden and SKAT-type tests while
accounting for sample relatedness and case—control imbalance [12,13].
Other multivariate approaches, such as KBAT [14] and multivariate dis-
tance matrix regression (MDMR) [15], test genotype similarity within
case—control groups. These methods do not rely on effect direction
assumptions, making them robust to SNPs with mixed effects. However,
they tend to lose power when only a small subset of SNPs in the set
is associated with the phenotype [16]. Given these limitations, there
remains a need for methods that account for SNP-SNP interactions,
support mixed effect directions, and remain computationally feasible
for large-scale WGS analyses.

ABACUS, an Algorithm Based on a Bivariate Cumulative Statistic, was
originally developed to address some of these limitations by providing a
robust framework for SNP-set analysis [17]. Unlike traditional single-
variant approaches, ABACUS explicitly models SNP-SNP interactions,
enabling the detection of joint effects that are often overlooked by bur-
den tests and SKAT-type methods. This aspect is particularly relevant
in epistatic architectures where the marginal genotype distributions
of individual SNPs are identical between cases and controls, while
the joint genotype distribution differs, producing an interaction-driven
association signal detectable only through bivariate analysis. To make
this intuition concrete, consider a toy example with two SNPs (A/a and
B/b), summarized by the 2 x 9 contingency table in Table 1. From this
table, the marginal genotype counts for SNP A are identical in cases and
controls (AA = 640, Aa = 320, aa = 40), and by symmetry the same
holds for SNP B. Consequently, standard univariate 2 x 3 tests would
detect no association.

However, the joint genotype distribution differs markedly between
groups. In particular, the rare combination aabb is strongly enriched in
cases (21 vs. 1), with compensatory shifts in other genotypes (e.g., AAbb
and aaBB) that preserve the marginal totals. This illustrates a classical
epistatic scenario: no marginal effects are present, but interaction
effects drive the association. As a result, single-locus methods fail,
whereas approaches modeling joint genotype distributions can detect
the signal. This makes ABACUS particularly suitable for analyzing
SNP sets, e.g. defined on the basis of biological pathways where the
interplay between variants is critical. Moreover, by computing multi-
ple association signals per SNP, ABACUS was shown to have higher
sensitivity compared to methods that aggregate all SNPs into a single
measure [17].

Despite its conceptual advantages, the original ABACUS implemen-
tation encountered scalability challenges that limited its practical appli-
cation to large-scale datasets. First, its high memory requirements limit

its use in large-scale studies because the framework requires loading
entire datasets into main memory, making it impractical for modern
WGS data sets. Second, its runtime performance is suboptimal due to
the lack of advanced parallelization techniques, resulting in dispropor-
tionately long computation times as dataset sizes increase, especially
for WGS data. Finally, the statistical computation framework relies
on extensive randomization through bootstrapping methods to gener-
ate a robust null hypothesis, ensuring statistical rigor but requiring
significant computational resources.

In this study, we present NEBULA, a Novel Entropy-Based frame-
work for Unbiased Locus Analysis, that rethinks the design principles
behind ABACUS. While inspired by ABACUS, NEBULA incorporates
several key improvements to reduce computational burden while pre-
serving the statistical rigor of the original method. First, we introduce
a more efficient computation of the null hypothesis, reducing memory
overhead and redundant calculations. A priority queue-based strategy
dynamically determines the number of iterations needed for resam-
pling, ensuring a robust null hypothesis while storing only the most
significant results (see Section 2.3). Furthermore, the computation itself
is restructured to maximize efficiency, taking advantage of parallelized
processes and the priority-based selection of relevant statistics (see Sec-
tion 2.4). Second, we improve the SNP-phenotype association analysis
computation, which allows to evaluate more efficiently which SNPs are
associated (see Section 2.5). By using multi-threading and an adaptive
filtering strategy, the method prioritizes informative SNPs and reduces
unnecessary pairwise comparisons, leading to lower execution time.
Finally, we support chunk-based data processing, allowing analysis of
datasets that exceed available RAM (see Sections 2.4, 2.5). In other
words, instead of loading the entire dataset into memory, the new
implementation processes manageable chunks at a time, improving
memory efficiency without compromising statistical power.

These optimizations allow NEBULA to handle the increasing scale
of modern WGS studies, reducing runtime and memory consumption
while maintaining its unique ability to capture SNP-SNP interactions
and mixed-effect directions. By addressing key computational chal-
lenges, the enhanced framework enables analysis of SNP-sets through
a bivariate statistical approach that was previously computationally in-
feasible. To further clarify the methodological positioning of NEBULA
with respect to existing association frameworks, Table 2 summarizes
the main characteristics of representative approaches commonly used
in genetic association studies.

2. Methods
2.1. Input data

NEBULA requires genotype and phenotype data to be formatted
in the standard PLINK [18,19] format (BIM, FAM, BED), ensuring
compatibility with widely used pipelines and allowing integration with
existing bioinformatics workflows. The genotype matrix, referred to as
G, is structured as a matrix of dimensions N x P, where N represents
the number of samples (individuals) and P denotes the number of SNPs.
Each entry G,, € {0,1,2} encodes the genotype of the subject nth
for the pth SNP, where O signifies homozygous reference, 1 denotes
heterozygous and 2 indicates homozygous alternate. The vector of
phenotypes Y, is a binary classification vector of length N, where Y, =0
indicates that the nth subject is classified within the case group and Y, =
1 means that the individual is part of the control group. SNP sets are
conceived as a collection S, comprising M subsets Sy € {1,2,..., P},
which categorize SNP indices based on biological pathways, genetic



M. Milia et al.

Table 2
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Feature comparison of representative genetic association approaches discussed in the Introduction.

Method Phenotype Analysis Effect direction SNP-SNP interaction
Binary Continuous Single variant SNP-set
REGENIE v v v v Estimated X
Burden tests 4 v X v Same X
SKAT/SKAT-O v v X 4 Mixed X
ACAT/ACAT-O b /P X v Inherited" X
SAIGE-GENE* v 4 X 4 Same/mixed? X
KBAT v v X v Mixed X
NEBULA v X X v Mixed v

2 REGENIE also supports set-based rare variant tests (e.g., burden and SKAT-type tests).
b ACAT combines p-values from individual association tests rather than modeling genotype data directly.
¢ Effect direction depends on the underlying tests whose p-values are aggregated.

4 SAIGE-GENE* supports burden and SKAT-type tests.

p
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Fig. 1. In Panel 1, genotype and phenotype data from sequencing or microarray experiments are first converted into standard formats (BIM, FAM, BED) and split
into relevant genomic regions of interest. In Panel 2, pairwise SNP association scores are calculated, and null distributions are generated through permutation-based
resampling. These distributions serve as statistical baselines to distinguish true associations from spurious ones. In Panel 3, the SNP association network is refined
by removing edges that do not significantly deviate from the null model, retaining only statistically meaningful connections. The resulting pruned network is then
analyzed to prioritize SNPs based on their cumulative association strength, yielding a final set of candidate variants for genotype-phenotype association studies.

loci, genomic regions, or any user-defined criteria. The index m takes
values in the range {1,2,..., M}, uniquely identifying each subset S,
within the collection S.

As illustrated in Fig. 1, the first step of the workflow involves
structuring the input data in PLINK format before proceeding with
further computational steps. This standardization ensures data handling
and facilitates integration with the downstream analysis pipeline.

2.2. NEBULA statistical overview

NEBULA, as previously done by ABACUS [17], uses a bivariate
cumulative statistic, denoted S,(i, j), to quantify the joint association
between pairs of SNP within an SNP set S, and the phenotype of
interest. Here, i and j represent indices of the SNPs under consider-
ation. The bivariate cumulative statistic is calculated using a 2 x 9
contingency table that organizes genotype configurations for each pair

Table 3
Contingency table for genotype configuration of a SNP pair.
AABB AABb AAbb AaBB AaBb Aabb aaBB aaBb  aabb
CI fll fl'l f13 f|4 flS fl() f|7 flS fl9
CZ fZl f22 f23 f24 f25 f26 f27 f28 fZ‘)

of SNPs, as detailed in Table 3. The nine possible genotypes, denoted as
g, are: AABB, AABb, AAbb, AaBB, AaBb, Aabb, aaBB, aaBb, aabb. Here,
uppercase letters (A, B) represent the major allele, while lowercase
letters (a, b) denote the minor allele. The first two letters indicate the
genotype of SNP i, and the last two refer to SNP j.

In Table 3, f,, represents, for a given pair of SNPs (i, ), the fre-
quency of individuals in the group ¢ (cases or controls) with genotype
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g calculated as:

a,, (i,
feglin) = % b}
where N, is the total number of individuals in class ¢ (N, for cases and
N, for controls) and a,, is the absolute count of individuals in group
¢ with the genotype g. In detail, given the genotype matrix G, where
each entry G,; and G, ; encode the genotype of the nth individual at
SNPs i and j respectively, a, is obtained as:

N
g (i.)) = ) 14)(G s G, N1 (X,), (@)
n=1

where, 1(,,(G,;,G, ;) is an indicator function that returns 1 if the
pair (G, ;, G, ;) matches the genotype configuration g, and 0 otherwise.
Similarly, 1,.,(Y,) returns 1 if individual n belongs to phenotype class
¢, and O otherwise.

Using the frequency f,,, detailed in Eq. (1), it is possible to calculate
the proportion of samples with genotype g in the data set:

J1g(sd) - Ny + fo,(i,J) - Ny

F,(i,))= NN, ) 3
and genotype g observed entropy:
2 .. ..
Seglsd) Seg(s )
Hy(i,j) ==Y —— log2< — ) @
o=l Doy Seglin ) Yoot feglis )

where H, = 0 if genotype g is absent in either cases or controls. Based
on Egs. (3) and (4), the bivariate statistic .5, for a pair of SNPs (i, j) can
be computed as:

9 .
Hy - H,G,J)
CAOEDY (Tg> Fy(i. J), )
g=1 0
where H,, is the maximum entropy and occurs when f, = f,,,

meaning the genotype frequency is identical in both groups. In a binary
classification setting, H, = 1.

Once the values of S,(i,j) have been calculated, an aggregated
measure of association is derived for each SNP i. This measure, M .S(i),
is defined as the median of all S,(i, j) values involving SNP i:

M S(i) = median{S,(i. /) | i,j € Sy, # i}. ©)

providing a comprehensive summary of the overall contribution of
SNP i to genotype-phenotype associations within S,,. While S,(, j)
quantifies the strength of association between a pair of SNPs and the
phenotype (higher values indicate greater confidence in the associa-
tion), M S(i) improves robustness by mitigating the influence of outliers
and highly variable pairwise interactions. This results in a more stable
ranking of SNPs based on their cumulative evidence of association,
ensuring that the most consistently relevant markers are prioritized.
To assess statistical significance, a null distribution is derived for
both scores under the assumption of no association between genotype
and phenotype. This is achieved by repeatedly shuffling the case—
control labels at random and recalculating the test statistics across
all SNP pairs. The resulting empirical distribution serves as a refer-
ence against which the observed values are compared, allowing the
identification of statistically significant associations. In particular, this
empirical distributions have the following number of elements:

M
[Seml - USeml = 1)
totalg, = Z —_— s 7)

m=1

M
X 1Sl ®
m=1

where M is the number of SNP-sets and |S,,| is the size of the mth
SNP-set. Eq. (7) gives the total count of values S,(i, j), as the bivariate
statistic is computed for every pair of SNPs within a given SNP-set S,,.
Since each pair (i, j) is considered only once, the number of pairwise

total ;¢
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tests follows the combinatorial formula to select two elements from
[Siml> that is, [Si | - (1Sem| = /2. Eq. (8), instead, accounts for the
total number of median scores M S(i), as a median score is computed
for each SNP within a given set of SNPs S,,,.

For a SNP-set S, a confidence threshold is computed by selecting
the percentile of the null distribution that corresponds to a predefined
significance level «. Since multiple SNP pairs are tested within each
SNP-set S,,, a Bonferroni correction is applied to account for multiple
comparisons. Specifically, the significance level a is adjusted separately
for each statistic. For the bivariate statistic distribution, the corrected
significance level &g, (m) is computed as:

N 2a

R T R ) ®
where « is normalized by the number of pairwise tests performed
within the SNP-set S,,. Similarly, for the median score distribution,
the significance level &, ¢(m) is given by:

apy5(m) = 10)

_a
[Sm
where a is adjusted based on the number of SNPs tested within
Sm)- This correction imposes a more stringent selection of thresholds,
THys(m) and TH 5, (M), for each SNP set, effectively controlling the
false-positive rate. Consequently, only the most robust associations
exceed the threshold, reducing the likelihood of Type I errors while
preserving the ability to detect true genotype—phenotype relationships.

Following the derivation of significance thresholds, a graph-
theoretic strategy is used to refine the selection of associated SNPs.
A graph is constructed in which the nodes represent the SNPs and the
edges are drawn between the SNP pairs for which S,(i, j) exceeds the
significance threshold.

The selection process is then performed iteratively, prioritizing the
SNPs with the highest M .S(i) scores and progressively eliminating the
edges to isolate the most relevant variants. This approach ensures that
only SNPs with strong and consistent associations are retained while
reducing redundancy introduced by highly correlated signals.

2.3. Optimized null hypothesis dimension

As discussed in Section 2.2, null hypotheses construction is a crucial
step in assessing statistical significance in the NEBULA framework.
The original algorithm implementation [17] often leads to excessive
memory consumption due to the need to store a large number of
test statistics, such as S, and M.S scores, across potentially millions
of resampling iterations. To address this issue, we propose a strategy
to dynamically compute the optimal number of bootstrap resampling
iterations and determine the minimum amount of data that must be
stored in the null hypothesis, avoiding the need to store the entire right
tail up to the significance level a. This approach significantly reduces
memory usage while maintaining statistical rigor.

In particular, NEBULA, instead of arbitrarily setting the number of
bootstrap B samples, ensures that a sufficient number of null values are
generated to accurately estimate the right tail of the null distribution at
the chosen significance level a. This is done by first computing a lower
bound on the required number of samples:

MIN_POINTS = [MAX_TESTS - (1/a)], an

where max_tests represents the highest number of pairwise tests within
any SNP-set. The algorithm then iteratively increases B until the total
number of resampled S, (i, j) values reaches or exceeds MIN_POINTS, en-
suring that the null distribution is well defined. Since the number of
S, (i, j) values is significantly greater than the number of M S(i) values,
the determination of B is based solely on .S,. It is assumed that if the
number of bootstrap iterations is sufficient for S,, then it will also be
adequate for M S.

Once B is determined, the algorithm calculates how many values
must be stored for the null hypothesis. Instead of keeping all generated
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statistics, NEBULA selectively retains only the minimum required val-
ues, reducing memory usage. Specifically, the number of stored values
for M'S and S, is computed, leveraging on Egs. (7) and (8), as:

optimal 5, = [total s, B- (a/MIN_TESTS) ], 12)
optimal,, ¢ = [total,¢ - B - (a/MIN_SNPS)]. 13)

Here, MIN_TESTS represents the number of pairwise tests within that
set, and min_snps is the size of the smallest SNP-set. The terms a /mMIN_snps
and a/miN_tests define the maximum fraction of the null distribution
that will ever be used for thresholding. Since the significance threshold
is applied within each SNP-set independently, the smallest set dictates
the largest proportion of the null distribution that could be needed.
Using these values in the computation of optimal,,y and optimalg,,
NEBULA ensures that the storage is optimized while retaining all
necessary statistical information. This approach prevents unnecessary
storage of the entire right tail up to @, and ensures that the null
hypothesis remains well defined, allowing accurate estimation of the
significance threshold without unnecessary computational overhead.

2.4. Optimized null hypothesis computation

In order to improve the null hypothesis computation, as shown in
Algorithm 1, NEBULA introduces two main optimizations: (i) SNP-sets
are split into manageable chunks to reduce memory requirements and
computed in parallel with several threads, and (ii) local priority queues
are used to retain only the most statistically significant values up to
their optimal dimension computed in Egs. (12) and (13) instead of
storing all intermediate values. These steps are visually summarized in
the graphical abstract (Fig. 1).

Algorithm 1 NEBULA null hypothesis generation

1: NH, s < priority queue (size |optimal y;5|)

2: NHyg, « priority queue (size |optimal g,|)

3: for each S, € S do

for each bootstrap € {1,..., B} do

5 for each chunk_start € {0,C,2C,...} do

6: LPQyg, < T thread-local priority queues (size |optimal ¢5|)
7: LPQ,, s« T thread-local priority queues (size |optimal s g|)
8.
9

»

T M Py, s T thread-local priority queues (size || (P—1)/2]+1])
: chunk_end < min(chunk_start + C,|S,,|)
10: for each i € [chunk_start, chunk_end] do

11: TMPy s < 0

12: for each j € [0,/] do

13: insert S,(i, j) into TM Py ¢
14: end for

15: foreach je[i+1, [Sim do
16: insert S, (i, j) into TM Py, 5
17: insert .S, (i, j) into LPQg,
18: end for

19: M S(i) « top element(s) of TM Py
20: insert M .S(i) into LPQ ;s

21: end for

22: end for

23: RQyg, < parallel-reduce(LPQy,)
24: RQ s < parallel-reduce(LPQ,, )
25: NHg, < merge(NHg,, ROg,)

26: NH) g < merge(NH g, ROpys)
27:  end for

28: end for

The algorithm 1 begins by initializing the global min-priority queues
to store extreme values of S, and MS (lines 1-2). Then, for an
optimal number of bootstrap iterations B (see Section 2.3), the SNP-
set is processed into chunks of size C. The algorithm determines the
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boundaries of each chunk (chunk_start and chunk_end) to ensure that
all SNPs are processed while respecting the constraints of the data set.
The chunks are processed in parallel by T threads (lines 5-22). For
each chunk, two sets of thread-local min priority queues LPQg, and
LPQ,,s are initialized (lines 6-7), together with a set of temporary
thread-local priority queue, TM P, of capacity [(P — 1)/2] + 1 to
enable fast computation of M.S (line 11). Each SNP i within a chunk
is then processed in parallel by the T threads (lines 11-21). For each
pair of SNPs (i, j) (lines 12-18), the algorithm computes the bivariate
statistic, as detailed in Section 2.2, and inserts it into the thread-local
priority queue TM Py, (lines 13, 16). To minimize storage overhead
while retaining statistical significance, only the most extreme .S, are
stored. In particular, since S, (i, j) is symmetric (i.e., S,(i,j) = S,(j, 1)),
only the upper triangular elements are inserted into the local priority
queue LPQyg, (lines 17), which retains only the most significant values
when capacity is reached. After all S, scores for a given SNP i are
computed, the median score M S is estimated from the top element(s)
of TM Py s (line 19) and stored in a local priority queue LPQ, g
(line 20), where less significant values are discarded once the queue
size limit is exceeded. After all chunks for a bootstrap replicate have
been processed, the thread-local priority queues LPQg, and LPQ
are reduced in parallel into RQg, and RQ,, s, respectively, and then
merged into the global queues NHg, and N H,,g, respectively (lines
23-26). This ensures that only the most relevant statistics are retained
across all bootstrap iterations.

2.5. Optimized SNP-phenotype associations

Identifying statistically significant associations between SNPs and
phenotypes is a fundamental step in NEBULA analysis framework. The
original implementation processed SNP-sets sequentially, evaluating
the associations one SNP at a time. While effective for small datasets,
this approach scales poorly in both memory and time for large SNP-
sets due to its quadratic computational complexity, as each SNP is
compared to all others within the SNP-set. To address this limitation,
as shown in Algorithm 2, NEBULA introduces two key optimizations:
(i) a fragment-based parallelized computation of .S, and M .S, ensuring
memory efficiency and faster execution, (ii) improved and parallelized
association filtering, where SNPs are ranked based on calculated scores
M S, and thresholds are applied to scores S,. These optimizations
ensure that SNP associations are identified efficiently while reducing
the computational burden.

The Algorithm 2 begins by iterating over each SNP-set S, (Line
1). For each SNP-set, a significance threshold T H, S is computed (Line
2), which will be used to filter relevant SNP associations. The algorithm
then initializes a temporary priority queue PQ,, s, with a fixed capacity
|Sem !, to store indices alongside their median association scores (Line
3). To efficiently compute SNP-phenotype associations, the SNP-set is
processed into chunks of size C. The algorithm iterates over SNPs
in steps of C, determining the boundaries of each chunk to ensure
that all SNPs are processed without exceeding the dataset constraints.
Each chunk is then processed in parallel by T threads (lines 4-14). A
temporary matrix tmpg, of size (Cx P) is allocated to store intermediate
association statistics (Line 5). The algorithm iterates over SNP indices
within the chunk (lines 7-13), computing bivariate statistic scores
between SNP i and all other SNPs j (lines 9-11). The median score
M S(i) for each SNP i is estimated via a quick median function [20]
and inserted alongside the SNP index into PQ s (line 12).

Once all S, values for a chunk are computed, SNPs are automati-
cally ranked within the priority queue PQ,,¢ based on their median
association scores in descending order, forming a sorted list of indices
sorted s g (Line 15). This automatic ordering ensures that SNPs with the
strongest associations are prioritized, allowing for an efficient filtering
process in subsequent steps.

In the filtering stage, the algorithm iterates over the sorted SNP
indices to identify statistically significant associations. This step is par-
allelized across T threads to further enhance computational efficiency.
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Algorithm 2 SNP-phenotype Association

1: for each S, € S do

THg, < compute S, threshold

3t PQyg « priority queue size [S,, |

4 for each chunk_start € {0,C,2C,...} do

5 tmpg, < empty matrix (C X |S,,|)

6: chunk_end < min(chunk_start + C,|S,,|)
7
8
9

for each i € [chunk_start, chunk_end] do
h « i — chunk_start
for each j € [0,]S,,|] do

10: tmpg,[h][j] < Sy, j)

11: end for

12: Add {i, quick_median(i,tmpg,[h])} to PO g
13: end for

14:  end for

15:  sorted ;s < ordered list of indices from PQ,,¢
16: A< @

17:  for eachhe[0,1,...,|S(m)|—1] do

18: i < sorted s s[h]

19: for each j € sortedy g[h+1 :] do

20: if S,(i, j) > THg, then

21: Add (i, j, POyyglil.score} to A

22: end if

23: end for

24:  end for

25: end for

26: return A

Each SNP / is compared against all SNPs j that appear later in the
sorted list (lines 17-24). This ensures that each pair (i, j) is considered
only once, avoiding redundant computations and leveraging the sorted
order to efficiently identify significant associations. If the bivariate
statistic score exceeds the computed threshold TH S (Line 20), the
tuple {i,j, POsglil.score} is appended to the list of significant asso-
ciations A (Line 21). By leveraging on the chunk-based parallelization
strategy and ranking SNPs before filtering, Algorithm 2 ensures com-
putational efficiency and minimizes memory overhead. This approach
significantly reduces the number of unnecessary pairwise comparisons,
improving performance over sequential implementations. The final
output of the algorithm is the set of significant SNP associations, which
are returned in A (Line 26).

2.6. Computational complexity

In this section, we analyze the computational performance of the
two optimized algorithms, Algorithm 1 and Algorithm 2, implemented
in NEBULA. Specifically, we consider a scenario in which the entire
dataset is analyzed at once. In this setting, the SNP subset |S,,| consists
of P SNPs, bootstrapped B times and divided into Q = [P/C] chunks,
where C represents the chunk size. Computation is parallelized across T
threads to enhance efficiency. As detailed in Sections 2.4 and 2.5, both
algorithms rely on two fundamental steps: (i) computing the bivariate
statistic and (ii) evaluating the median score. Below, we provide a
detailed analysis of their execution and performance:

- to compute the bivariate statistic .S, for each pair of SNPs (i, j),
a contingency table is constructed to represent the genotype fre-
quencies in cases and controls. Specifically, each individual (out
of the total N) is classified into one of the 9 possible genotypic
configurations, as detailed in Eq. (2). The computational cost of
this step is given by:

Tiaple(N) = ;N + ¢ a4

where ¢, represents the per-individual processing cost, and c,
accounts for additional fixed overhead.
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Once the contingency table is constructed, genotype frequen-
cies are computed, and entropy values are aggregated to obtain
S,(i, j). Since this step consists of a fixed number of operations
independent of N, its computational cost is given by:

Tentropy = €3 (15)

where ¢; is a constant. Combining these steps, the total time
required to compute S, for a given pair of SNPs (i, j) is:
Ty (N) =T, (N)+T
S table entropy (16)
=c|N+cy+c
Therefore, the total computational time required to compute S,
for the entire dataset is:

BOCP
5, = — 5 Ts,(N)
BP?

T

a7

(¢yN +c¢; +c3).

- to compute the median score M S for each SNP in the association
step, the QuickSelect algorithm was leveraged. The QuickSelect
algorithm reduces the expected complexity on average to O(P).
However, its worst-case complexity is still O(P?) if an extremely
poor pivot is chosen at each step (e.g., always selecting the
smallest or largest element in an already sorted array). To capture
this distinction:

ey P+c
TMS(P)={ ! 2 ’
ceP° +c;

(expected case) a8)
(worst-case)

where ¢, and ¢4 represent the per-element processing costs in the
respective cases, and cs, ¢; capture constant overheads. Neverthe-
less, the worst-case scenario (9(P?) can be mitigated by employing
randomized pivot selection, which guarantees O(P) selection with
high probability. Therefore, the total computational time required
to compute M S for the entire dataset is:

BOC BP
Tys = —? Tus(P) = = (4P +cs). 19)

In the null-hypothesis step the median score is computed through
a bounded heap of size [(P — 1)/2] + 1, leading to a different
complexity model, as discussed below.

Having established the cost of computing the bivariate statistic
S,(i, j) in Eq. (16), we now focus on the specific operations introduced
by Algorithm 1. Let

P-1
h= |+
5 +

be the capacity of the temporary bounded priority queue used to
compute the median score for each SNP. For each SNP i, the algorithm
evaluates all P — 1 pairwise statistics S,(i,j) with j # i. Each value
is inserted into the bounded priority queue TM Py, ¢ at cost O(log h).
Therefore, the time required to compute M S(i) is:

Trarpys(P) = (P —1) (¢ logh +c5) + ¢, (20)

where ¢, represents the priority queue-update cost, ¢5 accounts for
constant per-insertion overhead, and ¢, accounts for the final extraction
of the median from the top element(s) of the priority queue. Since one
median score is computed per SNP and per bootstrap replicate, and the
work is evenly distributed across T threads, the total time becomes:

BP
Trympys = T TM Py s (P) o
BP(P -1
= % (04 logh +(35) + %cé.

In addition, Algorithm 1 maintains two thread-local bounded pri-
ority queues: one for the most significant S, values and one for the
most significant M S values. Since only the upper triangular part of the
symmetric matrix is retained, the number of insertions into LPQyg, is



M. Milia et al.

P(P-1)/2, while LPQ,, ¢ receives P insertions per bootstrap replicate.
Thus, the total time required for thread-local queue maintenance is:
TLPQ=g@<c7logk52+c8)+¥(cglongS+c]0), (22)
where kg and k)¢ denote the capacities of the bounded priority
queues that retain only the most extreme values of the corresponding
empirical distributions (i.e., the upper-tail statistics), as defined in
Egs. (12) and (13). At the end of each bootstrap replicate, the T thread-
local queues are reduced through a tree-based parallel merge. Each
merge level processes at most kg, and ks elements per thread, and
the reduction spans log T" levels. The corresponding cost is:

Tia =B [Cl 1ks, logkg, 10gT + cipkprs10g kpys log T] . (23)

where ¢; denote constant factors associated with primitive operations
(priority queue updates, insertions, and extractions). Therefore, lever-
aging Egs. (17), (21), (22), and (23), Algorithm 1 asymptotically
requires:

Ty, =Ts, +Trmpys + Trpo + Tred

2
=(9( %(N+logh+logksz) + %longS

(24)
+ B(kg, logkg, +kyrsloghkys)logT > .
Since h = O(P), we have log h = O(log P), yielding:
Ty, :O(BTPz(N+10gP+longZ)), (25)

under the assumption that kg, kyg < P?, the reduction term is
asymptotically dominated by the pairwise computation cost. From a
memory usage perspective, each thread maintains: (i) a bounded pri-
ority queue for S, survivors (i.e., the most extreme values) of size k Sy
(ii) a bounded priority queue for M S survivors (i.e., the most extreme
values) of size kg, and (iii) a temporary bounded priority queue
TMPy g of size h = O(P). In addition, two global priority queues,
NHg, and N H g, store at most kg and k¢ elements, respectively.
Therefore, the total memory usage is bounded by:

My =T(ks, +kys+h)+kg, +kys
= O(T(P+ ks, +knrs) + ks, + ks ) (26)
= O(T(P+k52 +kMS)).

Algorithm 2 leverages the information generated by Algorithm 1 to
identify SNP-phenotype associations. Specifically, it utilizes two step:
(i) compute the median scores to rank strongly associated SNPs and (ii)
retrieve the SNPs indices based on the M S ranks to fast find associated
SNP-phenotypes. The computational complexity of the first step can be
derived from Egs. (17) and (19), with the caveat that in this case B is
equal to 1. Moreover, PQ ;s has of size P, allowing to store M.S sorted
by decreasing score with a number of operation of:

Tpg,, (P)=cj3logP+cyy (27)

where c¢; represents the insertion/replacement cost per operation, and
¢y4 accounts for constant overhead. Therefore, the total computational
time required to compute and store M S score in this scenario is:

cp c
Tro, = QT T, (N) + QT (Tass(P)+ Trg,, 5 (P))

(28)

p? P
T(ClN +ctec3)+ T(C4P +c5+cj3log P +cyy)

Then, as detailed in (Algorithm 2, lines 17-24) after association
must be tested for each pair only once and since each pairwise com-
parison requires O(N) operations, the time for this step will be:

P(P - 1)N

Tassac(N! P) = 2 €15

(29)
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where ¢,; stores the complexity of compare and filter each .S, score
against THy, . Therefore, the total computational time required perform
association for each SNP in this scenario is:

1 P(P-1)N
Tassac = TTassoc(N’P) = TCIS (30)
Using Egs. (28) and (30), Algorithm 2 asymptotically requires:
TA2 = TPQMS + Taxmc
P? P
= ?(CIN +cy+c3)+ ?(C4P +c5+cj3logP+cyy)
P(P - 1)N GD
+——c

2T 15

co(5)

From a memory usage perspective, each thread maintain a chunk
of CP elements and maintains a local buffer for intermediate S, scores
and there is a priority queue to filter significant SNP associations of P
elements:

M =T(CP)+ P =OTCP) (32)

entropy

2.7. Hardware and computational resources

The simulations and benchmarks presented in this study were per-
formed on a single node of a high-performance computing (HPC)
cluster running Rocky Linux 8.10 (Green Obsidian) configured with the
following specifications:

- 8 Intel Xeon Platinum 8260 CPUs providing a total of 192 physical
cores.

- 6 TB of RAM, enabling memory-intensive operations required for
large genomic datasets.

Resource allocation and job scheduling for all computational experi-
ments were managed using the SLURM workload manager.

3. Results

The performance of NEBULA was evaluated using synthetic genomic
datasets, focusing on two main criteria: runtime and memory consump-
tion. The datasets were designed to span a wide range of sizes, from
small cohorts (P = 5000 SNPs and N = 2000 individuals) to large-scale
studies (P = 500,000 SNPs and N = 10000 individuals), simulating the
computational challenges encountered in real-world genomic analyses.
To rigorously evaluate the scalability and performance of NEBULA, we
executed a total of 7000 unique configurations. These configurations
spanned an extensive range of parameters: 5 distinct dataset sizes (5K,
10K, 50K, 100K, and 500K SNPs), 7 levels of thread parallelism (1,
2, 4, 8, 16, 32, and 64 threads), 4 different chunk sizes (128, 512,
2048, 8192 SNPs per chunk), and 5 varied numbers of SNP-sets (1, 10,
50, 100, 500 SNP-sets in the dataset). Each experimental configuration
was repeated five times to ensure robustness and it is now summarized
in Table 4. Given that the variance across repetitions was negligible,
we report only the mean values, omitting standard deviation, as it
does not significantly impact the interpretation of the results. For the
original (sequential) ABACUS version, assessments were carried out
on the same ten dataset sizes (i.e., numbers of SNPs coupled with
number of individuals) and five different SNP-set configurations, estab-
lishing a uniform baseline for comparison. The reported results include
the total computational time and memory usage required for both
null hypothesis generation and SNP-phenotype association analysis.
This extensive experimental setup allowed for a robust evaluation of
the framework’s performance across diverse computational scenarios,
ensuring a comprehensive understanding of the impact of different
parameter configurations.

To ensure a fair and practically meaningful comparison, configura-
tions whose runtime exceeded a predefined cutoff were not included in
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Fig. 2. Comparison of runtime and memory usage for ABACUS and NEBULA across varying chunk sizes and dataset scales. Panel A shows results for 2K individuals,
and Panel B for 10K individuals. Each subpanel corresponds to a specific chunk configuration, illustrating the relationship between execution time (x-axis) and
memory consumption (y-axis). Point size represents the number of CPU cores used, indicating the effect of parallelization. Cross markers denote single-core
ABACUS runs as a baseline reference. Configurations exceeding 4 weeks of runtime were excluded from the plot.

Table 4
Summary of the parameter configurations explored in the NEBULA benchmark-
ing experiments.

Parameter Values explored

2K, 10K

5K, 10K, 50K, 100K, 500K
1, 10, 50, 100, 500

128, 512, 2048, 8192

1, 2, 4, 8, 16, 32, 64

5

Number of individuals (N)
Number of SNPs (P)
Number of SNP-sets

Chunk size (C)

Number of threads (T")
Repetitions per configuration

the plots. This choice reflects the fact that execution times fall beyond
the range of practically usable analyses and would not provide mean-
ingful insight into the effective scalability of the method under realistic
computational constraints. A cutoff of 4 weeks was used for Fig. 2,
which considers a single SNP-set, while a more permissive threshold
of 8 weeks was adopted for Fig. 3 to account for the increased com-
putational burden associated with multiple SNP-sets. Fig. 2 presents
a comparative analysis of runtime and memory consumption in the
two proposed configurations of individuals (highlighted in Table 4) for
ABACUS and NEBULA when processing a single SNP-set. In principle,
it is possible to conceptualize the processing of the entire dataset as
a single SNP-set, with the objective of capturing joint effects between
variants across the genome. This approach would serve to identify any
such effects that might otherwise be overlooked when defining SNP-sets
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based on genomic regions or biological pathways. The figure illustrates
how NEBULA significantly reduces computational time and memory
requirements in comparison to the original ABACUS framework, partic-
ularly in the context of large-scale genomic datasets. As the complexity
of the dataset increases, ABACUS exhibits a marked increase in memory
demand, whereas NEBULA maintains a significantly more efficient
memory footprint thanks to its chunk-based processing strategy. For the
most extensive dataset evaluated (0.5M SNPs), which is representative
of contemporary WGS studies, ABACUS demanded approximately 2 TB
of RAM, whereas NEBULA completed the same analysis utilizing only
a few dozen GBs. In smaller datasets, the memory usage of the two
methods becomes comparable, remaining below 3 GBs. Furthermore,
NEBULA has been shown to achieve substantial runtime improvements,
particularly on larger datasets and when utilizing more than two cores.
The comparison between Panel A (N = 2000) and Panel B (N = 10,000)
also shows that increasing the number of individuals by a factor of five
does not produce a proportional five-fold increase in wall-clock time.
Across the tested core configurations, the observed time-scaling factor
is approximately five-folds, indicating that the computational burden is
mainly driven by the number of pairwise SNP comparisons within each
SNP-set, while the contribution of the number of individuals remains
closer to linear and is further modulated by the available parallelism. It
is evident that execution times converge with ABACUS exclusively for
modest datasets, where both methodologies complete within seconds
or minutes. Each subplot in Fig. 2 represents a different chunk size
configuration (128, 512, 2048, and 8192 SNPs per chunk). Overall,
NEBULA demonstrates robust performance across these configurations,
with relatively limited variation in memory usage across different
chunk sizes. In contrast, execution time shows a clearer dependence on
the chunking strategy: smaller chunk sizes generally lead to improved
runtime, likely due to more efficient load balancing across threads.
This behavior highlights the importance of fine-grained parallelization
in maximizing computational efficiency, while confirming that the
chunk-based design does not introduce substantial memory overhead.

The performance of NEBULA is obviously influenced by the size
and number of SNP-sets analyzed. Unlike conventional SNP-set meth-
ods that may parallelize the analysis of different sets, NEBULA pro-
cesses SNP-sets sequentially while leveraging intra-set parallelization
as detailed in Algorithm 1 and 2. This means that the computational
efficiency gains come from optimizing the within-set computations,
rather than distributing independent SNP-sets across parallel tasks.
This characteristic is particularly relevant when analyzing biologically
meaningful SNP-sets, such as genes or pathways, where computational
costs can be efficiently managed.

Fig. 3 illustrates how NEBULA scales in the two proposed config-
urations of individuals (highlighted in Table 4), varying SNP set sizes
and SNP set numbers, providing insight about its computational per-
formance. Each subplot reports the runtime and memory usage of both
ABACUS and NEBULA implementations, as a function of the number
of SNPs per SNP-set and the number of SNP-sets. The grid structure
of the figure allows the effect of the two main SNP-set descriptors to
be separated: moving across columns increases the number of SNP-sets
to be processed, whereas moving across rows increases the number of
SNPs within each set and therefore the number of pairwise operations
required inside each analysis. As shown in Fig. 2, the comparison
between the 2K- and 10K-individual panels indicates that a five-fold in-
crease in cohort size leads to a sublinear increase in computation time.
This behavior is coherent with the algorithmic structure of NEBULA,
where the overall computational cost is primarily determined by SNP-
set size and pairwise SNP comparisons, while the number of individuals
affects the cost of evaluating each comparison. The results clearly
show that NEBULA achieves its best efficiency in large-scale genomic
configurations, particularly when SNP-sets comprise more than 5000
SNPs or when hundreds of SNP-sets are simultaneously analyzed. These
conditions are consistent with realistic biological use cases, such as
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gene-level SNP-sets (typically 1K-5K SNPs [9]) or pathway-level SNP-
sets (10K-50K SNPs), where thousands of SNP-sets must be processed.
In these settings, the optimized implementation of NEBULA consistently
outperforms ABACUS, drastically reducing runtime and maintaining
memory usage within practical limits, even below 100 GB for most
cases. In contrast, when the SNP sets are relatively small (e.g., fewer
than 5K SNPs), the performance gap between the two implementations
narrows: although NEBULA still benefits from parallelism to reduce
execution time, the memory footprint remains comparable to that of
ABACUS. In general, these findings confirm that NEBULA is best suited
for biologically relevant SNP-set structures and large-scale genomic
studies, where it allows the analysis of previously intractable con-
figurations. Its scalability ensures optimal performance in gene- and
pathway-level analyses, with controlled memory requirements and sub-
stantial runtime improvements. For the most demanding configurations
in Fig. 3, some NEBULA points are not shown because their runtime
exceeded the predefined cutoff adopted for visualization. Similarly,
the ABACUS cross is omitted in the largest setting, as its estimated
execution time would have been on the order of 36 weeks on a single
core with approximately 2 TB of memory, placing it well beyond the
range of practically feasible analyses.

4. Discussion

The growing scale of genomic studies, particularly whole genome
sequencing (WGS), presents significant computational challenges. As
datasets expand to millions of SNPs and thousands of samples, effi-
cient and scalable analysis methods become essential, especially when
adopting a SNP-set-based analysis strategy, where the computational
and memory burden increases with the size of the SNP-sets being
analyzed. In this contribution we have presented NEBULA, which,
with respect to our previous work [17], enables SNP-set analyses in
large-scale genomic studies by integrating chunk-based data processing,
parallelized execution strategies and a refined statistical framework.

The benchmark results indicate that NEBULA achieves significant
reductions in execution time and memory consumption across datasets
of varying scales, with performance gains becoming particularly evi-
dent in WGS scenarios. Unlike the original version, which struggled
with datasets exceeding hundreds of thousands of SNPs due to its
high memory demands and sequential execution, NEBULA effectively
processes large genomic datasets by distributing computational work-
load across multiple cores and leveraging memory-efficient chunking
strategies. This scalability makes it a viable tool for researchers who
analyze genotype-phenotype associations in large cohorts, particularly
in studies involving rare variants and complex genetic traits. In our
tests, NEBULA exhibits robust scalability up to 64 cores across all
chunk sizes and SNP-set configurations. Increasing the number of cores
leads to consistent reductions in execution time, with memory usage
remaining stable. These results indicate that the parallelization strat-
egy effectively improves computational efficiency without increasing
memory demands. In this context, NEBULA is designed for SNP-set
analysis and interaction detection, and therefore complements genome-
wide marginal association methods by providing an additional layer
of insight into interaction-driven genetic architectures that are not
captured by single-variant approaches.

Beyond computational efficiency, the methodological advances pre-
sented in this study have direct implications for biological research.
NEBULA facilitates the detection of genetic interactions in diseases
with polygenic architectures, where individual SNP effects are often
weak but collectively contribute to disease susceptibility. The ability
to analyze large-scale genomic datasets with improved sensitivity is
particularly valuable for studies investigating common diseases such
as cardiovascular disease, neurodegenerative disorders, and cancer,
where multiple variants across different pathways interact to modulate
disease risk. Additionally, the flexibility of NEBULA allows researchers
to define SNP-sets based on biologically meaningful groupings, such
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Fig. 3. Scalability of NEBULA in memory usage and execution time across varying numbers of SNP-sets and SNPs per SNP-set (both axes on a logarithmic scale).
Panel A shows results for 2K individuals and Panel B for 10K individuals. Columns represent the number of SNP-sets, and rows the number of SNPs per SNP-set
(from gene- to pathway-level groupings). Point size reflects the number of CPU cores used. Cross markers denote single-core ABACUS performance. Configurations

exceeding 8 weeks of runtime were excluded from the plot.

as gene ontologies, protein interaction networks, or epigenetic regu-
latory elements. This adaptability is critical for integrative genomics
approaches that aim to combine genetic association data with tran-
scriptomic, epigenomic, and environmental factors to achieve a more
comprehensive understanding of complex traits. Despite its advantages,
the current implementation of NEBULA presents some limitations. First,
the method is currently tailored to case-control studies and therefore
supports binary phenotypes only. Extending the framework to quan-
titative traits represents a natural direction for future work. Second,
because NEBULA explicitly evaluates pairwise SNP interactions within
each SNP-set, the computational complexity increases quadratically
with the number of variants, implying that very large SNP-sets may still
require substantial computational resources. However, this reflects the

10

intrinsic cost of modeling interaction effects, which are not captured by
simpler approaches.

Given the rapid advancements in high-performance computing and
distributed computing frameworks, future versions of NEBULA could
explore GPU acceleration or cloud-based implementations to further
improve computational scalability. Implementing adaptive memory
management strategies could also allow the framework to automati-
cally adjust chunk sizes based on system memory availability, optimiz-
ing performance across different hardware configurations.
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an open-source license through GitLab (https://gitlab.com/sysbiobig/
nebula). The repository contains synthetic data used for benchmarking,
as well as the code used to generate it. In addition, is distributed via
Docker and Singularity container to ease its deployment across a range
of computational environments.
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