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Abstract

This paper aims to discuss efforts to enhance the performance of the in-house developed Computational Fluid Dynamics (CFD)
solver URANOS. In particular, URANOS-2.0 is presented, an evolution of the 2023 solver release [7], as optimized for pre-exascale
architectures. As contemporary European HPC facilities within the current EuroHPC JU panorama utilize distinct GPU architec-
tures—primarily AMD and NVIDIA—URANOS-2.0 adopts the OpenACC standard for portability. The latest release, resulting
from several tuning and refactoring efforts, demonstrates excellent multi-GPU scalability, achieving strong scaling efficiency of
over 80% across 64 compute nodes (256 GPUs) on both LUMI and Leonardo and weak scaling efficiency of about 95% on LUMI
and 90% on Leonardo with up to 256 nodes (1024 GPUs). These improvements establish URANOS-2.0 as a leading supercom-
puting platform for compressible wall turbulence applications, making it ideal for aerospace and energy engineering tasks in the
field of Direct Numerical Simulations (DNS), Wall-Resolved Large Eddy Simulations (WRLES), and the latest Wall-Modeled LES
(WMLES). The open-source code is available at https://github.com/uranos-gpu/uranos-gpu.
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1. Introduction

In recent years, CFD has become indispensable for analyzing and designing fluid devices across various engi-
neering applications. CFD not only reduces the costs of experimental testing but also shortens the time-to-market
for innovative solutions in fluid engineering. CFD methods, in fact, are crucial in two key engineering processes: the
parametric approach, which optimizes engineering designs by evaluating CFD models across diverse design variables,
and the physical-analytical approach, which involves detailed analysis of flow fields around specific devices. These
approaches often intersect, both requiring substantial computational resources as the number of variables and accuracy
demands increase. Thus, utilizing HPC infrastructures and advanced computational tools is vital for advancing fluid
dynamics simulations in modern engineering design and prototyping.
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The drive for improving computational models and utilizing more accurate computing tools extends beyond engi-
neering fluid dynamics to all applied sciences. Over the past decades, there has been a global trend toward concentrat-
ing computing power in specialized centers. A recent milestone in this field is the development of supercomputers that
surpass the exascale threshold, performing over 10'® floating-point operations per second. This achievement, high-
lighted by the Top500 ranking', includes the Frontier and Aurora clusters in the United States. While the United States
currently leads the charge, Europe is well-represented with three pre-exascale facilities in the top ten: LUMI (Finland)
ranks fifth, Leonardo (Italy) seventh, and Marenostrum 5 (Spain) eighth. This robust European presence demonstrates
the Old Continent’s strength in HPC and its commitment to further advancing supercomputing capabilities. However,
even with advanced tools, the architectural heterogeneity of top HPC systems currently available in Europe presents
challenges. LUMI, for example, uses AMD GPUs, Leonardo adopts NVIDIA A100 GPUs, while Marenostrum 5 uses
NVIDIA H100 graphic cards. This diversity complicates software portability, as programs are often optimized for
specific architectures preferred by research centers, making cross-platform usability complex.

Surely, significant progress has been made in developing state-of-the-art CFD solvers that leverage modern HPC
facilities. However, these numerical platforms are often optimized for specific architectures, particularly NVIDIA-
based clusters using CUDA-derived programming languages. Notable examples in this field include AFiD [39] and
CaNS [5], both structured incompressible flow solvers for DNS of canonical flows, utilizing CUDA Fortran and
OpenACC, respectively. OpenSBLI [28], a Python-based compressible CFD solver for DNS on CPUs and GPUs.
PyFr [37], ZEFR [32], STREAmS [1], CharLES [3], STREAmS-2.0 [2], HORSES3D [19], and AMFlow [27]. All
predominantly exploiting CUDA-based programming languages.

In this context, the URANOS project prioritizes vendor neutrality, aiming to create a portable CFD solver compat-
ible with various HPC architectures. Recognizing the dynamic HPC landscape, URANOS-2.0 maintains this commit-
ment by using the OpenACC standard and supporting both the latest NVIDIA and AMD GPU architectures through
the nvhpc and cray compilers, respectively. This adaptability allows URANOS-2.0 to operate seamlessly across the
diverse supercomputing facilities available within the EuroHPC JU framework. However, the portability enhancement
through AMD support is not the only improvement in URANOS-2.0. The current solver release is also significantly
refactored, achieving a 2x speedup over its predecessor on equivalent architectures; the solver remains capable of
handling compressible flows using several turbulence modeling frameworks, including DNS, WRLES, and WMLES
strategies. Thus, in this paper, performance achievements obtained by computational kernel refactoring are focused,
as well as the solver single and multi-GPU performance on LUMI and Leonardo are highlighted. Further details are
provided in [8].

The text is organized as follows: Section 2 provides a brief description of the URANOS structure, with peculiar
emphasis on numerical schemes. Section 3 discusses the portability enhancements and makefile options. Section 4
presents GPU performance on cutting-edge architectures, comparing URANOS-2.0 with the previous release across
top-ranked multi-GPU environments within the EuroHPC JU. Finally, Section 5 summarizes the conclusions.

2. Numerical model description

URANOS is a Fortran-based high-fidelity CFD solver developed for wall flow applications at the University of
Padova’s Industrial Engineering Department. It solves the filtered compressible Navier-Stokes equations in a con-
servative form, supporting DNS, WRLES, and WMLES models. The Navier-Stokes equations are discretized using
a high-order finite-difference framework on structured Cartesian meshes, supporting both uniform and non-uniform
grids, with various convective schemes. These include a central, nominally zero-dissipative Energy-Preserving (EP)
method for smooth flows [31], three high-order Weighted Essentially Non-Oscillatory (WENO) methods [25] in -
Z version [4], two Targeted Essentially Non-Oscillatory (TENO) schemes [20], and a fifth-order adaptive TENO-A
version [21]. URANOS incorporates shock-capturing techniques to limit numerical viscosity at shock/shocklet sites,
integrating WENO/TENO methods with the central EP method to create hybrid schemes like hybrid-WENO/EP and
hybrid-TENO/EP [16, 17]. Shock locations are determined using density-gradient and density-jump methods, along

' The Top500 project ranks the world’s 500 most powerful computer systems. Since 1993, it has been updated biannually https://www.
top500.org.
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with the enhanced Ducros sensor, effective in wall turbulence [18]. Notably, the pure WENO/TENO method or the
pure EP scheme can be configured by adjusting the shock sensor threshold to 1 for pure WENO/TENO or to 0 for pure
EP. This configuration simplifies the solver’s maintainability and facilitates a clearer comparison of the performance
of various computational kernels.

A distinct feature of URANOS is its management of viscous fluxes, separating incompressible from compressible
viscous components using a high-order finite-difference method [12]. The solver -2.0 release also includes a standard
Laplacian formulation for viscous terms, compatible with DNS frameworks but not recommended for WRLES or
WMLES. Temporal integration is achieved with a third-order Total-Variation-Diminishing (TVD) low-storage Runge-
Kutta method [23]. URANQOS-2.0 offers four algebraic turbulence models: the classical Smagorinsky model [33], the
Wall-Adaptive Large-Eddy (WALE) model [30], the Sigma model [35], and the Mixed Time Scale (MXTS) model
[24]. Except for the Smagorinsky model, the other three are wall-turbulence consistent, ensuring a smooth transition
to SubGrid-Scale (SGS) viscosity and diffusivity from the bulk flow to the wall, where turbulent parameters vanish.
For WMLES, URANOS-2.0 uses the equilibrium-based wall model [26] to determine wall shear stress and heat flux
across under-resolved wall regions, integrating this information as a boundary condition [14, 15, 9]. To provide a clear
overview of the modeling features in URANOS-2.0, Table 1 summarizes the full range of numerical schemes and
models integrated into the current software release. Each entry includes brief notes on its application scope, order of
accuracy, and key references.

Table 1: Comprehensive overview of numerical schemes and modeling options in URANOS-2.0.

Scheme References Application Ord. of accuracy
EP [31, 38] smooth flows 2/4/6
WENO-Z [25, 4] shock-dominated flows 3/5/7
Convective terms TENO [20] shock-dominated flows 5/7
discretization TENO-A [22] shock-dominated flows 5
Hybrid-WENO-Z/EP [16] shock-dominated flows 3/5/7 - 2/4/6
Hybrid-TENO/EP [17] shock-dominated flows 5/6 - 2/4/6
Hybrid-TENO-A/EP [6, 13] shock-dominated flows 5-2/4/6

Viscous terms Semi-conservative [12] Intensively varying diffusive properties 2/4/6

discretization Laplacian [29] Smoothly varying diffusive properties 2/4/6
Time Integration TVD Runge-Kutta [23] Convective-dominated PDE 3
Density Jump - A priori known flow patterns 2
Shock-detection Density Gradient - A priori known flow patterns 2

Ducros Sensor [18] Wall-turbulence 2/4/6
Laminar viscosity Sutherland’s law [34] Wide temperature ranges -
modeling Power law [36] Temperature clustered to reference -

Classical Smagorinsky [33] Free-shear turbulence 2/4/6

Turbulence WALE [30] wall turbulence 2/4/6

modeling Sigma [35] wall turbulence 2/4/6

MXTS [24] wall turbulence 2/4/6
Wall modeling Thin BL equations [26] - 2

3. Portability improvements

As outlined, the key objective of this research is to improve the portability of the URANOS solver across the latest
multi-GPU systems. In particular, the URANOS-2.0 version marks a significant advancement by leveraging Ope-
nACC to its full potential, distinguishing it from URANOS-1.0 [7], which, although based on OpenACC, was limited
to testing on NVIDIA-based clusters. This enhancement boosts URANOS’s compatibility with Europe’s dominant
supercomputing architectures, particularly the LUMI cluster, featuring AMD MI250X GPUs, and the Leonardo super-
computer in Italy, with NVIDIA A100 GPUs. Additionally, preparations are made for the NVIDIA H100 architecture
now available on the Marenostrum 5 system. A notable distinction exists between LUMI-G and Leonardo: LUMI-G
relies exclusively on OpenACC with the Cray compiler for Fortran codes, while Leonardo supports OpenACC via the
NVHPC SDK. Thus, significant efforts are made to ensure URANOS’s compatibility with the Cray compiler, an as-
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pect not addressed in the previous release. The current makefile is restructured to enable seamless transitions between
architectures, allowing compilation with:

make comp=<compiler> mode=<mode_option >

This approach lets users select the appropriate compiler based on the available architecture. The solver also supports
the Cray and GNU compiler on CPU modes for users without GPUs. Details of the compilation options and intended
architectures are outlined in Table 2.

Table 2: Overview of URANOS-2.0 compiling options and supported architectures.

piler | mode_option | intended supported architectures | tested GPUs

gpu

nvhpc gpu_debug NVIDIA architectures V100, A100, H100
gpu-profiling

cray epu - AMD architectures MI250X
gpu-profiling

cray cpu Cray multi/many core architectures -
cpu y ; i S

gnu cpu_debug Vendor neutral multi/many core architectures

Profiling options are also provided to differentiate between NVIDIA and AMD products and visual-
ize kernel execution to identify the solver’s most time-consuming segments. A dedicated profiling module,
src/profiling module.f90, serves as an interface for external profiling libraries, allowing any code segment to be
monitored by wrapping it between StartProfRange and EndProfRange calls. The profiling process targets compu-
tationally intensive code sections using the NVIDIA NVHPC SDK 23.1 with the NVTX API for NVIDIA products
and ROCTX 5.2.3 for AMD architectures. Profiling options are activated with user-defined compiler flags: ~-DNVTX
and -DROCTX, along with -DNVIDIA and -DAMD, using the mode=gpu_profiling compilation setting.

Finally, when using URANOS with NVIDIA or AMD architectures, special attention is required for random num-
ber generation. The OpenACC framework does not natively support thread-safe random number generation, necessi-
tating calls to specific libraries. Thus, for NVIDIA, the curand library, part of the NVHPC SDK, is utilized with the
-cudalib=curand flag during compilation. For AMD, the rocrand library is used, accessible in LUMI by installing
the hipfort interface via EasyBuild. The -1hipfort-amdgcn -lrocrand flags enable random number generation.
The complexity behind this process remains transparent to the user, as the makefile manages it during compilation.

4. GPU Performance Optimization

4.1. Bottleneck Identification

WENO-EP X
WENO-EP X = WENO-EP Y/
Others

27.6%

16.9%
WENO-EP Z

WENO-EP Y vl ’ :
- Viscons Fluxes
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Time Saved

Viscous Fluxes
___J

WENO-EP Z Others

(a) URANOS-1.0 (b) URANOS-2.0

Fig. 1: Time distribution per iteration: comparison between baseline and optimized versions of URANOS on a single NVIDIA A100 GPU.

The performance of the current solver version with the initial release is compared. Since URANOS-1.0 did not
support AMD cards, direct comparisons are made using NVIDIA graphics cards, while URANOS-2.0 is evaluated
on both NVIDIA and AMD cards to showcase improvements across GPU architectures. For realistic performance
analysis, a turbulent boundary layer under hypersonic conditions as documented in Ref. [7] (case BLO03) is simu-
lated. Although nominally shock-free, this flow requires shock-capturing schemes in regions not identifiable a priori,
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Table 3: Comparison of wall clock times between URANOS-1.0 and URANOS-2.0 for the most computationally intensive kernels. Data are
collected on a single NVIDIA A100 GPU.

[ URANOS-1.0 URANOS-2.0
Kernel time [ms] time/iteration time [%)] time [ms] time/iteration time [%)]
WENO-EP X 139.8 16.9% 41.38 8.96%
WENO-EP Y 177.1 21.4% 82.77 17.9%
WENO-EP Z 144.8 17.5% 91.04 11.0%
Viscous Fluxes 80.28 9.70% 55.46 19.7%
Wall Model 57.11 6.90% 34.76 7.52%
Others 228.4 27.6% 156.4 33.9%
Tot. 827.7 100% 461.7 100%

adding complexity and reflecting realistic hybrid scheme operations (WENO/TENO + EP) over time and space.
Figure 1 shows the bottleneck analysis for URANOS-1.0 and URANOS-2.0, illustrating the percentage of time per
iteration dedicated to key numerical kernels. Data collected on a single NVIDIA A100 GPU at the Leonardo super-
computing facility, averaged over 100 iterations, ensures statistical reliability. To enhance clarity, Table 3 provides the
same information, supplemented with the wall clock time for each computational kernel, detailed in milliseconds. As
observed, in URANOS-1.0, time-intensive routines are mostly related to Navier-Stokes flux computations, including
hybrid WENO/EP schemes, diffusive terms, and the wall model kernel. These five routines account for about 75% of
iteration time, indicating a need for optimization. The remaining 25% involves tasks like time integration, updating
variables, computing SGS terms, shock sensors, and MPI data movements, where optimization potential is limited
without extensive refactoring. For conciseness, the present discussion focuses on advection fluxes optimization only,
and further details are provided in Ref. [8].

4.2. Advection fluxes optimization

Investigations show a strong correlation between computation time and specific advection components, with de-
creased efficiency observed when calculating the y and z advection components compared to the x component, as
illustrated in Figure 1. This discrepancy arises from the hybrid WENO(TENO)+EP algorithm, which requires ex-
tracting one-dimensional arrays from three-dimensional data structures to compute advection fluxes. The extraction
aligns with Fortran data sorting for the x fluxes but suffers performance penalties with non-contiguous data for the y
and z directions. Thus, although operations for computing convective flows are consistent across all directions, signif-
icant performance degradation occurs in streamwise-orthogonal terms. To address this, the pseudocode for the y flux
components is reported. This algorithm mirrors the approach for the z direction and slightly differs from the x terms
computation, even if the same principle is applied for the x direction.

Algorithm 1 shows the pseudocode. To clarify the notation, sx and ex denote the start and end indices of the inner
domain pertaining to a single MPI block along the x Cartesian coordinate, while sy and ey and sz and ez serve the
same purpose for the y and z directions, respectively. The variables 1bx, ubx, 1by, uby, 1bz, and ubz represent the
global domain indices that include the ghost nodes, defined as sx-GN, ex+GN, sy-GN, ey+GN, sz-GN, and ez+GN,
respectively. GN denotes the number of ghost nodes, which are set to four. These nodes are essential for manag-
ing boundary conditions in high-order finite difference computations. A key optimization is consisted in chunking
one-dimensional variables and storing them in shared memory. This approach reduces L1/L.2 cache pressure, improv-
ing memory access and computational performance. The optimal chunk size was determined through testing, with
vec_size=64 striking a balance between performance gains and avoiding warp/wavefront stalling. Warp/wavefront
stalling in GPUs refers to a condition where the execution of a group of threads (called a warp in NVIDIA GPUs
and a wavefront in AMD GPUs) is paused or delayed due to factors that prevent further progress. One primary cause
of stalling is memory latency, where a warp needs to access data from memory that is not immediately available,
often due to cache misses or inherently slow memory access. This latency forces the warp to pause until the re-
quired data is retrieved, leading to idle computation time. Thus, variables for flux computations are defined statically,
using the !$acc cache(list_of_variables) directive to allocate cached variables in shared memory. Variables
segmented into chunks are three-dimensional, with an inner dimension of size 0 : 3, a second dimension of size
1 -GN : chunkSize+GN, and a third packing various fields (e.g., density, velocity, pressure, etc.). This structure opti-
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subroutine PseudoCodeOfAdvectionFluxesComputation
!

integer , parameter 1 vec_size = 64
integer , parameter :: chunkSize = vec_size — 2x«GN
real (rp), dimension(0:3,1 —-GN:chunkSize+GN) :: chunked_variable

!

!$acc parallel vector_length(vec_size) default(present) &
!$acc private(list_of_private_variables)
!$acc loop gang collapse(2)

do k = sz,ez
do i = sx,ex,4
iimax = min(3,ex—1i)

do str_y = lby,uby,chunkSize
end.y = min(str_y+ChunkSize, uby-2+«GN+1) — str_y

!'$acc cache(list_of_lcl_chunked_variables)

!$acc loop vector collapse(2)
do j = 1-GN, end_y+GN
do i1i = 0,iimax
jgbl = j + str_y —1+GN

! storing data in chunked and cached variables
Icl_chunked_variable (ii ,j,1) = gbl_variable (i+ii,jgbl k,1)

enddo
enddo

! computing advection fluxes using lcl chunked variables
do i1i=0,iimax

!'$acc loop vector

do j = 1-GN, end_y+GN

if (weno_flag_chunk(j) == is_smooth) then
! Perform EP algorithm
else
! Perform WENO/TENO algorithm
endif
enddo
enddo
enddo
enddo
return

end subroutine PseudoCodeOfAdvectionFluxesComputation

Algorithm 1: Pseudocode associated with advection fluxes computation.
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mizes global data continuity, reducing cache misses. For general domains not constrained by multiples of vec_size,
operations on indices are incorporated, as shown in lines 14 and 17 in Algorithm 1.

Beyond chunking, warp/wavefront stalling is addressed by spreading data structures containing shock information.
This issue is particularly relevant in the context of hybrid WENO(TENO)-EP methods. In these schemes, in fact, local
computations of advection fluxes are performed in a non-contiguous manner due to the integration of shock-capturing
reconstructions (WENO/TENO) and the EP method, which are controlled via conditional statements based on the
local value of the shock detector. In URANOS-1.0, dynamically spreading the weno_flag structure (integer (kind
= 4)) during flux computation was found particularly detrimental to GPU operation with respect to warp stalling.
However, weno_flag spreading is crucial, as shock detection methods may identify solitary nodes due to noise or
fluctuations, threatening simulation stability. Thus, expanding shock coverage ensures stability, covering at least the
stencil size of the WENO/TENO scheme. Thus, in URANOS-2.0, the spreading of shock positions is separated from
convective flux computation into a dedicated kernel. This kernel solely executes a localized reduction, defining the
minimum value of weno_flag within a stencil of size depending on WENO/TENO accuracy. A cell flagged as shocked
has a zero value in weno_flag, while smooth flow is indicated by a value of one. minval Fortran functions are used
for this purpose. Additionally, the weno_flag values are multiplied by 2 and 4 along the y and z axes, respectively,
minimizing the field variables needed to store shock locations and implementing a bitwise flag selection procedure to
define the chunked variable associated with weno_flag.

4.3. Single-GPU performance comparison
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Fig. 2: Time per iteration for URANOS-1.0 and URANOS-2.0 across various GPU architectures. For the AMD MI250X, tests are conducted on a
single Graphics Compute Die (GCD), and the reported times are halved to reflect the potential of utilizing the full GPU.

Figure 2 highlights the performance speedup achieved by URANOS-2.0 compared to its initial release. Data com-
pare various GPU architectures, including NVIDIA V100, A100, and H100, as well as AMD MI250X. The evaluation
is based on a realistic flow scenario involving a 50-million-point hypersonic boundary layer test case and exploiting
the z—periodicity to include MPI calls since periodic boundary conditions are handled with MPI even on a single rank
execution. In particular, in Figure 2, the left-hand columns represent URANOS-1.0 results, while the right-hand bars
display URANOS-2.0 outcomes.

The rightmost columns show the iteration times for URANOS-2.0, revealing a 1.75-fold acceleration on V100,
a 1.79-fold improvement on A100, and a 1.94-fold increase on H100 compared to URANOS-1.0. Data for AMD
cards is not included for URANOS-1.0, as the earlier version did not support these architectures, preventing the
establishment of a historical trend for AMD products. However, URANOS-2.0’s performance on AMD cards is found
to be comparable to that on an NVIDIA V100 GPU.

4.4. Multi-GPU scaling and performance

For multi-GPU performance comparison the computational power of the Leonardo-booster (Cineca) and LUMI-G
(CSC) supercomputer partitions is used. Leonardo, a TIER-0 architecture based on the Atos BullSequana XH2000,
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Fig. 3: First row: Leonardo strong (3a) and weak (3b) scaling. Strong scaling compares the elapsed time on one node to n nodes for a fixed grid of
1024 x 1024 x 512 points. Weak scaling compares the elapsed time on one node to n nodes, keeping points-per-node fixed at 1024 x 1024 x 512.
Second row: LUMI strong (3c) and weak (3d) scaling. Strong scaling compares the elapsed time on one node to n nodes for a fixed grid of
1024 x 1024 x 512 points. Weak scaling compares the elapsed time on one node to n nodes, keeping points-per-node fixed at 1024 x 1024 x 512.
Each MI250X has two GCDs, so MPI ranks are doubled for LUMI compared to Leonardo.

includes 3456 Intel Ice Lake nodes, each with 32 cores and 4 NVIDIA A100 SXM4 64GB GPUs. LUMI is an
HPE Cray EX system with 2978 nodes, each featuring a 64-core AMD Trento CPU and four AMD MI250X GPUs.
Leonardo and LUMI rank seventh and fifth in the world’s fastest supercomputers as of the June 2024 Top500 ranking.
Present tests are conducted using the NVIDIA HPC SDK 23.1 compiler and the AMD ROCm 5.2.3 suite with the
Cray Programming Environment (CPE) release 23.09. A GPU-aware communication model is used to optimize data
exchange efficiency, minimizing unnecessary CPU-GPU transfers.

Figure 3a and 3b display the parallel performance on the Leonardo architecture, highlighting strong scaling and
weak scalings. For strong scaling, the total number of grid points is fixed at NyXN, XN, = 1024x1024x512 = 536-10°,
while resources vary. For weak scaling, the computational unit size per node remains fixed at 536 - 10° grid points.
Experiments involve a tri-periodic flow with zero velocity, unit temperature, and unit pressure using EP 6 and TENO 7
schemes. Figure 3a shows strong scaling efficiency nearing ideal levels, with TENO 7 at nearly 50% and EP 6 at 30%
over 256 nodes (1024 GPUs). Efficiency remains high with 64 nodes, at approximately 80% for TENO and 54% for
EP, due to TENO’s handling of computational workload versus MPI communications. In weak scaling, the solver
maintains good performance up to 1.4 - 10'! grid points over 256 nodes. TENO 7 sustains around 93% efficiency,
while EP achieves 80%.
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Figure 3c and 3d show results for LUMI, which are similar to Leonardo’s. Here, it is noteworthy that each MI250X
GPU contains two GCDs, which effectively doubles the number of MPI ranks available on the LUMI system compared
to Leonardo, enhancing its parallel processing capacity. In strong scaling (Fig. 3¢), LUMI matches Leonardo with 57%
efficiency for TENO on 256 nodes and 34% for EP. In weak scaling (Fig. 3d), LUMI maintains very high efficiency,
reaching approximately 94% for EP and 96% for TENO at 256 nodes.

5. Conclusions

URANOS-2.0, an enhanced version of a GPU-accelerated Navier-Stokes solver designed for compressible wall
flows, has been presented. The solver uses a high-order/high-resolution finite difference framework to address DNS,
WRLES, and WMLES of compressible wall flows, and the current release is optimized for pre-exascale HPC ar-
chitectures within the framework of EuroHPC JU. In particular, URANOS-2.0 has been evaluated on two premier
multi-GPU architectures, LUMI and Leonardo, ranked fifth and seventh globally according to the June 2024 Top500
ranking. The solver demonstrates a strong scaling efficiency of over 80% across 64 compute nodes (256 GPUs) and a
weak scaling efficiency of approximately 95% on LUMI and 90% on Leonardo when scaled up to 256 nodes (1024
GPUs). Thus, URANOS-2.0 establishes itself as a flexible, multi-platform solver capable of exploiting Europe’s top
supercomputing architectures and addressing limitations in other freely available CFD software. The open-source
baseline code is available at https://github. com/uranos-gpu/uranos-gpu while, future advancements will in-
clude complex geometries as in [11, 10].
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