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Introduction

Understanding the temporal dynamics of infectious diseases is crucial for designing
effective public health interventions and evaluating their impact. In real-world
settings, interventions such as vaccination campaigns, public awareness initiatives,
or policy changes rarely occur in isolation. Consequently, robust statistical methods
are needed to assess their effects while accounting for underlying trends, seasonality,
and random fluctuations. Interrupted Time Series (ITS) models have emerged as a
powerful quasi-experimental design to evaluate the causal impact of such interven-
tions when randomized trials are not feasible [1]. Particularly in infectious disease
research, where surveillance data is often longitudinal and routinely collected, ITS
models provide a valuable framework for measuring changes in disease incidence or
healthcare behaviors over time [2—4].

This chapter introduces the principles and practical applications of ITS models in
infectious disease surveillance. We begin by providing a foundational understanding
of time series models, followed by a discussion on their specific relevance in the
context of infectious disease research. Key concepts such as time series components
and stationarity are explored to ground readers in the essential mechanics of tempo-
ral data. This chapter then moves into modeling approaches, starting with classical
ITS designs, where separate models are fit before and after an intervention period.
We highlight the limitations of this segmented modeling strategy in a dedicated
section that critically examines its shortcomings, setting the stage for the introduc-
tion of more advanced methods. To address these challenges, we explore ARIMA
models, which offer a more integrated framework for capturing temporal dependen-
cies. We then expand into Bayesian estimation techniques, which enhance model
flexibility and uncertainty quantification. This chapter also includes a section on
forecasting, a critical tool in epidemic preparedness, before concluding with Bayes-
ian Structural Time Series Models, a modern approach that unifies many of the
previously discussed elements. Throughout the chapter, a case study is woven in to
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illustrate these concepts in practice and demonstrate the evolution from classical to
contemporary ITS modeling strategies.

Introduction to ITS Models

Interrupted Time Series (ITS) analysis is aimed to detect whether and how an
intervention alters the trajectory of an outcome over time. ITS treats the intervention
as a natural break or interruption in the time series, around which patterns of change
can be evaluated. The basic idea is to compare the behavior of a time series before
and after a known intervention point while controlling for the underlying temporal
structure of the data. The temporal structure of the data refers to the patterns and
dependencies that exist across time within a time series dataset. The classical form of
ITS involves fitting separate models to the pre- and post-intervention periods to
estimate shifts in level and trend. Intervention effects in ITS models can take
different forms, depending on the expected mechanism of impact [5]. In ITS
modeling, understanding the nature of an intervention is essential for selecting an
appropriate statistical structure to capture its effect. Real-world interventions can
manifest in several ways, each corresponding to a specific statistical pattern within
the time series. Figure 7.1 displays the different types of interventions. An abrupt
intervention, for instance, typically results in a step change, a sudden and sustained
shift in the level of the outcome immediately following the intervention point. When
the impact of an intervention is short-lived and the outcome quickly returns to its
prior trend, it is often described as an abrupt, temporary intervention, statistically
modeled as a pulse effect. Similarly, a pulse intervention, which causes a brief and
sharp deviation in the series, is also represented using the pulse effect framework. On
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Fig. 7.1 Types of intervention effects
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Fig. 7.2 Interrupted time series with true intervention effect

the other hand, a gradual intervention, where the influence builds incrementally over
time, leads to what is known as a ramp effect or a gradual change, capturing a
progressive alteration in the slope or trend of the series.

Nicole (2023) [6] discussed these different types of interventions. Once the basic
structure of ITS analysis is understood, it becomes critical to distinguish between
apparent changes in outcome levels and those that truly result from an intervention.
Unlike natural fluctuations or long-term trends, a genuine intervention effect alters
the expected behavior of the outcome in a way that cannot be explained by the
pre-existing trajectory alone.

Figure 7.2 illustrates a clear example where the intervention causes a distinct and
measurable impact. Prior to the intervention (Time 1 to 20), the outcome remains
stable at a value of 50. Immediately after the intervention point (Time 21), there is a
sharp level drop to 40, followed by a consistent downward slope. This represents
both a step change (a sudden shift in level) and a slope change (a new declining
trend). Because the pre-intervention period exhibits no trend and the post-
intervention pattern deviates markedly, we can attribute these changes with confi-
dence to the effect of the intervention. Such patterns are common in infectious
disease contexts. For example, a vaccination campaign may not only reduce inci-
dence rates immediately but also influence longer-term transmission dynamics,
resulting in a new trend. Failing to account for these changes risks underestimating
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Fig. 7.3 Example where simple pre- to post-intervention comparison would be misleading

or mischaracterizing the intervention’s true impact [7]. On the other side, while
comparing average outcomes before and after an intervention may seem intuitive,
such simple pre-post comparisons can be misleading when applied to time series
data. This is particularly problematic in the context of infectious disease surveil-
lance, where outcomes often follow systematic trends over time. Ignoring these
temporal patterns risks attributing natural variations or ongoing trends to the inter-
vention, leading to biased or incorrect conclusions.

Figure 7.3 illustrates an example scenario in which a simple comparison of mean
outcomes before and after an intervention fails to capture the true underlying
dynamics. The outcome shows a steady decline from 2000 through 2019. An
intervention occurs in 2009, marked by a vertical line. The mean outcome before
the intervention is 82.5, while the mean after is 42.5. However, this decline is not due
to the intervention, but it is part of an ongoing downward trend that started well
before the intervention took place. A naive comparison of these means would falsely
suggest a significant intervention effect, when in reality, the trend remained
unchanged. Box 7.1 distills the classical segmented-regression framework that
underpins an ITS analysis.

Box 7.1 The Basic Concept of ITS Model
To formally quantify the effects of an intervention in an ITS design, a
segmented regression model is commonly employed. This model estimates

(continued)
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Box 7.1 (continued)

changes in both the level and trend of an outcome variable before and after a
clearly defined intervention point. The classical ITS regression model is
typically specified as follows:

Y:=p, + B, - Time; + B, - Intervention; + P - TimeAfter; + &

Where Y, is the outcome variable measured at time point t, Time; is a
continuous variable representing the time elapsed since the start of observation
(e.g., Time,= 1,2, ..., T), Intervention, is a binary indicator variable (0 before
the intervention, 1 after) representing the presence or absence of the interven-
tion at time t, TimeAfter, is a continuous variable that counts the time since the
intervention occurred; it is O for all time points before the intervention and
increases linearly after, f, represents the baseline level of the outcome at
Time, = 0, p, estimates the pre-intervention trend (slope) of the outcome
over time, /3, estimates the change in level (step change) immediately follow-
ing the intervention, 3 estimates the change in trend (slope change) after the
intervention, and g is the error term at time t, assumed to be normally
distributed with constant variance.

This model allows to answer several key questions:

* Was there an immediate shift in the outcome following the intervention?

(b2)

* Did the long-term trend of the outcome change after the intervention? ()
* How did the intervention modify the trajectory compared to the counter-
factual scenario where it did not occur?

The interpretation of the parameters can be better understood by consider-
ing two segments of the time series:

e Before the intervention (Intervention, = 0, TimeAfter; = 0), the model
simplifies to:

Yt:BO 4F ﬁl ‘Timet +8t

Indicating a linear trend governed by f3;.

o After the intervention (Intervention, = 1, TimeAfter, > 0), the model
becomes:

Yo = (Bo + B2) + (By + B3) - Time, + &

Which reflects both the immediate level change (f,) and the new slope
(Br + B3)-

(continued)
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Box 7.1 (continued)

By comparing these two segments, the model captures whether the inter-
vention coincides with meaningful deviations from the pre-existing pattern.
This segmented regression approach assumes that the pre- and post-
intervention trends are linear and that any intervention effect occurs at a
known, fixed point in time. While the classical ITS model is effective in
many contexts, it may be limited in handling autocorrelation, nonlinear
dynamics, or seasonal patterns. These challenges are addressed in later sec-
tions through more advanced models such as ARIMA and Bayesian structural
time series.

Case Study: Evaluating the Impact of the BAA Campaign
on Antibiotic Prescribing

To illustrate the application of ITS modeling in infectious disease surveillance, we
use a case study focused on antibiotic prescribing practices in the United States. The
analysis investigates the effect of the Be Antibiotics Aware (BAA) campaign, a
national public health initiative launched to promote appropriate antibiotic use,
particularly in the context of viral illnesses where antibiotics are typically unneces-
sary. The dataset includes monthly records from January 2010 to December 2022,
totaling 156 observations. For each month, we computed patients with viral diagnosis
and no concurrent bacterial diagnosis; we denote this count as total virus. We then
identified the subset of those patients who received an antibiotic prescription during
the same month; this count is defined as total prescriptions. From these, we calcu-
lated the primary outcome of interest, the monthly proportion of patients with viral
illness who received an antibiotic prescription:

Proportion, — totalpresc.riptionst
totalvirus;

This proportion serves as a proxy indicator for inappropriate antibiotic prescrib-
ing. A high value suggests overprescription in cases where antibiotics are likely
unwarranted, while a decline over time, particularly following the intervention, may
indicate improved prescribing practices. This campaign also considered the inter-
vention in our ITS analysis, began in November 2017. To model its potential impact,
we created a binary variable BAA campaign indicating whether each time point
occurred before or after the intervention. Additional time-related variables were
generated to support modeling, including a continuous time index (time) and a
variable counting months since the intervention time after intervention. This dataset
presents a suitable setting for ITS modeling: the outcome is continuous and mea-
sured regularly over time; the intervention point is well-defined; and secular trends
and seasonal effects are plausible. In the sections that follow, we apply classical and
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Table 7.1 Results from classical ITS model (OLS regression)

Variable Estimate Std. error t value Pr(>Itl)
Intercept 0.6454 0.0120 53.66 <0.001
Time —0.0045 0.0002 —20.60 <0.001
BAA campaign —0.1677 0.0534 —-3.14 0.002
Time after intervention 0.0028 0.0005 5.94 <0.001

advanced ITS models to evaluate whether the BAA campaign was associated with
statistically and practically significant changes in antibiotic prescribing patterns.

We fit the classical ITS model using ordinary least squares regression, modeling
the monthly proportion of patients with virus-related diagnoses (and no bacterial
co-infection) who received an antibiotic prescription as the outcome. The predictors
included a continuous time variable to capture the underlying trend, a binary
indicator for the BAA campaign (BAA campaign), and a post-intervention time
variable (time after intervention) to assess changes in slope. The results, shown in
Table 7.1 indicate a strong pre-intervention downward trend in antibiotic prescrib-
ing, with a statistically significant negative coefficient for time
(ﬁl = —0.0045,p < 0.00). This suggests that even before the BAA campaign, the
proportion of antibiotic prescriptions among viral patients was gradually declining
over time. Importantly, the BAA campaign was associated with a significant imme-
diate level drop of 0.168 in the outcome (ﬁz = —0.1677,p =0.002) representing a
reduction of approximately 17 percentage points in the proportion of patients
receiving antibiotics. This finding supports the interpretation that the intervention
had an abrupt and meaningful impact on prescribing behavior. In addition, the
positive and  significant coefficient for the post-intervention slope
(B3 =0.0028, p < 0.001) suggests that following the initial drop, the rate of prescrib-
ing began to slowly increase again over time. Although the intervention reduced the
outcome level, the reversal in slope highlights the importance of continued efforts to
sustain appropriate prescribing patterns.

The segmented regression results are further illustrated in Fig. 7.4, which plots
the monthly proportion of antibiotic prescriptions over time, with separate linear
trends estimated for the pre- and post-intervention periods. Each black point repre-
sents an observed monthly proportion, while the colored lines indicate fitted trends
before and after the BAA campaign. The vertical dashed line marks the timing of the
intervention in November 2017. The red line, corresponding to the pre-intervention
period, shows a steady and significant decline in the proportion of antibiotic pre-
scriptions over time. This visual pattern aligns with the earlier finding of a negative
time coefficient and reflects an ongoing shift in prescribing behavior even before the
campaign was launched. At the point of intervention, there is a visible downward
shift in the level of the outcome, consistent with the statistically significant step
change detected in the regression model. Following the intervention, the blue line
illustrates the post-intervention trend. While the downward slope continues, it does
so at a slower rate than before, indicating a partial reversal in the declining trend.
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Fig. 7.4 ITS analysis of antibiotic prescriptions

This change in slope is captured by the positive coefficient for the post-intervention
time variable.

To complement the segmented regression plot further, Fig. 7.5 presents the same
pre- and post-intervention fitted trends with the addition of 95% confidence inter-
vals. These shaded regions around the regression lines provide a visual representa-
tion of the uncertainty surrounding the estimated effects of the BAA campaign. The
pre-intervention trend (red) and the post-intervention trend (blue) are clearly sepa-
rated, with minimal overlap between their respective confidence bands here. This
visual separation reinforces the statistical significance of the level change observed
at the point of intervention. Moreover, the relatively narrow confidence intervals
suggest that the model estimates are precise and reliable across the time series. In the
post-intervention period, the confidence interval remains consistently below the
pre-intervention trend line, suggesting that the reduction in the proportion of antibi-
otic prescriptions is not only statistically significant but also sustained over time.

We also checked further whether including a post-intervention slope improves
model performance, by conducting an analysis of variance (ANOVA) that compares
two nested models. Model 1 included the linear time trend and the BAA campaign
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Fig. 7.5 Change in trend before and after intervention

indicator to estimate a level change at the time of the intervention. Model 2 extended
this by including the post-intervention slope term (time after intervention), allowing
for a change in trend following the campaign. The results of the ANOVA compar-
ison are presented in Table 7.2. The addition of the post-intervention slope term
significantly improved model fit, with a reduction in residual sum of squares (RSS)
from 0.626 to 0.509. The resulting F-statistic (35.22, p < 0.001) confirms that the
inclusion of the slope change term accounts for a substantial proportion of the
unexplained variance in the data.

To assess the validity of the classical ITS model assumptions, we examined the
distribution of residuals using a histogram and a normal Q-Q plot, as shown in
Fig. 7.6. These diagnostic plots help evaluate whether the residuals are approxi-
mately normally distributed, a key assumption underlying ordinary least squares
regression. The histogram of residuals (left panel) reveals a distribution that is
moderately skewed, with a noticeable right tail. While the majority of residuals are
clustered around zero, the asymmetry and presence of several large positive residuals
suggest potential deviations from normality. This concern is further reinforced by the
Q-Q plot (right panel), which compares the empirical distribution of the residuals
against a theoretical normal distribution. While the central portion of the plot aligns
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Table 7.2 ANOVA comparison of models with and without post-intervention slope

Res. Sum
Model Df RSS | Df |Sq F
Model 1: Proportion ~ time + BAA campaign 153 0.627 |- |- -

Model 2: Proportion ~ time + BAA campaign + time after | 152 0.509 |1 0.118 |35.22
intervention

P value = <0.001
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Fig. 7.6 Residual diagnostics for the classical ITS model. Left: histogram of residuals. Right: Q-Q
plot comparing empirical residual quantiles with a theoretical normal distribution
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Fig. 7.7 Residuals versus fitted values from the classical ITS model

reasonably well with the reference line, substantial departures are observed in both
tails, particularly in the upper tail, indicating that the residuals deviate from the
expected normal distribution. These diagnostic findings raise concerns about the
suitability of the classical linear model for this time series data.

In addition to assessing the distribution of residuals, we examined their relation-
ship with the fitted values to evaluate homoscedasticity, the assumption that residual
variance remains constant across the range of predicted values. Figure 7.7 presents
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the residuals plotted against fitted values from the classical ITS model. The plot
reveals a clear pattern: residuals are tightly clustered around zero at lower fitted
values, but their spread increases noticeably at higher fitted values. Furthermore, the
curved shape of the residual cloud suggests nonlinearity that is not accounted for by
the linear model. These patterns indicate heteroskedasticity and potential model
misspecification. In particular, the increasing variance at higher levels of the out-
come implies that the model’s predictions are less reliable in these regions. This
violation of constant variance undermines the reliability of standard errors and
hypothesis tests. It also suggests that a simple linear approach may be inadequate
for capturing the complexity of the data structure.

To further evaluate the appropriateness of the classical ITS model, we conducted
several formal diagnostic tests targeting heteroskedasticity, autocorrelation, and
stationarity of residuals. These statistical tests offer more rigorous evidence beyond
graphical residual inspection. First, the Breusch—Pagan test for heteroskedasticity [8]
yielded a test statistic of 27.213 with a highly significant p-value (p < 0.001),
confirming the presence of non-constant variance in the residuals. This aligns with
the residual vs. fitted plot discussed earlier and signals a violation of one of the key
assumptions of linear regression. In response, we refit the model using
heteroskedasticity-robust standard errors (HC3). While all coefficients remained
statistically significant, the corrected standard errors were larger, emphasizing the
need to account for variance instability when interpreting inference. Second, the
Durbin—Watson test for autocorrelation [9] in the residuals returned a test statistic of
0.93, with a p-value less than <0.001. This strongly suggests the presence of positive
autocorrelation, meaning that the residuals are not independent over time. Ignoring
autocorrelation can lead to underestimated standard errors and inflated type I error
rates, which in turn may result in overconfident statistical conclusions. Finally, the
Augmented Dickey—Fuller (ADF) test [10] was performed to assess whether the
residuals are stationary, another key assumption for reliable inference in time series
regression. The ADF test produced a non-significant result (p = 0.2295), indicating
failure to reject the null hypothesis of non-stationarity. This suggests that the
residuals may still contain unmodeled trends or other forms of temporal structure.

The diagnostic assessments presented above highlight several key limitations of
the classical ITS regression framework when applied to real-world time series data.
Violations of normality, heteroskedasticity, autocorrelation, and potential
non-stationarity suggest that the assumptions underpinning linear regression may
not hold in this context. As a result, inference from the classical ITS model may be
biased or inefficient, and its ability to accurately capture the temporal dynamics of
antibiotic prescribing behavior may be limited. To address these shortcomings, it is
necessary to adopt modeling approaches that are specifically designed to account for
the structure and dependencies inherent in time series data. Among these, the
Autoregressive Integrated Moving Average (ARIMA) model offers a more flexible
and robust alternative. Unlike segmented linear regression, ARIMA can explicitly
model autocorrelation, accommodate non-stationary behavior through differencing,
and incorporate both short-term shocks and long-term trends in a unified framework.
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Temporal Structure and the ARIMA Modeling Framework

Before introducing ARIMA modeling, it is essential to first understand the founda-
tional concepts of time series analysis. Time series models play a central role in
epidemiological surveillance and forecasting, providing a dynamic framework for
analyzing and predicting temporal patterns in infectious disease data [11]. By
capturing key components such as trend, seasonality, and irregular fluctuations,
these models enable public health researchers to monitor changes in disease inci-
dence and detect anomalies that may signal outbreaks or emerging public health
threats.

Figure 7.8 displays the monthly time series of the proportion of antibiotic pre-
scriptions among patients with viral diagnoses over the full study period. This raw
plot highlights several key features that are characteristic of time series data and
warrant closer examination. First, there is a clear long-term downward trend,
suggesting that antibiotic prescribing has been decreasing steadily over time. Sec-
ond, the series exhibits irregular fluctuations, with short-term increases and
decreases that do not follow a strictly linear pattern. These may reflect external
influences, seasonal variation, or noise. Third, the variability in the early part of the
series appears greater than in later periods, indicating potential changes in variance
or structural breaks over time.
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Fig. 7.8 Monthly proportion of antibiotic prescriptions among patients with viral diagnoses
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Essentials of Time Series Analysis for Health Surveillance

Features of Time Series

A time series refers to a sequence of observations collected over successive points in
time, typically at consistent intervals [11, 12]. In the field of public health, such data
might include monthly counts of disease cases, hospital admissions, or mortality
rates [13]. The main goal of time series analysis is to uncover patterns in these data
that can inform understanding, decision-making, and forecasting. When exploring a
time series, several structural features must be considered. These include long-term
trends, which reflect sustained increases or decreases; seasonality, which captures
repeating cycles tied to calendar time (such as months or seasons); and irregular
fluctuations or anomalies, such as outliers or abrupt shifts in level or variance.
Analysts also look for cycles that are not seasonal in nature and assess whether the
variability in the data remains stable or changes over time. This analysis provides a
flexible, data-driven framework that complements traditional epidemiological
approaches. Rather than relying on in-depth mechanistic knowledge of disease
transmission or societal behavior, this method focuses on extracting patterns directly
from observed data. It is particularly valuable for evaluating temporal associations,
such as the potential impact of school closures, vaccination campaigns, or emerging
variants on health outcomes. In this context, it is useful to distinguish between
prediction and forecasting. Prediction involves estimating outcomes based on past
trends, often incorporating a wide range of influencing factors [14]. Forecasting, on
the other hand, refers to projecting future values of a variable using a model trained
on historical data, under the assumption that key drivers of change will remain
consistent [15]. Both approaches are central to public health planning and prepared-
ness, helping to anticipate future disease burden, evaluate intervention effectiveness,
and support timely decision-making [16]. Box 7.2 summarizes the core building
blocks of a time series and why each matters for public health surveillance.

Box 7.2 The Basix Concept of Time Series
A time series is a collection of observations measured sequentially over time,
typically spaced at uniform intervals such as days, months, or years. These
data are often used to examine how a particular variable evolves and to detect
underlying patterns that may guide analysis, modeling, and forecasting.
Time series data are generally understood to consist of multiple underlying
components that together shape the observed values. In many cases, it is useful
to assume an additive structure, where the observed series y, at time t can be
represented as:

(continued)
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Box 7.2 (continued)
V=T + S+ &

Here, T, denotes the trend component, S, represents the seasonal compo-
nent, and &, accounts for the irregular or random fluctuations in the series.

e Trend component (7;): This captures the long-term progression of the
series, indicating whether the variable tends to increase, decrease, or remain
stable over time. The trend reflects the broader trajectory of the data that
persists beyond short-term fluctuations.

» Seasonal component (S;): Seasonality refers to consistent and predictable
patterns that repeat over fixed periods, such as months, quarters, or days of
the week. These patterns are often tied to calendar-related influences or
behavioral cycles.

* Random or irregular component (g): This element represents the
unpredictable variations in the data that are not explained by either trend
or seasonality. It captures random shocks, anomalies, or measurement
errors and is often modeled as white noise.

To further illustrate the conceptual breakdown of a time series, Fig. 7.9
presents a synthetic example composed of three core elements: a linear trend, a
seasonal cycle, and random noise. The observed time series is displayed in
blue, while its components are overlaid using distinct line types and colors:
The green dashed line represents the trend, the black dotted line captures the
repeating seasonal pattern, and the red dot-dashed line corresponds to the error
or irregular component.

Synthetic time series composed of trend, seasonality, and error components

Time Series -=7

-=--- Trend T

W

"""" Seasonality L7

""" Error -

10 20 30 40 50
v
'

0
1
¥

100

Time (months)

Fig. 7.9 Components of time series

Stationarity and its Importance in Time Series Analysis

A key property in time series modeling is stationarity. A time series is considered
stationary when its statistical properties such as mean, variance, and autocorrelation
remain constant over time [17]. In other words, the series does not display persistent
trends, evolving seasonal effects, or patterns that shift with time. This stability makes



Essentials of Time Series Analysis for Health Surveillance 205

stationary series more predictable and easier to model accurately, especially within
frameworks like ARIMA that rely on this assumption. To assess whether a series is
stationary, visual inspection is often complemented by formal tools such as the
autocorrelation function (ACF) and partial autocorrelation function (PACF)
[18]. These functions help evaluate how current values in the series are related to
their past values across various time lags. ACF measures the overall correlation
between observations separated by different lag intervals, while PACF isolates the
direct contribution of a specific lag, adjusting for shorter-term dependencies.

In infectious disease surveillance, time series data frequently exhibit autocorre-
lation, meaning that current observations are influenced by prior ones. This depen-
dency structure complicates standard regression approaches, which assume
independent residuals. Moreover, many real-world series in epidemiology are
non-stationary due to underlying trends or recurring seasonal cycles. One commonly
used transformation to induce stationarity is differencing, where each value is
replaced by the change from the previous time point. This technique helps eliminate
both trend and autocorrelation, stabilizing the series for further analysis. The behav-
ior of the ACF plot provides insight into the stationarity of a series. For stationary
data, autocorrelations tend to decline quickly as the lag increases. In contrast,
non-stationary series typically show slow, persistent decay, reflecting long-term
dependencies. Identifying and addressing non-stationarity is a crucial first step
before fitting time series models, particularly in public health contexts where early
detection and accurate forecasting are essential. The Augmented Dickey—Fuller test
[10] is widely used to assess the presence of stationarity in time series models.
Several R packages such as urca (ur.df function) and tseries (adf.test function) allow
to perform the ADF test. Box 7.3 clarifies how ACF and PACF plots reveal hidden
dependence and guide stationarity checks in epidemiological time series data.

Box 7.3 The Basic Concepts of Autocorrelation Function
Autocorrelation and partial autocorrelation plots are essential tools for under-
standing the dependency structure within a time series. The autocorrelation
function (ACF) quantifies how observations in the series are related to their
past values across various lag intervals. A high correlation at a given lag
indicates that the series retains memory over that time gap. The partial
autocorrelation function (PACF), on the other hand, isolates the direct influ-
ence of a specific lag on the current observation, after accounting for shorter
lags. For a stationary time series y, with mean p, the autocorrelation at lag k is
defined as:

_ Cov(yoyii) _ Ellyi =) (yix — 1]
T T Varly) o’

Where py is the autocorrelation at lag k, and 6 is the variance of the series.

(continued)
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Box 7.3 (continued)

The partial autocorrelation function (PACF) captures the correlation
between y, and y; _  that is not accounted for by the values at the intermediate
lags 1 through k-1. In other words, PACF at lag k is the correlation between y,
and y, _ i after removing the linear effects of all lags in between. Mathemat-
ically, it is the k-th coefficient ¢y in an autoregressive model of order k:

Ye=0aYi-1 + PoYio + 7+ Gy t &

Where ¢y represents the partial autocorrelation at lag k.

In a stationary series, the ACF typically drops off quickly, suggesting weak
dependence as lag increases. In contrast, a slow decay in the ACF signals
non-stationarity, often due to an underlying trend or long-term pattern. PACF
plots are especially helpful for identifying the appropriate number of
autoregressive terms, as significant spikes in early lags followed by a sharp
cutoff suggest the optimal AR order.

ACF of Synthetic Time Series PACF of Synthetic Time Series

ACF
02 00 02 04 06 08 1.0
L
Partial ACF
02 00 02 04 06 08

The above figure displays the ACF and PACEF for the synthetic time series
generated earlier. The ACF plot (left panel) shows a gradual decline, with high
autocorrelations persisting across many lags. This behavior is characteristic of
a non-stationary series, where observations remain strongly correlated over
time. In contrast, the PACF plot (right panel) reveals a prominent spike at lag
1, followed by much smaller and mostly insignificant correlations at higher
lags. This pattern suggests a strong immediate relationship with the previous
time point but limited direct influence from longer lags once shorter-term
effects are accounted for.

Time Series Models in Epidemiology: Applications
and Advances

Time series models offer a powerful toolkit for analyzing temporal patterns in
epidemiological data. Among the most widely applied is the Autoregressive Inte-
grated Moving Average (ARIMA) model, known for its flexibility in handling
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trends, cycles, and autocorrelation within a single framework [19]. In addition to
ARIMA, methods such as Seasonal-Trend Decomposition using Loess (STL) and
Exponential Smoothing (ETS) provide useful alternatives for exploring seasonal
dynamics and long-term trends [20]. These approaches are particularly valuable
when studying diseases with well-defined seasonal patterns, such as influenza and
respiratory infections, as they help uncover recurring cycles and predict their future
course [21]. Incorporating time as a central dimension also enhances outbreak
detection and situational awareness [22]. Analyzing shifts in disease incidence
over time can signal emerging public health threats and facilitate timely response.
Furthermore, time series methods are frequently used to evaluate the effects of public
health interventions in ITS model, such as vaccination campaigns, policy changes, or
awareness initiatives by comparing outcomes before and after implementation [23].

Forecasting is another essential application of time series models in public health.
Accurate short- and long-term projections support strategic planning, resource
distribution, and early intervention. While univariate models like ARIMA and
ETS are suitable for single outcomes, more complex scenarios involving multiple
interrelated indicators can be modeled using Vector Autoregression (VAR) or state-
space models like the Kalman filter [24]. In recent years, Bayesian time series
models have gained increasing attention, particularly in the context of novel or
emerging infectious diseases where data may be limited or rapidly evolving
[25]. The Bayesian framework allows for flexible modeling of uncertainty and the
integration of prior knowledge, making it well-suited for real-time updating as new
data become available [26]. This adaptability makes Bayesian models a strong
candidate for guiding data-driven decision-making under uncertainty.

Overview of the ARIMA Model

The Autoregressive Integrated Moving Average (ARIMA) model is a foundational
method in time series analysis, especially valued for its ability to model and forecast
temporal data across a range of disciplines. ARIMA models are particularly well-
suited for datasets where values are influenced by their own past behavior and where
patterns unfold over time [27]. However, in order for ARIMA to be applied
effectively, the underlying time series must exhibit stationarity, meaning its mean,
variance, and autocovariance remain stable over time and depend solely on the lag
between observations, not the actual point in time. In real-world applications,
particularly in public health and epidemiology, time series data are often
non-stationary. They may contain trends, cycles, seasonality, or changing variance,
all of which must be addressed before modeling. As a result, preprocessing steps are
typically required. One common approach is differencing, where consecutive values
are subtracted to remove trends and make the series stationary. In some cases, more
than one round of differencing may be needed, though a single difference is often
sufficient. Another challenge can arise when the variability in the series changes over
time, a phenomenon known as heteroscedasticity. In such cases, applying a
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logarithmic transformation or another variance-stabilizing method can be beneficial.
By ensuring stationarity through these preprocessing techniques, the ARIMA model
can be fit more reliably, allowing for accurate estimation of its autoregressive and
moving average components, and ultimately, more dependable forecasts.

Fitting an ARIMA model is a multi-step process that begins with careful explo-
ration of the time series data. The first step involves visually examining the data to
identify trends, seasonal patterns, structural shifts, or unusual values. Outliers are
evaluated to determine whether they reflect true anomalies or data inconsistencies
that may need correction. If the series shows changing variance over time, a
condition known as heteroscedasticity, transformations such as logarithmic or square
root adjustments can be applied to stabilize the variance and make the data more
suitable for modeling.

A key requirement for ARIMA modeling is stationarity, meaning that the statis-
tical properties of the series (such as mean and variance) do not change over time. To
assess this, unit root tests like the Augmented Dickey—Fuller (ADF) [10] test are
commonly used. If the test indicates non-stationarity, differencing is performed,
which involves subtracting each data point from its previous value. In most cases,
first-order differencing is sufficient, though second-order differencing may be
applied if a trend persists after the initial transformation [28]. On the other side,
the model selection follows, which involves determining the orders of the
autoregressive (p), differencing (d), and moving average (q) components. This can
be done automatically using algorithms that minimize information criteria, such as
the Akaike Information Criterion (AIC) or the Bayesian Information Criterion (BIC),
both of which balance model fit with complexity. Alternatively, a manual approach
may be adopted, where the autocorrelation function (ACF) and partial autocorrela-
tion function (PACF) plots are used to guide the choice of p and g values based on
their decay patterns or cutoffs. Once the model has been fitted, its adequacy is
assessed through residual diagnostics. Ideally, the residuals should resemble white
noise, exhibiting no discernible structure or autocorrelation. If residuals show
persistent patterns, it suggests that the model is misspecified and may require
refinement. Visual tools such as residual plots and ACF of residuals provide insight
into potential issues, while formal statistical tests like the Ljung—Box test are used to
assess whether residual autocorrelation is present [29]. If the test fails to reject the
null hypothesis, it supports the conclusion that the residuals are independently
distributed, indicating that the model sufficiently captures the dynamics of the time
series [30]. These steps together ensure that the final ARIMA model is both
statistically sound and practically useful for forecasting or inference. Box 7.4
summarizes the three components, AR, I, and MA, that together define an ARIMA
model.

Box 7.4 The basic concept of ARIMA Model

The ARIMA model is built on the principle that the value of a time-dependent
variable at time t, denoted Y, can be explained by a combination of its past
values and previous forecast errors. It brings together three key components:

(continued)
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Box 7.4 (continued)
Autoregression (AR), differencing for integration (I), and moving average
(MA), each addressing a different aspect of the time series behavior.

» Autoregressive (AR) term: This part of the model captures the relationship
between Y, and its lagged values. In an AR(p) model, the current value is
regressed on p prior observations. The general form is:

Yi=c+ ¢1Y171 + ¢2Yt72 AF oo F (bpY[,p + &

Here, c is a constant (drift), ¢; are the autoregressive coefficients, p is the
order (number of lags), and ¢, is the white noise error term.

* Moving average (MA) term: The MA component models Y, as a function
of past forecast errors rather than past values of the series itself. In an MA
(q) model, the equation is:

Yl:d+ €t +918[71 + 928t72 + +9q8t7q

In this equation, d is a constant, 0; are the moving average coefficients, q is
the order of the model, and &, represents the error term at time t.

» Differencing (integration): To achieve stationarity, which is essential for
ARIMA modeling, the series is differenced d times. First-order differencing
involves subtracting each value from its immediate predecessor: Y, — Y _
1. Higher-order differencing applies this process repeatedly. For example,
second-order differencing is computed as:

Y=Y 1) — (Yo —Ye2) =Y —2Y 1 + Y

This is analogous to calculating the second derivative in calculus, capturing
the acceleration or curvature in the data rather than its slope.

» Seasonal ARIMA extensions: To account for repeating seasonal patterns,
ARIMA can be extended to include seasonal terms. The seasonal ARIMA
model is typically expressed as ARIMA(p,d,q)(P,D,Q)s, where (P,D,Q)
refer to the seasonal autoregressive, differencing, and moving average
components, and s is the seasonal period (e.g., 12 for monthly data with
annual seasonality). For instance, an ARIMA(2,1,3) model applies two

(continued)
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Box 7.4 (continued)
autoregressive lags, one differencing, and three moving average lags.
Adding a seasonal component, such as ARIMA(2,1,3)(1,1,1) [12], implies
that the model also incorporates one seasonal AR, one seasonal differenc-
ing, and one seasonal MA term with a periodicity of 12, useful when
modeling diseases with yearly recurrence like influenza. ARIMA also
includes notable simplified forms:

— ARIMA(0,0,0): A pure white noise model, where observations are
completely random and uncorrelated.

— ARIMA(0,1,0): A random walk model, where the current value is
simply the previous one plus random noise, implying a non-stationary
but difference-stationary process.

Residuals from ARIMA(5,1,1)
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The above figure presents the diagnostic plots for the ARIMA(S,1,1) model
applied to the synthetic time series data. The top panel shows the residuals
plotted over time. Residuals here fluctuated randomly around zero without
displaying any discernible patterns. The lower-left panel displays the ACF of
the residuals. Most of the autocorrelation values fall within the 95% confi-
dence bounds. However, the Ljung—box test evaluates the null hypothesis that
the residuals are independently distributed, meaning there is no autocorrelation
up to a specified number of lags. In this case, the test statistic was Q" = 14.891
with 4 degrees of freedom and a corresponding p-value of 0.0049. Given that
the p-value is less than the conventional threshold of 0.05, we reject the null
hypothesis and conclude that there is significant autocorrelation remaining in
the residuals at the selected lag length. On the lower-right, the histogram of
residuals is overlaid with a normal density curve. The distribution is approx-
imately symmetric and bell-shaped, suggesting that the residuals are reason-
ably close to being normally distributed. Finally, the residual diagnostics
indicate that the ARIMA(S,1,1) model fits the data reasonably well.
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ARIMA-Based Approaches for ITS: From Classical
Estimation to Bayesian Inference

Application of Classical ARIMA Models in ITS Analysis

To evaluate the impact of the Be Antibiotics Aware (BAA) campaign on antibiotic
prescription practices over time, we extend the ITS analysis by incorporating
classical ARIMA modeling. Unlike segmented regression, ARIMA accounts for
autocorrelation and complex temporal dependencies, making it particularly suitable
for modeling intervention effects in longitudinal health data [31]. In this subsection,
we apply a classical ARIMA approach to the monthly proportion of antibiotic
prescriptions among patients with viral infections, treating the time series as a
seasonal process with a frequency of 12 months. Moreover, the model selection
strategy involves fitting a set of ARIMA models that incorporate Fourier terms as
covariates to flexibly capture seasonal variation. Using the auto.arima() function
from the forecast package, we iteratively assess models with increasing numbers of
seasonal harmonics and select the specification that minimizes the corrected AIC.
This procedure allows us to determine the optimal balance between model complex-
ity and goodness-of-fit while explicitly accounting for seasonal patterns, trends, and
the potential effect of the intervention.

Figure 7.10 displays the summary results of classical ARIMA model in ITS
analysis using summary (arima model). The selected model was identified as
ARIMA(0,1,1)(1,0,0) [12], indicating a first-order non-seasonal differencing
(d = 1), a non-seasonal moving average component (MA(1)), and a seasonal

summary (arima_model)

## Series: ts_proportion
## Regression with ARIMA(0,1,1)(1,0,0)[12] errors

## Box Cox transformation: lambda= @

#i#

## Coefficients:

## mal sarl drift  S1-12 C1-12
## -0.6376 -0.2655 -0.0073 0.0027 -0.0115

## s.e. 0.0621 0.0856 0.0026 ©.0109 0.0108
##

## sigma™2 = 0.01284: log likelihood = 119.42

## AIC=-226.83 AICc=-226.26 BIC=-208.57

##

## Training set error measures:

## ME RMSE MAE MPE MAPE MASE
## Training set -0.001751132 0.04565023 0.03300109 -1.216689 8.975666 0.4968277
## ACF1

## Training set 0.01430181

Fig. 7.10 Summary results of classical ARIMA model
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Table 7.3 Coefficient estimates and 95% confidence intervals for the ARIMA(0,1,1)(1,0,0) [12]
model

Term Estimate Std. error z-value p-value 2.5% CI 97.5% CI
MAI1 —0.6376 0.0621 —10.26 <0.001 —0.7594 —0.5158
SAR1 —0.2655 0.0854 -3.10 0.0019 —0.4331 —0.0976
Drift —0.0073 0.0026 —2.77 0.0057 —0.0125 —0.0021
S1-12 0.0027 0.0109 0.25 0.8024 —0.0187 0.0241
Cl1-12 —0.0115 0.0108 —1.07 0.2857 —0.0327 0.0096

autoregressive term of order 1 with a 12-month periodicity. The model includes
additional Fourier terms (S1-12 and C1-12) to account for seasonal effects, and a
small negative drift term, suggesting a subtle downward trend in the differenced
series over time. All parameter estimates are statistically significant, as indicated by
their small standard errors, and the Box-Cox transformation was not applied
(lambda = 0), meaning the data were modeled on the original scale. Additionally,
the model fit appears strong, with a log-likelihood of 119.42 and low information
criterion values (AIC = —226.83, AICc = —226.26, and BIC = —208.57), reflecting
a favorable trade-off between model complexity and fit. The variance of the residuals
(6* = 0.01284) is relatively small, indicating that the model captures a substantial
portion of the variation in the data. In terms of forecast accuracy, the root mean
squared error (RMSE = 0.0457) and mean absolute error (MAE = 0.0330) suggest
modest deviations between predicted and observed values. The autocorrelation of
the residuals at lag 1 (ACF1 = 0.0143) is negligible, further supporting the adequacy
of the model. These results suggest that the ARIMA(0,1,1)(1,0,0) [12] model pro-
vides a reasonable representation of the underlying process, with well-behaved
residuals and sufficient explanatory power for ITS-based inference.

To further evaluate the statistical significance and precision of the ARIMA model
parameters, we examine both the coefficient test results and their associated confi-
dence intervals. Table 7.3 summarizes the estimated parameters, standard errors,
z-values, and p-values, along with the corresponding 95% confidence intervals. The
moving average component (MA1) is highly significant (p < 0.001), with an
estimated value of —0.6376 and a narrow confidence interval ranging from —
0.759 to —0.516, indicating a strong and stable short-term autocorrelation in the
series. Similarly, the seasonal autoregressive component (SAR1) is also significant
(p < 0.01), suggesting the presence of a recurring seasonal pattern that is effectively
captured by the model. The drift term, although small in magnitude (—0.0073), is
statistically significant (p = 0.0057), implying a slight but consistent downward
trend in the differenced series. On the other hand, the Fourier terms (S1-12 and
C1-12), included to model seasonality more flexibly, are not statistically significant
(p =0.802 and p = 0.286, respectively), and their confidence intervals contain zero.
This suggests that, in the presence of the seasonal AR term, the added harmonic
terms do not contribute substantial explanatory value to the model. These results
reinforce that the selected ARIMA(0,1,1)(1,0,0) [12] model captures the primary
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Residuals from Regression with ARIMA(0,1,1)(1,0,0)[12] errors
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Fig. 7.11 Residual diagnostics for the ARIMA(O,1,1)(1,0,0) [12] model: time series plot of
residuals (top), ACF plot (bottom-left), and histogram with normal density overlay (bottom-right)

structure of the series using core ARIMA components, without relying heavily on
additional seasonal covariates.

We assessed the adequacy of the ARIMA(0,1,1)(1,0,0) [12] model by examining
its residual diagnostics, as shown in Fig. 7.11. The time plot of residuals (top panel)
reveals no visible trend or seasonality, with fluctuations centered around zero,
suggesting that the model has effectively removed most of the autocorrelated
structure from the data. The ACF of the residuals (bottom-left) shows that all
autocorrelation values fall within the 95% confidence bounds, reinforcing the con-
clusion that no significant temporal dependence remains. This supports the assump-
tion that the residuals resemble white noise, a fundamental requirement for model
validity. Further confirmation is provided by the Ljung—-Box test, which formally
assesses whether the residuals are independently distributed. The test yielded a test
statistic of Q" = 22.82 with 22 degrees of freedom and a p-value of 0.4118. Since the
p-value exceeds the conventional threshold of 0.05, we fail to reject the null
hypothesis of no residual autocorrelation. This result strengthens the evidence that
the model sufficiently captures the underlying temporal structure. Additionally, the
histogram of residuals (bottom-right), overlaid with a normal density curve, shows
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that the residuals are approximately symmetrically distributed, with only slight
deviations in the tails. This close adherence to normality further supports the validity
of inferential procedures applied to the model parameters. These diagnostic checks
suggest that the selected ARIMA model provides a reliable and well-specified
representation of the time series, with residuals that meet the assumptions of
independence and normality.

Application of Bayesian ARIMA Models in ITS Analysis

While classical ARIMA models offer a robust framework for modeling temporal
dynamics and evaluating intervention effects, they rely on point estimates and
asymptotic assumptions that may be limiting in settings with uncertainty, sparse
data, or nonstandard structures. To address these limitations, Bayesian ARIMA
models provide a probabilistic alternative that incorporates prior information and
generates full posterior distributions for all parameters [26]. This approach enhances
model flexibility, allows for more intuitive uncertainty quantification, and is partic-
ularly useful in public health contexts where decisions must often be made under
uncertainty. In the context of ITS analysis, Bayesian ARIMA models enable coher-
ent estimation of both trend and intervention effects while transparently expressing
the uncertainty surrounding those estimates.

Figure 7.12 displays the Bayesian ARIMA model that was specified as a seasonal
ARIMA(0,1,1)(1,0,0) [12] with regression terms, closely mirroring the structure of
the classical model for comparison. The model was fit using the No-U-Turn Sampler
(NUTS), a variant of Hamiltonian Monte Carlo, which enables efficient exploration
of high-dimensional parameter spaces. Posterior summaries presented in the model
output indicate convergence across all parameters, with R values approximately
equal to 1 and effective sample sizes (ESS) well above 5000, suggesting stable and
reliable posterior estimates. The posterior mean of the non-seasonal moving average
(MA) term is —0.6097 (95% credible interval: —0.7032, —0.4982), and the seasonal
autoregressive (SAR) component is estimated at —0.1768 (95% CI: —0.3137, —
0.0418). Both parameters show strong evidence of negative correlation structures in
the data and their credible intervals exclude zero, confirming their significance in
capturing temporal dependencies. The posterior mean of the drift (pp) is —0.0034,
also credibly below zero, indicating a gradual downward trend over time consistent
with previous findings from the classical approach. Regression coefficients associ-
ated with the intervention covariates (labeled as breg.1 through breg.8) display small
magnitudes, and most of their 95% credible intervals include zero. This suggests
limited evidence for strong individual intervention effects at these specific time lags,
although their joint contribution to the model structure may still improve overall fit.
The estimated observation noise (6o = 0.0481) is relatively low, reinforcing the
model’s ability to capture the underlying dynamics with minimal unexplained
variability. The log-likelihood of 251.15 further indicates good model performance.
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> bayesian_fit

y ~ Sarima(0,1,1)(1,0,0)[12].reg[8]
156 observations and 1 dimension
Differences: 1 seasonal Differences: 0
Current observations: 155

mean se 5% 95% ess Rhat
muo -0.0034 0.0000 -0.0059 -0.0007 6023.250 1.0003
sigma0 0.0482 0.0000 0.0437 0.0532 5761.365 0.9999
ma -0.6091 0.0008 -0.7047 -0.4961 6183.344 1.0004
sar -0.1757 0.0011 -0.3140 -0.0400 5836.405 1.0002
breg.1 -0.0008 0.0001 -0.0106 0.0089 6114.708 0.9998
breg.2 -0.0049 0.0001 -0.0145 0.0051 5713.903 1.0006
breg.3 -0.0070 0.0001 -0.0148 0.0011 6009.274 1.0000
breg.4 -0.0024 0.0001 -0.0101 0.0054 5919.012 0.9999
breg.5 0.0040 0.0001 -0.0032 0.0116 5543.107 1.0000
breg.6 -0.0069 0.0001 -0.0146 0.0007 5968.213 1.0015
breg.7 -0.0050 0.0001 -0.0122 0.0023 6295.816 1.0000
breg.8 -0.0059 0.0001 -0.0133 0.0014 5979.805 1.0000
TogTik 251.1242 0.0339 246.2600 254.7171 5661.236 1.0004

Samples were drawn using sampling(NUTS). For each parameter, ess
is the effective sample size, and Rhat is the potential
scale reduction factor on split chains (at convergence, Rhat = 1).

Fig. 7.12 Summary results of Bayesian ARIMA model
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Fig. 7.13 Trace and density plots for key Bayesian ARIMA parameters (x4, 69, and ma[1]) across
four chains. Left: trace plots showing chain mixing; Right: density plots illustrating posterior
distributions

The convergence diagnostics of the Bayesian ARIMA model are further
supported by the trace and density plots shown in Fig. 7.13. The trace plots (left
panel) for parameters p, 6o, and the moving average component ma[l] illustrate
good mixing across all four Markov chains. The chains fluctuate around a stable
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Fig. 7.14 Residual diagnostics for the Bayesian ARIMA model: time series plot (top), ACF plot
(bottom-left), and histogram with density overlay (bottom-right)

mean with no evident trends or divergences, indicating that the sampling process has
adequately explored the posterior distribution. The shaded regions highlight the
central range of the samples, and the consistency across chains suggests strong
convergence. Corresponding posterior density plots (right panel) show unimodal,
smooth, and approximately symmetric distributions for each parameter. The overlap
between chains is nearly perfect, reinforcing the reliability of the parameter estimates
and suggesting minimal between-chain variability. These diagnostics confirm that
the Bayesian sampler has reached convergence and that the posterior summaries
reported earlier can be interpreted with confidence.

To further evaluate the adequacy of the Bayesian ARIMA model, we examined
the residual diagnostics displayed in Fig. 7.14. The top panel shows the residual time
series plot of residuals, which exhibits random fluctuations around zero with no
discernible patterns, trends, or seasonality. This randomness suggests that the model
has effectively captured the underlying structure of the time series, leaving residuals
that behave like white noise. The ACF plot in the bottom-left panel provides
additional evidence of residual independence. All autocorrelation coefficients lie
within the 95% confidence bounds, indicating no significant serial correlation. This
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is a crucial validation step, as uncorrelated residuals imply that the model has
successfully accounted for the temporal dependencies in the data. The bottom-
right panel presents a histogram of the residuals, overlaid with a kernel density
estimate and a normal distribution curve. The histogram is bell-shaped and approx-
imately symmetric, aligning closely with the theoretical normal distribution. This
supports the assumption of normality in the residuals, which is important for valid
posterior inference and predictive accuracy. These diagnostic plots confirm that the
Bayesian ARIMA model not only converged well but also provides a statistically
sound fit to the data, with residuals that satisfy key assumptions of independence and
approximate normality.

Forecasting Future Trends with I'TS Models

Forecasting is a vital extension of ITS modeling, allowing researchers and public
health practitioners to anticipate future trends and prepare for upcoming scenarios.
By projecting the trajectory of an outcome variable, such as the proportion of
antibiotic prescriptions in viral illnesses forecasting transforms retrospective analy-
sis into a proactive decision-making tool. Accurate forecasts support timely inter-
ventions, optimal resource allocation, and informed policy planning, especially
during outbreaks or periods of uncertainty [20]. Conversely, poor forecasting can
lead to misguided decisions, either underestimating potential risks or over-
committing resources unnecessarily, ultimately undermining the effectiveness of
public health responses [16]. In the context of ITS, forecasting enables the quanti-
fication of counterfactual scenarios, what would have happened in the absence of an
intervention, thereby offering deeper insights into both short-term disruptions and
long-term effects [31].

The practical value of accounting for interventions in forecasting is clearly
illustrated in Fig. 7.15. The blue line represents the observed monthly proportion of
antibiotic prescription, while the dashed red line shows the counterfactual forecast
generated from the ARIMA assuming no BAA intervention; the vertical dashed line
marks the start of the campaign. The divergence between the observed post-
intervention values and the projected trajectory under the no-intervention scenario
highlights the tangible impact of the campaign. Notably, the forecast that ignores the
intervention significantly overestimates the true values, failing to capture the con-
tinued downward shift in the trend. This mismatch demonstrates how neglecting
structural changes can lead to misleading predictions. By incorporating the timing
and effect of the intervention into the ITS model, the forecasting framework aligns
more closely with reality, reinforcing the necessity of intervention-aware models for
reliable public health forecasting.
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Fig. 7.15 Forecasting without accounting for intervention (dashed red line) compared to the
observed series (blue line). The vertical dashed line marks the start of the BAA campaign

Predictive Modeling Using Classical Time Series Approaches

The classical ARIMA framework allows for generating forecasts that extend beyond
the observed data, accompanied by prediction intervals that reflect uncertainty
around future estimates. These intervals are particularly valuable in public health
planning, offering plausible ranges for future values rather than overly deterministic
point forecasts [32]. Box 7.5 explains how a fitted ARIMA model projects future
values and constructs prediction intervals. In this context, forecasts from the ARIMA
model that account for the pre-intervention dynamics serve as a benchmark for
understanding what the trajectory of antibiotic prescribing might have looked like
in the absence of the BAA campaign. However, such classical forecasts are
constrained by their reliance on fixed parameter estimates and linear assumptions.
While they can effectively capture short-term dependencies and seasonality, they
may be less flexible in adapting to structural changes or nonlinear behaviors
[29]. Despite these limitations, classical time series forecasting remains a widely
used and interpretable approach that provides a strong foundation for generating
future projections and evaluating the persistence or decay of intervention effects
over time.

Box 7.5 The basic concept of ARIMA Model Forecasting

Forecasting with ARIMA models involves using the fitted model to project
future values of the time series beyond the observed data. The ARIMA model
is denoted as ARIMA(p, d, q), where:

» pis the order of the autoregressive (AR) component
* d is the degree of differencing (to achieve stationarity)
* g is the order of the moving average (MA) component

(continued)
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Box 7.5 (continued)
The general form of an ARIMA(p, d, q) model can be expressed as:

$(B)(1—B)'y,=0(B)e

Where y, is the observed time series at time t, B is the backshift operator,
such that By, =y, _ 1, $(B) = 1 — ¢,B — ¢p.B* — - — ¢,B is the AR
polynomial, 6(B) =1 + 6,B + 92B2 + o+ Oqu is THE MA polynomial, and €,
is a white noise error term.

The differencing operator (1 — B)? transforms a non-stationary series into a
stationary one by removing trends. Forecasts are computed iteratively based
on the model, using past values and past errors:

~ P a4
Yern =P+ Zi: (O —i T Zj: Oi€rsn—j

Where p is a constant (if included), and y, ,,, is the forecast at horizon h.

The accuracy of ARIMA forecasts improves when the model captures the
underlying temporal patterns such as autocorrelation and seasonality. For
seasonal time series, the model is extended to a seasonal ARIMA or SARIMA
model, denoted as ARIMA(p,d,q)(P,D,Q)s, where (P,D,Q) represents the
seasonal AR, differencing, and MA orders, respectively, and s is the seasonal
period. The SARIMA model is formulated as:

®(B*)$p(B)(1 - B)*(1 — B*)"y, = ©(B*)0(B)e,

Where ®(B®) and ©(B®) are seasonal AR AND MA polynomials.

Once the model is estimated, forecast intervals are also generated to
quantify uncertainty. For h-step ahead forecasts, assuming normality of errors,
the 100(1 — a)% prediction interval is given by:

Yirn £ Zoj2 - On

Where o, is the standard error of the forecast and z, is the critical value
from the standard normal distribution.

We illustrated the forecasting capacity of classical ARIMA models in Fig. 7.16
that presents the projected trajectory of antibiotic prescription proportions for the
next 24 months based on the fitted ARIMA(0,1,1)(1,0,0) [12] model. The solid black
line represents the observed historical series, while the shaded blue bands indicate
forecasted values along with their 80% and 95% prediction intervals. As the figure
demonstrates, the central forecast line suggests a stable to slightly declining pattern
in antibiotic prescription rates, consistent with the long-term trend observed prior to
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Fig. 7.16 Forecasting using classical ARIMA model

forecasting. The widening of the confidence intervals over time reflects increasing
uncertainty in long-range forecasts, a typical characteristic of ARIMA models. The
relatively narrow width of the intervals in this forecast indicates good model
calibration and suggests that the time series has predictable structure with limited
volatility. However, it is also important to recognize that classical ARIMA models
do not incorporate external sources of uncertainty or prior information, which may
limit their flexibility in the face of abrupt changes or unexpected events. This
limitation highlights the motivation for exploring Bayesian forecasting approaches
in the next subsection.

Predictive Modeling Using Bayesian Time Series Approaches
Bayesian Time Series Forecasting with STAN

Building on the classical ARIMA forecasting framework, Bayesian time series
approaches offer a powerful alternative that explicitly incorporates uncertainty
through the use of probability distributions. Rather than relying on single-point
forecasts and fixed parameter estimates, Bayesian models generate full posterior
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distributions for both model parameters and future observations [26]. This probabi-
listic structure allows for more comprehensive quantification of uncertainty. In the
context of ITS analysis, Bayesian forecasting not only enhances transparency in
inference but also allows prior knowledge or expert beliefs to be formally included,
making it a highly adaptable tool for both short- and long-term prediction. In the
following, we apply the Bayesian ARIMA model to our case study to forecast future
proportions of antibiotic prescriptions and compare its performance with the classi-
cal approach. Box 7.6 shows how placing priors on ARIMA parameters yields full
predictive distributions and richer uncertainty quantification.

Box 7.6 The basic concept of bayesian ARIMA forecasting

In contrast to the classical ARIMA framework, which provides point estimates
for parameters and deterministic forecasts, the Bayesian ARIMA model treats
all model parameters as random variables and estimates their full posterior
distributions. This approach allows for a more comprehensive quantification
of uncertainty, especially in settings where data may be limited, noisy, or
influenced by prior knowledge. The structure of the Bayesian ARIMA(p,d,q)
model remains algebraically similar to its classical counterpart, but inference is
conducted within a probabilistic framework.

The model can be expressed as:

P q
Y=t byt B t+e

Where y is the model intercept (or drift), ¢; are the autoregressive coeffi-
cients, 6; are the moving average coefficients, and € ~ A((0, 62) is the normally
distributed error term.

In the Bayesian setting, each of these parameters is assigned a prior
distribution, reflecting either subjective beliefs or weakly informative assump-
tions. For instance:

b ~A(0,7%), 6~a(0,7%), p~9\[(0,6ﬁ), 6> ~ Inverse

— Gamma(a, b)
Where 72, Gﬁ, a, and b are hyperparameters that encode prior beliefs about
the scale and variability of the parameters.

Posterior inference is obtained through Bayesian sampling techniques such
as MCMC, which yields distributions over all unknown quantities. These
posterior samples allow for direct uncertainty quantification in both parameter
estimates and forecasts. Forecasting in the Bayesian ARIMA model involves
drawing predictive distributions from the posterior predictive distribution:

(continued)
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Box 7.6 (continued)
P(Yeint) = / P(Yerns Y14) P(O1)d

Where © represents the set of model parameters, and p(®|y; . ) is the
posterior distribution of parameters given the observed data. This predictive
framework results in forecast intervals that naturally reflect parameter uncer-
tainty and data variability, making BAYESIAN ARIMA particularly appeal-
ing in public health contexts where robust uncertainty assessment is crucial.

Figure 7.17 displays the 24-month forecast generated by the Bayesian ARIMA
model, overlaying the observed data with the predicted trajectory and its associated
credible intervals. The red line represents the posterior mean forecast, while the
surrounding gray shaded area indicates the uncertainty bounds derived from the
posterior distribution. Compared to the classical ARIMA forecast shown earlier, the
Bayesian model captures a similar downward trend but offers a richer characteriza-
tion of uncertainty. The wider intervals reflect the model’s ability to account for
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Fig. 7.17 Forecasting using Bayesian ARIMA model
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parameter uncertainty and variability in future observations. Notably, the Bayesian
forecast appears slightly more conservative, with projections tending to flatten rather
than decline steeply. This distinction highlights the strength of Bayesian methods in
tempering sharp extrapolations when data is limited or noisy.

Bayesian Structural Time Series Model

While Bayesian ARIMA models offer a flexible probabilistic framework for fore-
casting and intervention analysis, they may be limited in capturing more complex
structures, such as time-varying relationships, latent components, and multiple
sources of variability. To address these limitations, the Bayesian Structural Time
Series (BSTS) model provides a more modular and interpretable alternative. Rooted
in state-space modeling, BSTS explicitly decomposes a time series into distinct
components, such as trend, seasonality, and regression effects allowing each to
evolve over time under a Bayesian framework [33]. This decomposition not only
enhances interpretability but also facilitates accurate counterfactual prediction
[34]. In contrast to classical or ARIMA-based approaches, BSTS models seamlessly
integrate prior knowledge and enable dynamic updating of beliefs as new data
becomes available. These features make BSTS an attractive option for public health
surveillance and causal impact assessment, where the goal is often to distinguish
gradual trends and seasonal fluctuations from abrupt intervention effects [34]. Box
7.7 introduces BSTS, a state space extension that separates trend, seasonality, and
covariate effects for causal impact estimation.

Box 7.7 The basic concept of bayesian structural time series model

The Bayesian structural time series (BSTS) model is a flexible state-space

framework that decomposes a time series into interpretable components such

as trend, seasonality, regression effects, and noise, each modeled separately

within a Bayesian paradigm. The general form of the BSTS model is

represented by two equations: The observation equation and the state equation.
Observation equation:

Yo=K + T+ Box + e &~ N(O, 02)
Here, y, denotes the observed value at time t. the components are defined as

follows:

* yu,is the local level or trend component, capturing long-term changes in the
series

» 1, is the seasonal component, accounting for systematic, calendar-based
fluctuations

(continued)
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Box 7.7 The basic concept of bayesian structural time seriesBayesian

structural time series (BSTS) model (continued)

«  /Px, represents the regression component, where X, is a vector of observed
covariates and S is a vector of coefficients

» g is the observation noise, assumed to be normally distributed with mean
zero and variance 6>

State equation (for local level and trend):

He=H_1 + 01+, ﬂt~9\C(Os Grzl)
Se=81_1 + ¢, §t~.‘7\[(0,cé)

In these equations, &, is the local slope or trend growth rate. n, and {; are
Gaussian disturbances capturing the evolution of the level and slope,
respectively.

Seasonality component (e.g., for S seasons):

= 725: ll'ct,s + oy, o~ 9\[(0, Gi)

This formulation ensures that the seasonal effects sum to zero over the full
seasonal cycle. The model is completed by specifying priors over the param-
eters and latent states, which are updated through Bayesian inference, typically
using MCMC or variational methods.

Forecasting in the BSTS framework involves generating the predictive
distribution of future observations based on the posterior distribution of
model parameters and latent states obtained from historical data. Given the
model structure defined above, the forecast distribution for a future time point
V¢ + n (where h is the forecast horizon) is computed by projecting the state
space forward recursively.

Let 0 denote the full set of model parameters and o, the latent states at time
t. the one-step-ahead forecast distribution is given by:

p(Yt+1|Yl:t): /p(yt+1|0&+1,9)p(0€1+1|(Xt,e)p((xt,9|y1;[)d0hd0€t+1d9

This integral is typically approximated using posterior samples from
MCMC. Forecasting multiple steps ahead (e.g., h = 1, 2, ..., H) proceeds
recursively:

(continued)
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Box 7.7 The basic concept of bayesian structural time seriesBayesian
structural time series (BSTS) model (continued)

(xg_nl) ~Pp ((Xt+1 |0‘t(m>, e(m))
yr ~p(y;+1 o), 9(’“))

For each posterior draw m = 1, ..., M. Repeating this process yields a set of
samples from the posterior predictive distribution for each future time point:

1 2 M
{yt(+)h,yt(+)h,...,yl(+h)} forh=1,2,....H

These samples are then used to compute point forecasts (e.g., posterior
mean or median) and prediction intervals (e.g., 95% credible intervals),
providing a fully probabilistic forecast that accounts for parameter uncertainty,
latent state uncertainty, and observation noise.

We evaluated the effect of the intervention and temporal predictors within the
BSTS framework by examining the posterior summaries of the regression coeffi-
cients. The coefficient estimates for time, BAA campaign, and time after interven-
tion provide insight into the magnitude and uncertainty of their effects on the
outcome variable. The posterior mean for BAA campaign was approximately
0.0052, suggesting a slight positive association, although the range of values (from
—0.0848 to 0.2541) reflects considerable uncertainty. The coefficients for time and
time after intervention had posterior means near zero, indicating that the model did
not find strong evidence of a temporal trend or post-intervention slope change after
accounting for other components. Notably, the posterior median for all three pre-
dictors was zero, which aligns with the sparsity-promoting nature of spike-and-slab
priors often used in this modeling framework. This supports the inference that, while
the intervention period may coincide with shifts in the structural dynamics, these
specific covariates do not strongly dominate the model’s predictive structure in the
presence of latent trends and seasonal effects.

Figure 7.18 displays the posterior distributions of the three main components
estimated by the BSTS model: the trend, seasonal, and regression components. The
left panel captures the smoothed trend, revealing a pronounced and consistent
decline in the proportion of antibiotic prescriptions over time. The sharp drop during
the earlier period followed by stabilization aligns with observed structural changes in
the data and validates the model’s ability to recover long-term dynamics. The middle
panel shows the seasonal component with regular oscillations centered around zero,
indicating modest and stable seasonal effects throughout the series. These fluctua-
tions likely correspond to periodic patterns in prescribing behavior. The right panel
illustrates the regression component, which includes the effects of covariates such as
time, campaign indicators, and interaction terms. This component remains close to
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Fig. 7.18 Posterior distributions of the trend (left), seasonal (middle), and regression (right)
components estimated from the BSTS model

zero for most of the series, with broader uncertainty emerging during the post-
intervention period. This pattern suggests that, while the BSTS model attributes
the primary variation to underlying trend and seasonality, it captures potential
covariate-driven effects with appropriate caution, highlighting the model’s strength
in balancing structure and flexibility.

Figure 7.19 presents the posterior predictive distribution generated from the
BSTS model, illustrating the 24-month forecast of the proportion of antibiotic pre-
scriptions. The observed data is shown in blue, while the red line represents the
posterior mean forecast, with the shaded region capturing the uncertainty bands
around future values. The forecast exhibits a stable continuation of the downward
trend observed in the historical data, reflecting the model’s ability to account for
underlying structural patterns such as trend and seasonality. Notably, the widening
of the prediction interval over time appropriately conveys increasing uncertainty as
the forecast horizon extends, which is a distinct strength of the Bayesian framework.
This probabilistic forecasting approach is especially valuable in public health con-
texts, as it allows for informed risk assessment and decision-making under uncer-
tainty. Compared to classical models, BSTS not only provides point estimates but
also quantifies the full distribution of possible future outcomes.

The application of time series models, ranging from classical ITS regressions to
advanced ARIMA-based and Bayesian structural approaches, demonstrates their
profound utility in infectious disease research and public health surveillance.
These methods enable us to dissect temporal patterns, assess intervention impacts,
and generate probabilistic forecasts that are critical for preparedness and response
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Fig. 7.19 BSTS model forecast for antibiotic prescriptions

planning. Through the case study of antibiotic prescribing behaviors in the context of
the Be Antibiotics Aware campaign, we illustrated how time series frameworks not
only detect changes in population-level behavior but also quantify uncertainty in
ways that support more nuanced and data-driven decision-making. As infectious
disease dynamics continue to evolve in response to biological, behavioral, and
policy-related factors, the role of time series models will remain indispensable in
enabling early detection, timely evaluation of public health interventions, and
reliable forecasting for future planning.

Discussion

This chapter introduced ITS models as a robust and interpretable framework for
assessing the effects of interventions on disease dynamics. Consistent with the
broader goals of this volume, the emphasis here lies not only in statistical precision
but also in capturing real-world complexity through temporal modeling. ITS analysis
offers a quasi-experimental design that is especially valuable in public health settings
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where randomized controlled trials are impractical or unethical. We began by
exploring the foundational structure of time series data, emphasizing key properties
such as stationarity, trend, and seasonality. These elements are essential for
disentangling true intervention effects from background noise or cyclical fluctua-
tions. Classical ITS models, which compare pre- and post-intervention trends,
provided a useful entry point into the methodology. However, we noted several
limitations, such as rigid parametric assumptions and limited handling of autocor-
relation, which prompted the transition to more flexible approaches.

ARIMA models extended the ITS framework by incorporating temporal depen-
dencies and offering richer modeling flexibility. This advancement allowed for a
more integrated and data-driven approach to change detection. To further enrich
inference, we adopted a Bayesian perspective, thereby enabling full posterior
uncertainty quantification and facilitating the incorporation of prior knowledge, an
important advantage in infectious disease modeling where domain expertise is often
well-developed [2]. This chapter also highlighted the utility of forecasting in epi-
demic preparedness. By incorporating intervention scenarios into time series fore-
casting, public health agencies can better anticipate disease dynamics and allocate
resources more effectively. In this context, BSTS models proved particularly pow-
erful, as they unify multiple modeling components, including trend, seasonality, and
covariate effects, within a single probabilistic framework [34].

Throughout the case study, we demonstrated how ITS models can translate data
into actionable insights, especially when interventions occur in non-ideal, noisy, or
evolving contexts. The use of credible intervals, posterior predictive checks, and
model diagnostics underscored the importance of balancing flexibility with inter-
pretability. Although more advanced techniques offer statistical power, they also
demand careful implementation to avoid overfitting or mischaracterizing uncer-
tainty. In summary, interrupted time-series analysis is a fundamental technique for
evaluating public health interventions over time. In the context of infectious disease
surveillance, it provides valuable insights that can inform both individual clinical
decisions and population-level policies.
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