
Computer Physics Communications 287 (2023) 108717
Contents lists available at ScienceDirect

Computer Physics Communications

journal homepage: www.elsevier.com/locate/cpc

URANOS: A GPU accelerated Navier-Stokes solver for compressible 

wall-bounded flows ✩,✩✩

Francesco De Vanna a,∗, Filippo Avanzi a, Michele Cogo b, Simone Sandrin a, 
Matt Bettencourt c, Francesco Picano a,b, Ernesto Benini a

a Department of Industrial Engineering, Università degli Studi di Padova, Padua 35131, Via Venezia 1, Italy
b Centro di Ateneo di Studi e Attività Spaziali “Giuseppe Colombo”, Università degli Studi di Padova, Padua 35131, Via Venezia 15, Italy
c NVIDIA corporation, Via Melchiorre Gioia, 8, Milano 20124, Italy

a r t i c l e i n f o a b s t r a c t

Article history:
Received 10 October 2022
Received in revised form 31 January 2023
Accepted 28 February 2023
Available online 9 March 2023

Keywords:
GPU
OpenACC
Compressible flows
DNS
LES
WMLES
Open-source

URANOS, a massively parallel GPU-accelerated compressible flow solver for high-fidelity modeling of 
compressible wall flows, is presented. URANOS is based on modern high-fidelity and high-resolution 
discretization strategies for time-accurate compressible flow predictions. The solver provides six different 
convective scheme implementations, a cutting-edge method for viscous terms treatment, and three 
different frameworks for turbulence modeling (DNS, LES, and innovative WMLES), while utilizing a high-
order finite-difference approach, ranging from second to sixth order spatial accuracy. This paper details 
all of these numerical models and implementation issues. Computationally, URANOS combines multiple 
three-dimensional MPI parallelization strategies with the open standard, OpenACC, for machine wide, 
on node, and on GPU parallelism, tailoring the software to match the state-of-the-art HPC computing 
facilities. Special attention is given to the GPU porting and data management, detailing the solver 
scaling properties and performance for multi-node/-GPU systems on three distinct architectures. In these 
experiments the different MPI strategies are compared for both GPU-aware MPI/GPU (Host-based MPI) 
and results are provided proving, consistently, that the GPU-aware MPI outperforms the GPU (Host-based 
MPI) approach. Furthermore, the GPU version is compared to the CPU only demonstrating over three
times speed-up for a node-to-node comparison, even at large scales, with an efficiency of about 80% 
while using 1024 GPUs. Finally, the manuscript presents several validation benchmarks, from simple 
academic comparisons to turbulent channel and boundary layer configurations. URANOS is compared 
with the best DNS data available in the literature across various Mach numbers, ranging from almost 
incompressible conditions to hypersonic regimes, illustrating the solver’s capability in treating a wide 
range of complex wall-flows problems using DNS, wall-resolved, and wall-modeled LES approaches. 
Thus, using OpenACC as a paradigm, URANOS provides a straightforward and efficient platform that can 
efficiently exploit the most modern GPU-accelerated computing architectures in a totally open-source and 
non-vendor-specific way. The solver represents a framework where the CFD community can explore the 
limits of modeling, test new models/methods all across a broad range of Mach and Reynolds numbers 
flows. The solver is released under a BSD license.

Program summary
Program title: Unsteady Robust All-around Navier-StOkes Solver (URANOS)
CPC Library link to program files: https://doi .org /10 .17632 /pw5hshn9k6 .1
Developer’s repository link: https://gitlab .com /fralusa /uranos _gpu
Licensing provisions: BSD License 2.0
Programming language: Fortran 90, OpenACC, MPI
Nature of problem: Solving the compressible Navier-Stokes system of equations in a three-dimensional 
Cartesian framework from low to high Mach and Reynolds numbers conditions.
Solution method: Convective terms are treated with several high-order high-resolution shock-capturing 
schemes (WENO/TENO) in hybrid and non-hybrid versions. The system dynamics is advanced in time 
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with a three-stage, third-order total variation diminishing Runge-Kutta method. Three-dimensional MPI 
parallelization is implemented in several optimized arrangements and coupling OpenACC directives in a 
genuinely multi-GPU logic.

© 2023 The Authors. Published by Elsevier B.V. This is an open access article under the CC BY license 
(http://creativecommons .org /licenses /by /4 .0/).
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1. Introduction

Computational Fluid Dynamics (CFD) is now widely used in 
industry and research for problems involving the evolution of flu-
ids. Computational methods for the simulation of wall flows have 
progressed rapidly over the decades and fundamentally changed 
the design processes in sectors such as aerospace, energy, and 
process engineering. CFD has reduced testing requirements, be-
coming increasingly popular over the years, delivering a supe-
rior understanding of critical physical phenomena which can limit 
components’ performance. However, these improvements require 
a deep knowledge of flow physics and accurate predictive meth-
ods are still an active area for research. In contemporary CFD, 
two strategies can be considered the most trustworthy in studying 
complex unsteady flows: Direct Numerical Simulations (DNS) and 
Large-Eddy Simulations (LES). DNS is the most straightforward ap-
proach since it discretizes space and time with very dense grids, 
resolving all the flow features. Because computational costs are 
directly linked to the grid resolution, DNS are still prohibitively 
expensive for high-Reynolds flows occurring in industrial appli-
cations, and today only academic configurations are affordable. 
LES, on the other hand, lays on Kolmogorov’s theory by model-
ing the universal smallest turbulent scales, while directly solving 
the largest ones that are problem-dependent. However, LES ap-
2

proaches in wall flows require direct solutions for the near-wall 
boundary layer with resolutions comparable to DNS. From inves-
tigations of Chapman [1] and Choi and Moin [2], it has been es-
timated that the number of grid points necessary to resolve the 
near-wall eddies for DNS and Wall-Resolved LES (WRLES), i.e., a 
LES strategy where the boundary layer is fully resolved, is about 
NDN S ∼ Re37/14 and NW RLE S ∼ Re13/7, respectively, where Re is 
the Reynolds number based on a characteristic length. Even though 
WRLES is less expensive than DNS, the roughly quadratic relation-
ship with the Reynolds number is still excessively demanding. This 
is why Reynolds-Averaged Navier-Stokes (RANS) approaches, which 
involve modeling the entire turbulent spectrum, are still the most 
popular approach for many applications. This is true even though 
turbulence modeling errors directly impact its predictive capability, 
especially for flows with complex behaviors.

Nevertheless, the need to overcome the RANS limitations is 
an increasingly pressing aspect of the current modeling land-
scape. That is why several strategies have appeared in the CFD 
panorama to reduce the computational cost associated with LES. 
One of the most promising strategies is the Wall-Modeled LES 
(WMLES) approach. This method aims at directly solving the 
isotropic/turbulence-homogeneous flow away from the wall as in 
a classical LES framework, taking all the valuable characteristics 
of standard LES (i.e., time-dependency of the solution and accu-

http://creativecommons.org/licenses/by/4.0/
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rate representation of complex flow features) while modeling the 
close-to-wall regions with a greatly simplified method to reduce 
computational costs compared to a WRLES. Choi and Moin [2]
estimate that the number of grid points for a WMLES is approx-
imately a linear function of Re, making this a promising strategy 
in industrial-based applications. However, any scale-resolved ap-
proach is still much more computationally expensive than the 
RANS methods, requiring simulation of three-dimensional flows 
in a time-accurate framework.

Fortunately, today the High-Performance Computing (HPC) mar-
ket is rapidly evolving, and high-fidelity CFD methods, once only 
theoretical, are becoming tractable thanks to the emergence of 
modern, accelerator based, computing. General Purpose GPUs 
(GPGPUs) have increasingly caught on in recent years and today 
represent the state-of-the-art to increase the execution speed of 
computational applications. Such architectures, in fact, are orders 
of magnitude more efficient than standard CPU-only architec-
tures, both at the computational and energy-consumption levels. 
However, the contemporary CFD community struggles with the 
development of an accurate and general-purpose solver suitable 
for wall-flows applications in a wide range of Reynolds and Mach 
numbers. In particular, most contributions to open-source tools 
which utilize GPUs are mainly devoted to DNS methods, both for 
incompressible and compressible flow regimes. None of these are 
capable of addressing a broad spectrum in terms of flexibility and 
turbulence modeling. The most popular publicly available GPU-
accelerated solutions for incompressible flows are AFiD [3] and 
CaNS [4], both structured solvers for massively parallel DNS of 
canonical flows. The compressible community has OpenSBLI [5], a 
DNS Python framework for the automated derivation of finite dif-
ferences solvers both for CPUs and GPUs architectures; PyFr [6] and 
ZEFR [7], with the latter two being general-purpose DNS, unstruc-
tured flow solvers with high-order flux reconstruction. More re-
cently, STREAmS [8], a DNS high-order structured finite-difference 
code has appeared. In addition to the lack of an efficient and ac-
curate CFD solver for simulating flows where turbulence modeling
in realistic geometries is required, the available open-source so-
lutions implement vendor-specific GPU programming paradigms, 
being tuned for NVIDIA, AMD, or Intel clusters, with a marked 
predominance for CUDA-based solvers. While making these appli-
cations efficient when combined with their target architecture, this 
limits their portability and forces maintainers to continuously fol-
low the HPC market’s sudden changes.

The work described below documents the results obtained with 
the GPU-enabled version of the URANOS solver. URANOS (Unsteady 
Robust All-around Navier-StOkes Solver) is a fully compressible 
CFD solver specifically developed for simulations of wall-bounded 
flow configurations. The solver was developed exclusively at the 
Industrial Engineering Department of the University of Padova, 
Italy, and exploits the OpenACC paradigm to deal with GPU ac-
celeration in an abstract fashion. URANOS offers considerable ad-
vantages over other general-purpose solvers. In particular, dealing 
with OpenACC makes URANOS a truly non-vendor-specific and 
open-source platform since OpenACC is configured as a standard 
GPU-enabling framework fully independent of the computing ar-
chitecture. This allows for high flexibility and portability in a con-
stantly evolving HPC market. Furthermore, OpenACC, being less 
invasive than other GPU-enabling approaches (e.g., CUDA), is de-
cidedly easily manageable for less experienced users who want to 
include novel features to the present open-source solver. Finally, 
unlike other GPU-executable open-source platforms, URANOS al-
ready implements several state-of-the-art DNS/WRLES/WMLES al-
gorithms combined with advanced numerical methods for con-
vective and viscous terms discretization. Here we present code 
performance in terms of accuracy and computational efficiency, 
providing insights regarding GPU porting and code profiling. Sev-
3

eral benchmarks are documented, showing solver validation for a 
wide range of Reynolds and Mach numbers, ranging from simple 
numerical tests to DNS, WRLES and WMLES of wall-flows in canon-
ical configurations. URANOS represents a clear and straightforward 
development platform in which one can address a broad spectrum 
of applications efficiently and genuinely.

The paper is organized as follows: Section 2 presents the URA-
NOS structure in terms of governing equations and turbulence 
modeling. Section 3 describes in detail the numerical methods and 
the discretization process concerning the spatial and the tempo-
ral contributions of the Navier-Stokes equations. Section 4 presents 
the porting strategy and the GPU-acceleration performance in a 
fully multi-GPU framework. Section 5 provides both CPU/GPU val-
idation listing several increasingly complex benchmarks. Finally, 
Section 6 draws the conclusions.

2. Solver structure

2.1. Governing equations

URANOS represents a well-established CFD solver entirely de-
veloped at the Industrial Engineering Department of the University 
of Padova [9–11]. The solver deals with the filtered compress-
ible Navier-Stokes system of equations in a conservative formula-
tion. In particular, using the Reynolds (φ = φ̄ + φ′) and the Favre 
(φ = φ̃ + φ′′ , φ̃ = ρφ/ρ̄) decompositions, the model reads as fol-
lows:

∂ρ̄

∂t
+ ∂ρ̄ũ j

∂x j
= 0 (1a)

∂ρ̄ũi

∂t
+ ∂ρ̄ũi ũ j

∂x j
= −∂ p̄δi j

∂x j
+ ∂τ̄i j

∂x j
− ∂T SG S

i j

∂x j
+ f i (1b)

∂ρ̄ Ẽ

∂t
+ ∂ρ̄ũ j Ẽ

∂x j
= −∂ p̄ũ j

∂x j
+ ũ j τ̄i j

∂x j
− ∂J̄ j

∂x j
− ∂ E SG S

j

∂x j
+ f i ũi (1c)

Here ρ̄ is the filtered density, ũi is the filtered velocity compo-
nent along with the i-th direction, p̄ is the filtered thermodynamic 
pressure, Ẽ = ẽ + ũiui/2 is the filtered total energy per unit mass, 
ẽ is the filtered internal energy per unit mass and J̄ j is the j-th 
component of the filtered molecular heat flux. The above system 
of conservation equation is completed by the ideal gas equation of 
state, p̄ = ρ̄RT̃ , and a constitutive expression for the internal en-
ergy, ẽ = cp T̃ . Here T̃ denotes the filtered temperature, R is the 
specific gas constant, cv = R/(γ − 1) and cp = γ R/(γ − 1) are the 
specific heat at constant volume and pressure, respectively, while 
γ = cp/cv is specific heat ratio. The viscous stress tensor, τ̄i j , and 
heat flux components, J̄ j , are expressed as:

τ̄i j = μ(T̃ )

(
∂ ũi

∂x j
+ ∂ ũ j

∂xi
− 2

3

∂ ũk

∂xk
δi j

)
(2)

J̄ j = −λ(T̃ )
∂ T̃

∂x j
(3)

where μ(T̃ ) and λ(T̃ ) = cpμ(T̃ )/Pr denote the molecular viscosity 
and thermal diffusivity, respectively. Viscosity is assumed obeying 
to the Sutherland’s two coefficient law

μ̄(T̃ ) = T̃ 3/2
(

T0 + S

T̃ + S

)
(4)

where T0 is the flow reference temperature and S = 110.4 K is 
an empirical fitting parameter [12]. Equation (4) is one of the 
top-rated choices for laminar viscosity description in compressible 
flows. Other formulations, definitively less adopted, are reported 
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by Keyes [13]. The model is made non-dimensional so that by 
setting γ , Re, Ma and Pr, the system conditions are univocally de-
termined. These parameters can be set in the pre-processing phase 
according to the user’s needs. Apart where different stated γ = 1.4
and Pr = 0.71. Finally, the forcing term, f i , in Eq. (1b) is added in 
order to discretely enforce constant mass-flow-rate in time to deal 
with channel flow simulations. The corresponding power, f j ũ j , is 
also added to the right-hand-side of the total energy equation.

2.2. Subgrid scale modeling

Concerning the SubGrid Scale (SGS) contribution, T SG S
i j =

ρuiu j − ρ̄ũi ũ j , is accounted via a canonical Boussinesq’s hypothe-
sis

T SG S
i j − 1

3
T SG S

kk δi j = −2μSG S

(
S̃ i j − 1

3
S̃kkδi j

)
(5)

where μSG S denotes the SGS viscosity and T SG S
kk is the isotropic 

contribution that is neglected according to Garnier et al. [14]. μSG S

is variously modeled using in particular the classical Smagorinsky 
model, the Wall-Adaptive Large-Eddy (WALE) model by Nicoud and 
Ducros [15], the Sigma model by Toda et al. [16], and the MiXed 
Time Scale (MXTS) model by Inagaki et al. [17]. The reader is ad-
dressed to the specific literature for a complete discussion of these 
models. Finally, SGS terms in the energy equation are given by

E SG S
j = (ρE + p)u j − (ρ̄ Ẽ + p̄)ũ j = (6a)

=
[
ρcp T u j − ρ̄cp T̃ ũ j

]
︸ ︷︷ ︸

Q j

+
[

1

2
(ρuiuiu j − ρ̄ũi ũi ũ j)

]
︸ ︷︷ ︸

ψii j

−1

2
T SG S

ii ũ j

(6b)

where Q j = −λSG S∂ T̃ /∂x j denotes the SGS heat flux, with λSG S =
γ R/(γ −1)μSG S/PrSG S , and ψii j is the velocity triple correlation ten-
sor whose contribution is neglected. PrSG S , the SGS Prandtl num-
ber, is assumed equal to 0.9.

2.3. Equilibrium wall-stress model

To deal with the near-wall treatment in case of insufficient res-
olution, URANOS implements a wall-modeled LES framework. In 
particular, the present code version accounts for an equilibrium-
based model that assumes the instantaneous balancing between 
convection terms and the pressure gradient. Thus, two unknowns 
arise, U wm and T wm , representing the mean wall parallel speed 
and mean wall temperature distribution, respectively. The subscript 
wm emphasizes that these quantities are obtained using the wall 
model rather than the LES solver. According to such hypotheses, 
the near-wall Navier-Stokes system of equations reduces to:

d

dy

[(
μwm + μt,wm

) dU wm

dy

]
= 0 (7a)

d

dy

[
cp

(
μwm

Pr
+ μt,wm

Prt,wm

)
dT wm

dy

]
=

− d

dy

[(
μwm + μt,wm

)
U wm

dU wm

dy

] (7b)

Here, cp still represents the specific heat at constant pres-
sure, Prt,wm = 0.9 is the turbulent Prandtl number, μwm =
μwm(T wm) represents the laminar viscosity, still assumed sat-
isfying Sutherland’s law, and μt,wm = κρwmuτ yD is the wall 
4

model eddy viscosity. Here κ = 0.41 is the von Kármán con-
stant, ρwm = pLE S/(RT wm) is the wall model density distribution, 
pLE S is the external LES pressure and D = [1 − exp

(−y∗/A+)]2
is the Van Driest dumping function with A+ = 17 and y∗ =
y
√

ρwmτw,wm/μwm the model parameter and the wall-normal 
distance in semi-local scaling, respectively. Such a system of Or-
dinary Differential Equations (ODEs) is solved on an indepen-
dent grid embedded in the LES main mesh. The grid for the 
wall model begins at y = 0 wall location, where speed and 
temperature/temperature-gradient are enforced as boundary con-
ditions, to an exchange site, y = hwall , where the model meets the 
outer flow conditions, U wm = u//LE S

, T wm = T LE S and P wm = pLE S . 
Here u//LE S

, T LE S and pLE S are the wall-parallel velocity, the static 
temperature and static pressure obtained with the outer LES so-
lution. Once Eqs. 7 are solved, the U wm and T wm distributions 
are used to gather the wall shear stress and the heat flux. The 
information is then fed to the outer LES solver as a boundary con-
dition. The technicalities of how the process works are thoroughly 
described in [18–23].

3. Numerical methods

URANOS uses a High-Order Finite Difference (HOFD) approach 
to discretize the Navier-Stokes system of equations and allows for 
both uniform and non-uniform structured Cartesian meshes.

3.1. Convective fluxes discretization

The user can select among six different convective schemes. 
In particular, URANOS implements a central, nominally zero-
dissipative, 6th order fully-split convective Energy-Preserving (EP) 
method [24] to deal primarily with shock-free or smooth flows; 
three increasingly high-order Weighted Essentially Non-Oscillatory 
(WENO) methods [25] and two low-dissipative Targeted Essentially 
Non-Oscillatory (TENO) approaches [26–28].

The EP method is intended to provide semi-discrete preserva-
tion of total kinetic energy within the limit of incompressible, in-
viscid flows. The property works on both uniform and non-uniform 
Cartesian meshes [29], guaranteeing a robust treatment of con-
vective terms without adding numerical viscosity. An extensive 
description of the method is reported by Pirozzoli [30] and Cop-
pola et al. [31]. The method is found to be robust and accurate 
in a wide range of applications ranging in very different purposes 
[29,31–34].

The EP approach, although being substantially more resilient 
than a normal central-FD discretization, cannot stably develop 
shocks/shocklets. As a consequence, to evolve the Navier-Stokes 
system stably under shocked flows or hypersonic conditions, the 
WENO/TENO strategies are used. In particular, URANOS adopts the 
WENO-Z strategy according to Castro et al. [35], which enhances 
the spectral features of the numerical discretization over the orig-
inal WENO-JS method by Jiang and Shu [25]. The third, fifth, and 
seventh order variants are implemented. To limit dissipation, the 
ε parameter, which is utilized to prevent division by zero while 
building polynomial smoothness indicators, is adjusted to 10−12 . 
More advanced TENO approaches are also at the user’s disposal. 
The approaches use a discrete cut-off function to exclude non-
smooth upwind-biased candidate stencils from the flux reconstruc-
tion so that smooth stencils are used in the flux reconstruction 
to decrease numerical dissipation when compared to the WENO 
methods. In addition, a shock sensor is introduced to the TENO-A 
scheme to modify the threshold of the CT parameter in differ-
ent regions of the domain and recover more stencils from the 
reconstruction in smooth regions [36,37]. The parameters used in 
URANOS are those provided by Fu et al. [27] for TENO 5 and Fu 
et al. [28] for TENO-A 5. In particular, in the TENO approach, a 
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fixed threshold CT = 10−7 is defined, but in the adaptive ver-
sion, it varies between 10−7 and 10−10 given α1 = 10.5, α2 = 3.5, 
Cr = 0.25, and ξ = 10−3.

3.2. Shock detection

To limit the numerical viscosity injection and reduce the non-
linear operations per time step, we restrict the shock-capturing 
reconstruction just around the shocks/shocklets locations, letting 
the EP method deal with smooth flow regions. Thus, we detect a 
priori the regions where the shocks are located by selectively em-
ploying the shock-capturing reconstruction in these flow portions. 
URANOS carries out such a task with three different implementa-
tions, the selection of which is demanded by the user.

The first approach consists of a density-gradient-based detector 
that reads as:

θi+1/2 = 3
max

j=1

∣∣∣∣ρ j+1 − ρ j

x j+1 − x j

∣∣∣∣ (8)

The second approach is the density-jump formulation

θi+1/2 = 3
max

j=1

∣∣ρ j+1 − ρ j
∣∣ (9)

that generally reduces the WENO/TENO intervention compared to 
the density gradient. Finally, especially for wall-flows applications, 
the improved Ducros sensor [38]

θi+1/2 = max

⎛⎜⎝− div(u)√
div2(u) + rot2(u) + ε

,0

⎞⎟⎠ (10)

is recommended. Here div(u) and rot(u) are the velocity diver-
gence and vorticity, respectively, while ε = (u∞/L)2 is a reference 
velocity gradient. Additionally, the user must specify a threshold, 
θ̄ , to distinguish between shocked and smooth regions of the flow. 
Thus, if θi+1/2 > θ̄ the flow is considered shocked. The thickness 
related to the activated cells depends on the WENO/TENO order of 
accuracy. In particular, all the two, three, or four cells in the imme-
diate circumstance of one cell detected as shocked are flagged as 
shocked too as the WENO/TENO order of accuracy varies from 3 to 
7. The EP scheme is employed in the rest of the flow. This method, 
although particularly successful in dealing with shocked turbulent 
flows, causes the hybrid scheme to lose the reference for numer-
ical error scaling. In reality, hybrid methods are distinguished by 
discontinuous error scaling due to the inherent character of the 
shock-detection process. This feature is determined by the grid 
level below which a discontinuity is perceived as a shock or an 
intense gradient. This is why the error scaling will be reported for 
schemes in pure state only. Finally, it is not worthless to be men-
tioned that the θ̄ value is strongly dependent on the flow in itself 
and some preliminary settings are always needed.

3.3. Viscous fluxes discretization

URANOS has a peculiar feature of managing viscous fluxes. In 
particular, the latter are expanded so that the incompressible and 
the compressible contributions are highlighted. The strategy al-
lows treating the incompressible terms with a fully-conservative 
approximation using a HOFD approach according to De Vanna 
et al. [39], enhancing the solver stability compared to standard 
colocated finite-difference approaches and reducing spurious os-
cillation, especially in case of intense viscosity gradients or under-
resolved flow portions. Thus, the following expression holds:

∂
(
μ̄tot

∂ ũ
)

� 1 (
τ̂i+1/2 − τ̂i−1/2

)
(11)
∂x ∂x �xi

5

Here τ̂i+1/2 is a high-order numerical description of the viscous 
stresses at cell board

τ̂i+1/2 = 1

�xi+1/2

n∑
l=m

βlμ̄i+l · γl ũi+l (12)

{βl, γl}n
l=m denote the interpolation coefficients as reported by 

De Vanna et al. [39], while μ̄tot = μ̄ + μSG S is the overall vis-
cosity. When the overall viscosity is smooth, the method reverts 
to standard colocated finite-difference formulations with the cor-
responding accuracy. Conversely, in the case of incompressible or 
slightly compressible flows, the present formulation conserves vis-
cous fluxes independently of grid stretching/resolution or viscos-
ity variations. Because of the mathematical equivalence to Equa-
tion (11), the numerical representation of the heat flux compo-
nents

∂

∂x

(
λ̄tot

∂ T̃

∂x

)
= 1

�xi

(
Ji+1/2 −Ji−1/2

)
(13)

is treated in the same manner, being λ̄tot = λ̄ + λ̄SG S the overall 
diffusivity.

3.4. Numerical treatment of temporal components

Temporal integration takes advantage of a third-order Total-
Variation-Diminishing (TVD) low-storage Runge-Kutta method as 
prescribed by Gottlieb and Shu [40], the algorithm being one of 
the top-rated choices for compressible flows simulations. Thus, 
being N (U) a numerical representation of the non-linear spa-
tial differential operators applied to the conserved variables U =
{ρ̄, ρ̄ũi, ρ̄ Ẽtot}T , the method reads as:

U(1) =Un + �tN (Un) (14a)

U(2) =3

4
Un + 1

4
U(1) + 1

4
�tN (U(1)) (14b)

U(n+1) =1

3
Un + 2

3
U(2) + 2

3
�tN (U(2)) (14c)

Temporal stability is recovered by dynamically computing the time 
step according to the Courant-Friedrichs-Lewy and the Fourier cri-
teria. In particular, the following expressions hold:

�tC F L = C F L
3

min
i=1

(
min(�xi)

max
(|ũi| + c̃

)) (15a)

�tF o1 = F O
min2 (�x,�y,�z)

max (μ̄tot)
(15b)

�tF o1 = F O
min2 (�x,�y,�z)

max (λ̄tot)
(15c)

Here �x, �z and �z are the grid step along the x, the y and the 
z coordinate, respectively, while c̃ is the filtered speed of sound. 
C F L an F O denotes the Courant-Friedrichs-Lewy and the Fourier 
numbers that can set by URANOS’ user. The linear analysis applied 
to the method of Gottlieb and Shu [40] proved that the stability is 
recovered up to C F L = 1. Thus, a proper choice for practical appli-
cations consists in setting the C F L = 0.5 ÷ 0.8 and F O  = 0.1 ÷ 0.3. 
During a simulation, the minimum time step according to Eqs. (15)
is selected as the one to advance the solution, so that

�t = min (�tC F L,�tF o1,�tF o2) (16)



F. De Vanna, F. Avanzi, M. Cogo et al. Computer Physics Communications 287 (2023) 108717
4. GPU porting

The present section explains the details of the GPU implemen-
tation of URANOS. Different approaches exist for accelerator based 
computing and vary in terms of their degrees of portability, adapt-
ability and computational performance. When migrating an exist-
ing code to a GPU based architecture one must consider, not only 
the initial cost of code development, but also, the long term main-
tenance costs in a rapidly changing landscape of accelerator based 
computing. For this reason, it is handy to have a single code base 
which targets different architectures. For this reason, the directive-
based OpenACC paradigm was chosen in the present work.

OpenACC [41] is an open standard, thread parallel programming 
model for directive-based accelerator programming with applica-
bility to GPUs. As a joint standardization between CAPS, Cray, PGI, 
and NVIDIA, OpenACC was announced at the ACM/IEEE Supercom-
puting Conference in 2011 as a new paradigm for parallel pro-
gramming targeting hardware accelerators. Rather than program-
ming with vendor-specific languages, the programmer can focus 
on exposing available parallelism in his source code using prag-
mas, or directives, that can be used in conjunction with C/C++ 
and FORTRAN codes for acceleration in a vendor-neutral manner. 
A compiler transforms these directives automatically into device-
specific application code [42]. In addition to parallel directives, var-
ious clauses and intrinsic functions are provided for enabling con-
ditional execution, controlling launch parameters, specifying data 
scope for host and accelerator memory, and determining task asyn-
chrony. Directives are ignored by non-OpenACC compilers, while 
being activated by adding the -acc and the -ta=[target] flags 
to the NVIDIA HPC-SDK compiler command line (formerly PGI) 
[43]. In such a way, the compiler recognizes the OpenACC di-
rectives and will generate code for the accelerator. The OpenACC 
paradigm, therefore, allows the user to maintain a single code base, 
compatible with various compilers which is portable across dif-
ferent platforms. The following section details how the OpenACC 
directives are utilized for the URANOS solver.

4.1. OpenACC and MPI implementations

4.1.1. Directives implementation strategy
The main idea of GPU acceleration using OpenACC is to take 

advantage of the high concurrency of the GPU by offloading the 
calculation process from the CPU to the GPU. The first step is 
to identify the most computationally demanding section of the 
code to accelerate. This section must be computationally inten-
sive enough to amortize the expense of the data transfer to the 
GPU. In URANOS this is represented by the time loop. This portion 
of the code computes the Navier-Stokes solution over the whole 
computational grid at each time step. After problem initializa-
tion, solver data must be migrated to the device. One utilizes data 
regions, specifically the !$acc data copy(list) directive to 
achieve the data movement. The data directive allows for manag-
ing Host-to-Device (H2D) and Device-to-Host (D2H) data transfers: 
a process which can represent a significant cost. To achieve good 
performance, H2D/D2H data movements must be avoided as much 
as possible since memory copy operations can often be orders of 
magnitude more expensive than computing kernels. Data transfers 
are minimized by having a single data region outside the main 
time loop that manages all the H2D and D2H operations. The code 
structure is reported in Algorithm 1. Such an implementation pro-
duces a time-consuming data transfer at the beginning and end of 
the time loop, but never as much as the sum of the smaller data 
movements inside the iterations.

After moving data from the host to the device, it is neces-
sary to accelerate all the routines inside the Runge-Kutta substeps 
6

Algorithm 1 Sequence of operations from the main module of 
URANOS.

1 program uranos
2 ...
3 !$acc data copy (variables list)
4 !---- Time loop begins ----!
5 do while ( time .le. tmax .and. it < itmax )
6 ...
7 !---- Runge - Kutta substeps ----!
8 do ik = 1, n_step
9 call rhs_navier_stokes

10 call runge_kutta
11 call mpi_bc_communications
12 call set_bc_conditions
13 call update_all
14 enddo
15 it = it + 1
16 enddo
17 ...
18 !$acc end data
19 ...
20 end program uranos

regardless of their computational cost. For this purpose, the par-
allel and the kernels constructs can be used. In particular, 
a region enclosed by the kernels construct treats each of the 
subsequent loops as accelerator kernels automatically. Neverthe-
less, such a strategy is not used in URANOS as it leaves all the 
parallelization management to the compiler. Conversely, the par-
allel construct is adopted. Such an approach enables controlling 
the loop granularity within the parallel region through its loop
clause, the latter allowing various controls of computation, includ-
ing coarse-grained parallelism (i.e., gang), fine-grained parallelism 
(called worker), and Single Instruction Multiple Data (SIMD) level 
parallelism (addressed as vector). These multi-level parallelization 
approaches represent the natural forms of parallelism found in 
modern GPU architectures. Furthermore, the collapse clause al-
lows unifying all the iterations of nested loops in a single iteration 
space to increase the parallelization speedup. In conclusion, the 
difference between the kernels and the parallel constructs 
is that the former gives the compiler more freedom to find and 
map parallelism according to the requirements of the target accel-
erator, while the latter is fully explicit but requires more-in-depth 
knowledge of the kernel operations by the programmer. Here an 
example of how a parallel construct appears in URANOS is pre-
sented.

4.1.2. OpenACC and MPI for multiple GPUs
Efficiently exploiting the distributed-memory environment of 

HPC infrastructures has been indispensable over the last few 
decades to let the computational research community access the 
solution to more complex and larger-size problems. In this re-
gard, Message Passing Interface (MPI) has become the standard 
for inter-node data transfers, with high-fidelity and validated im-
plementations available for the majority of the programming lan-
guages. Many previous studies already gave proof of the remark-
able parallel efficiency of URANOS in scaling massive computa-
tions [18,21,39,44].

Anyhow, the transition to a multi-GPU logic is by no means 
straightforward and hardware-unrelated. In fact, depending on the 
available machine, the architecture may provide several ways of a 
direct connection between GPU cards. Traditional MPI communi-
cations take advantage of InfiniBand (IB) networks, linking nodes’ 
system memories, often utilizing Peripheral Component Intercon-
nect Express (PCI-e) standard. As aforementioned, graphical de-
vices are provided with their own memory, where data must be 
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Algorithm 2 Example of accelerated kernel computation, depicting 
the enforcing of RHS term.

1 subroutine forcing_terms
2 ...
3 !---- Definition of forcing term ----!
4 f = 2._rp*mu_inf*Mach*sqrt(gamma0)
5

6 !---- Updating RHS with forcing term ----!
7 !$acc parallel default(present)
8 !$acc loop gang, vector collapse(3)
9 do k = sz,ez

10 do j = sy,ey
11 do i = sx,ex
12 RHS(i,j,k,2) = RHS(i,j,k,2) + f
13 enddo
14 enddo
15 enddo
16 !$acc end parallel loop
17 ...
18 end subroutine forcing_terms

present in order for the calculation to be performed by the accel-
erator. Such a scenario would require an uninterrupted sequence of 
D2H and H2D copies of the data pointers to allow communications 
through the RAM-based MPI. Conversely, GPU-aware MPI interfaces 
avoid the need to rely on the host memory, thus providing faster 
transfers through a straight linking between devices’ memories. In 
this respect, GPU-aware MPI handles different technologies made 
available by the Unified Virtual Addressing (UVA), which combines 
into a single virtual space the memories of the system and of all 
its GPUs. Thus, direct connection may occur as either intra-node, 
the so-called Peer-to-Peer (P2P), or inter-node architecture, the lat-
ter even supporting the lately introduced Remote Direct Memory 
Access (RDMA) [45]. With versatility being a fundamental require-
ment for URANOS, the MPI module is implemented in such a way 
that any machine-specific multi-GPU configuration could be ex-
ploited.

Through initialization of the MPI environment, ranks are allo-
cated to GPUs in the same fashion as they are assigned to pro-
cessors in non-accelerated applications. A common practice for 
improving timing performance is to force the process instead of 
letting the device be initialized by default on the first call. This task 
is accessed thanks to the dedicated function (acc_init) available 
from the OpenACC runtime library, which performs the associa-
tion of each MPI rank (rank) with a device identification number 
(dev_id). A portion of the MPI initialization module of the code 
is reported in Algorithm 3.

The original CPU-based version of the code exploited three dif-
ferent MPI implementations, which were selected with the input 
parameter mpi_opt_level ranging from 1 to 3. Values respec-
tively related to:

1 A blocking operation via MPI_SENDRECV;
2 A combination of nonblocking MPI_ISEND/MPI_IRECV and
MPI_WAITALL;

3 A combination of nonblocking MPI_ISEND/MPI_IRECV and
MPI_WAITALL taking advantage of MPI Derived Data Types 
(DDT).

At this stage, it is worth clarifying that cases 1 and 2 performed 
almost equally. However, it is possible to differentiate the two op-
tions through GPU porting, as will be explained. As regards the 
third approach, the related communications in the non-accelerated 
execution considerably outperformed the other two implementa-
tions. In fact, DDT benefits from the ability to automatically de-
tect and move data exclusively associated with Ghost Nodes (GN), 
7

Algorithm 3 Fragment of code from the MPI initialization module.

1 ...
2 call MPI_Init(mpi_err)
3 call MPI_Comm_rank(MPI_COMM_WORLD,rank,mpi_err)
4 call MPI_Comm_size(MPI_COMM_WORLD,nprocs,mpi_err)
5

6 #ifdef _OPENACC
7 call MPI_Comm_split_type(MPI_COMM_WORLD,&

MPI_COMM_TYPE_SHARED, 0, MPI_INFO_NULL,&
local_comm,mpi_err)

8 call MPI_Comm_rank(local_comm,local_rank,mpi_err)
9

10 call acc_init(acc_device_nvidia)
11 num_dev = acc_get_num_devices(acc_device_nvidia)
12 dev_id = mod(local_rank,num_dev)
13 call acc_set_device_num(dev_id,acc_device_nvidia)
14

15 print*, ’Rank ’, local_rank, &
16 ’is associated to GPU’, dev_id
17

18 #endif
19 ...

thus overcoming the need to script time-demanding loops for the 
selection of the buffers to be transferred. Nevertheless, the cur-
rent version of the OpenACC Application Programming Interface 
(API) is not optimised for dealing with MPI DDT, so neither re-
sults nor further discussion will be reported in the present work. 
Anyhow, to the authors’ knowledge, the OpenACC Organisation is 
going through a solution to update the standard to cope with this 
issue. Therefore, the data movement through MPI DDT is accel-
erated as well, following the GPU-porting spirit adopted for the 
second approach.

As aforementioned, in regular communications, MPI requires 
the host staging of the data pointers before transfer. The OpenACC 
directive to perform this task is !$acc update, followed by 
the clause host(variables list) or device(variables 
list) depending on the direction of the staging. The variables 
are updated on the host memory before send occurs and are again 
made available on the device after receive operation is completed. 
Thus, the two clauses perform a D2H transfer on the sender side 
and an H2D movement on the receiver side. These two steps are an 
evident source of efficiency loss. However, they are required when 
one needs to work on a GPU-equipped machine that is not set for 
RDMA. To smooth hardware limits, some effort was spent to hide 
update processes. In particular, the async(n) clause lets an ac-
celerated task execute asynchronously with other local operations 
until a wait(n) clause is met, which, in fact, freezes the remain-
der of the code if the process is not concluded. Here, the parameter
n allows for the definition of multiple corresponding asynchronous 
queues with related independent processes.

Algorithm 4 reports a portion of code from the MPI module, 
which implements the blocking communication approach within a 
GPU (Host-based MPI) environment. Here, data are shared between 
GN sides East and West of the contiguous ranks. Desynchronisation 
is adopted to hide the host update task: in this way, queue 4 starts 
the host staging of the eastern side without preventing the execu-
tion of queue 5, which has an analogous effect on the western side 
instead. Thus, the former is concluded before sending the buffer, 
while the latter can proceed in parallel until the corresponding 
buffer is to be sent. This logic allows all East-to-West communica-
tions to be performed without waiting for the West buffer’s host 
staging, which is a requirement only for West-to-East sharing and 
can be completed simultaneously with the first MPI_SENDRECV, 
hence hiding the related update time. Then, GPU communication is 
completed once the received pointer data are overwritten on the 
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device. The same pattern is adopted for the other directions in the 
complete subroutine, and all the host staging processes are queued 
with dedicated threads before the first MPI call.

Algorithm 4 Fragment of code from the MPI communication mod-
ule. The selection depicts the data movement of East-West Ghost 
Nodes, with the blocking implementation and host staging Ope-
nACC directives (for non RDMA-enabled systems).

1 ...
2 !$acc update host(bfr_s_E) async(4)
3 !$acc update host(bfr_s_W) async(5)
4 !$acc wait(4)
5 call MPI_SENDRECV(bfr_s_E,bfr_size_x,dtype, &
6 neigh(E),tag+1, &
7 bfr_r_W,bfr_size_x, &
8 dtype,neigh(W),tag+1, &
9 comm,status,err)

10 !$acc update device(bfr_r_W)
11 !$acc wait(5)
12 call MPI_SENDRECV(bfr_s_W,bfr_size_x,dtype, &
13 neigh(W),tag+2, &
14 bfr_r_E,bfr_size_x, &
15 dtype,neigh(E),tag+2, &
16 comm,status,err)
17 !$acc update device(bfr_r_E)
18 ...

Similar considerations hold for the GPU-ported implementation 
of the nonblocking MPI approach (Algorithm 5). Again, desynchro-
nisation is exploited to hide update host time within send opera-
tions. However, in this case, immediate receive calls are indepen-
dent of the presence of buffers on the system’s memory, therefore 
they can live inside the host staging queues. Conversely, these lat-
ter need to be completed before the immediate send task. With 
this approach, a two-sided communication is accomplished upon 
a MPI_WAITALL call. This block guarantees that data sharing is 
successful on both the contiguous ranks before letting the code 
proceed. For this reason, the device memory update with the re-
ceived pointers data must follow this operation.

Algorithm 5 Fragment of code from the MPI communication mod-
ule. The selection depicts the data movement of East-West Ghost 
Nodes, with the nonblocking implementation and host staging 
OpenACC directives (for non RDMA-enabled systems).

1 ...
2 !$acc update host(bfr_s_E) async(4)
3 !$acc update host(bfr_s_W) async(5)
4 call MPI_IRECV(bfr_r_W,bfr_size_x,dtype,neigh(W),

tag+1,comm,req_xx(2),err)
5 call MPI_IRECV(bfr_r_E,bfr_size_x,dtype,neigh(E),

tag+2,comm,req_xx(4),err)
6 !$acc wait(4)
7 call MPI_ISEND(bfr_s_E,bfr_size_x,dtype,neigh(E),

tag+1,comm,req_xx(1),err)
8 !$acc wait(5)
9 call MPI_ISEND(bfr_s_W,bfr_size_x,dtype,neigh(W),

tag+2,comm,req_xx(3),err)
10 call MPI_WAITALL(size(req_xx), req_xx,

MPI_STATUSES_IGNORE, err)
11 !$acc update device(bfr_r_W,bfr_r_E)
12 ...

Due to the direct linking among GPUs’ memories on different 
nodes, the implementation of GPU-aware MPI communications is 
much more straightforward and prone to higher computational 
8

efficiency. URANOS enables this feature by setting the parame-
ter cuda_aware = .true. inside the case file. GPU-aware MPI 
connection within RDMA environment makes it possible to avoid 
the time spent in staging through the host memory. Consequently, 
the effort spent on the desynchronization of the update tasks is 
no longer necessary with this approach. However, for the commu-
nication to occur, the code needs to be instructed on the pointers 
addresses of the data shared through several MPI calls. This is done 
by enclosing all the MPI instances inside a !$acc host_data
construct. Thus, pointers to be shared among ranks need to be 
listed inside the use_device(variables list) clause.

It is worth noting that the first two MPI implementations (i.e.,
mpi_opt_level equal to 1 or 2) require the definition of buffers 
containing the only boundary values of the rank-specific portion 
of the computational grid. In fact, this condition makes it neces-
sary to define additional loops before and after communications. 
These have the task of extracting the shared values from the com-
plete nodal list of the computational frame, which the rank will 
send. Then, the received buffers need to be re-assembled onto the 
full array for the computation to proceed with the updated values 
from the neighbor rank. Through desynchronization, these tasks 
were parallelized in such a way as to hide buffers’ building time 
within MPI calls. This is possible since each buffer accesses dif-
ferent positions on the complete array, which, therefore, can be 
simultaneously manipulated.

Overcoming these supplementary operations is possible through 
DDT (i.e., mpi_opt_level=3). In this case, the GPU-porting fol-
lows the same pattern discussed so far. However, this implementa-
tion requires only the complete array to be shared among ranks. As 
a result, the staging constructs taken from the OpenACC paradigms 
only apply to the variable containing all the nodal values and no 
desynchronization is required.

4.2. Acceleration performance analysis

The present paragraph reports quantitative information about 
URANOS parallel performance. The latter is tested on GALILEO100 
and MARCONI100 HPC supercomputers, provided by CINECA [46,
47] and on the NVIDIA DGX A100 [48] system.

4.2.1. Single CPU-node vs single GPU
A concise evaluation of URANOS performance is presented in 

Fig. 1. Here, a uniform homogeneous 256 × 256 × 256 Cartesian 
grid is used to evolve a three-dimensional bi-periodic Riemann 
problem. The test allows for tracking the computational costs of 
the whole spatial solver, accounting also for the shock-capturing 
procedures (WENO/TENO) and the shock-detection. The reference 
unit for CPU calculations is a single node, exploited using MPI par-
allelization, while for GPUs, the reference is the single card. It is 
not worthless to be mentioned that a single card running MPI 
still shares data, when handling periodic boundary conditions. In 
this event, on GPU-aware-equipped systems, the MPI implemen-
tation tends to convert the data sharing into a device-to-device 
copy. Conversely, on Host-based MPI communications, the connec-
tion type between GPUs and CPUs (e.g. NVLink or PCIe) imposes a 
limit on the transfers.

The speed-up results are strongly dependent on the hardware. 
In particular, the maximum speed-up is obtained with the MAR-
CONI100 architecture with a ×3.5 acceleration. Furthermore, as 
expected, Fig. 1 shows that using the GPU-aware MPI implemen-
tation leads to higher efficiency values. In the context of MPI, the 
GPU-aware MPI technologies cover all kinds of inter-rank commu-
nication: intra-node, inter-node, and Remote Direct Memory Ac-
cess (RDMA) inter-node communication [45]. Thus, the GPU-aware 
MPI implementation is more straightforward and efficient than the 
standard MPI one.
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Fig. 1. Speed-up results for URANOS, using different HPC architectures. CPU-based runs refer to a single computing node with the MPI parallelization and set the reference 
for each machine speed-up evaluation. Accelerated results are reported for both GPU-aware MPI and GPU Host-based MPI implementation. Run time values are included for 
clarity of comparison between different machines’ performance. Machines specific connections are as follows: NVLink 2.0 for both GPU-GPU and CPU-GPU on M100, PCIe3 
for both GPU-GPU and CPU-GPU on G100, NVLink 3.0 for GPU-GPU and PCIe4 for CPU-GPU on DGX-A100.
4.2.2. Solver profiling
When working on GPU porting, profiling activities are crucial to 

visualize kernels’ execution and determine the solver’s most crit-
ical portions concerning the execution time. The present version 
of URANOS provides a dedicated profiling module, src/profil-
ing_module.f90, that acts as an interface for external profiling 
libraries. The module, in particular, allows any portion of code to 
be monitored by enclosing it between the StartProfRange and
EndProfRange calls. The final result looks like the following al-
gorithm:

Algorithm 6 Example of tracking code portions’s performance us-
ing the URANOS ad-hoc profiling interface.

1 call StartProfRange("some_text")
2 ...
3 !---- portion of the code to be monitored ----!
4 ...
5 call EndProfRange

Results in the present paper are collected by disposing of the 
NVIDIA Nsight System [49–51] and, in particular, using the NVTX 
API. NVTX is enabled by the used-defined -DNVTX compiler op-
tion. However, in light of making the solver as neutral as possible 
with respect to GPU vendors, the profiling module is readily orga-
nized to accept other profiling libraries, e.g., rocTX by AMD. When 
the compiler/profiling tool system that best suits the user’s re-
quirements is chosen, these settings are left to the user in the form 
of comments in the profiling module.

Fig. 2 reports the highest URANOS routines speed-up values re-
garding the average time spent per single iteration. Computations 
refer to the same test exploited to gather results in Section 4.2.1. 
Again, CPU results are obtained with an entire MARCONI100 com-
pute node, while a single card is used for GPU data collection. 
Results highlight that the most time-consuming part involves the 
9

Fig. 2. Comparison of highest code-sections acceleration for the GPU-aware MPI 
(orange) and GPU (Host-based MPI) (blue) implementations over the CPU version 
(green). Data are collected by exploiting the MARCONI100 architecture. The CPU 
computation refers to a full computing node while GPU results are gathered with a 
single card. It is worth mentioning that communications persist even on a single-
GPU framework to handle periodic boundary conditions. Different bars pertain to 
different code sections: 1) time-step computation (dt), 2) Runge-Kutta initializa-
tion (initRK), 3) Navier-Stokes right-hand-side computation (rhsNS) 4) Runge-Kutta 
sub-steps computation (RK) 5) MPI buffer sharing (mpiBC) 6) physical boundary 
conditions (setBC) 7) update of the auxiliary variables (updateAll). (For interpreta-
tion of the colors in the figure(s), the reader is referred to the web version of this 
article.)

Navier-Stokes Right-Hand Side (RHS) computation (i.e., rhsNS); 
the latter taking around the � 95% of the whole iteration. Thus, 
the speed-up of the Navier-Stokes RHS is comparable to the appli-
cation’s overall acceleration. Furthermore, it is again verifiable that 
the GPU-aware MPI implementation is more efficient than the clas-
sical GPU (Host-based MPI) approach since the MPI buffer sharing 
(i.e., mpiBC) is nearly ×10 accelerated comparing the two methods.
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Fig. 3. Strong (3a) and weak (3b) scaling performance of URANOS using the NVIDIA V100 GPU powered cluster MARCONI100. Computing units are entire nodes for CPU 
results (green lines with squares) and single cards for GPU ones. Orange lines with diamonds refer to a GPU-aware MPI implementation, while blue lines with circles refer 
to a GPU (Host-based MPI) approach.
4.2.3. Multi CPU-nodes/GPUs performance
Large computational domains require multiple GPUs in which 

each MPI process typically manages one graphic card. URANOS 
parallel performance is evaluated by exploiting the CINECA’s MAR-
CONI100 supercomputer, based on IBM Power 9 architecture, cou-
pled with 4 NVIDIA Tesla Volta V100 GPUs per node and equipped 
with NVLink technology. The HPC-SDK by NVIDIA is used in con-
cert with IBM’s Spectrum MPI as internal testing showed this to 
be optimal. We elected to use the default bindings from Spectrum 
MPI as this best mimics what is typically done in the user com-
munity and no difference was detected in performance with the 
exception of a single node, 4 GPUs with host-based MPI where a 
4% slowdown was detected compared to the optimal bindings.

Fig. 3 reports the CPU and GPU parallel performance of code in 
terms of weak and strong scaling. CPU number of computing units
refers to entire computing nodes while pertaining to single cards 
for GPU computations. Strong scaling results are gathered by keep-
ing the total number of grid points constant while increasing the 
computing units. In particular, Nx × N y × Nz = 512 × 256 × 256
grid points are used. Conversely, weak scaling performance is mea-
sured by fixing Nx × N y × Nz = 256 × 256 × 256 grid points per 
computing unit. Computations are performed by evolving a three-
dimensional bi-periodic Riemann problem as in previous test cases, 
thus, activating all the solver features. Fig. 3a shows that a system-
atic better scaling is recovered for the CPU version of the solver, 
the latter owing to a strong scaling efficiency of about 60% us-
ing 32 compute nodes. Efficiency, instead, is reduced by around 
50% using 32 GPUs. In any case, this result is entirely in line with 
other open-source solvers available online [3,4,8]. It can also be 
observed that using the GPU-aware MPI implementation slightly 
enhances the strong scaling efficiency compared to the GPU (Host-
based MPI) one. Weak scaling performance, instead, (Fig. 3b) shows 
that the parallel efficiency is very stable for a non-trivial amount 
of nodes/GPUs and generally never goes under 75%, even with 256 
computational units. This value in terms of GPU is by no means 
trivial. We mention, in fact, that very recent multi-physic simula-
tions, such as the one performed by Succi et al. [52] and Falcucci 
et al. [53] exploited 512 GPUs for a 1011 points grid, obtaining 
the impressive performance of 0.1 s/iter, i.e. obtaining a factor 10 
of acceleration compared to URANOS. However, the performance 
is obtained in a Lattice-Boltzmann framework that is much more 
prone to be ported on GPU than the present finite-difference ap-
proach.
10
5. Solver validation and results discussion

This section reports the validation of URANOS with the GPU 
implementation using different techniques on extensive wall-flows 
cases. In particular, we report DNS, WRLES and WMLES results 
obtained from the simulation of turbulent channel and boundary 
layer flows, which are the two most representative test cases for 
wall-bounded flows in a canonical form. The simulation parame-
ters are reported in Table 1 and Table 2, respectively. Additional 
verifications in terms of error scaling behavior of both convective 
and viscous terms, 1D and 2D Riemann problems are reported in 
Appendix A.

5.1. Turbulent channel flow

We begin by presenting the case of a turbulent channel flow 
considering a nearly incompressible setup at Mb = ub/cw = 0.1
and a compressible one at Mb = 1.5 for different values of 
the bulk Reynolds number, i.e., Reb = 2ρbubh/μw . Here ub =
1/(ρb V ) 

∫
V ρudV is the bulk velocity, ρb = 1/V

∫
V ρdV is the bulk 

density while μw and cw are the laminar viscosity and the speed 
of sound at the wall location, respectively. Table 1 also reports 
the nominal and the computed friction Reynolds number (Reτ

and Re∗
τ , respectively), where Reτ = ρw uτ h/μw , are also avail-

able. The computations are carried out in a tridimensional box 
with size Lx × L y × Lz = 2πh × 2h × πh along the x, y and z co-
ordinates, respectively, being h the channel half-height. A uniform 
mesh spacing is applied in the wall-parallel directions, whereas, 
for DNS and WRLES computations, a non-uniform distribution is 
adopted in the wall-normal direction according to the Gauss’ error 
function [44]. WMLES setups, instead, are discretized with uniform 
meshes along with the three Cartesian directions. The number of 
nodes, Nx × N y × Nz , the value of the stretching parameter, α, 
and the corresponding mesh spacings in inner units (i.e., normal-
ized by the viscous length, δν ), �x+ × �y+

w ÷ �y+
c × �z+ , are 

reported in Table 1 for all the simulations. The units in the y-
direction are reported as a range between the wall (�y+

w) and the 
centerline (�y+

c ) spacings, respectively. Concerning the boundary 
conditions, periodicity is enforced in the wall-parallel directions, 
while a no-slip isothermal condition is imposed for the two walls. 
The grid spacing is staggered in correspondence with the first and 
the last cell; thus, the wall coincides with an intermediate node. 
This process guarantees mass conservation and allows increasing 
the simulation time-step [33]. The initial condition follows the 
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Table 1
Parameters of the turbulent channel flow simulations.

Case Approach SGS model Reτ Reb Mb Re∗
τ Nx N y Nz α �x+ �y+

w ÷ �y+
c �z+

TC01 (CPU) DNS - 180 5632 0.1 179 192 128 192 2 5.9 0.7 ÷ 3.8 2.9
TC01 (GPU) DNS - 180 5632 0.1 179 192 128 192 2 5.9 0.7 ÷ 3.8 2.9
TC02 DNS - 215 6008 1.5 218 256 128 128 2.4 5.3 0.32 ÷ 5.9 5.3
TC03 WRLES MXTS 590 22242 0.1 588 96 96 96 3 38.6 1.2 ÷ 21.5 19.3
TC03 WRLES σ − model 590 22242 0.1 586 96 96 96 3 38.6 1.2 ÷ 21.5 19.3
TC03 WRLES WALE 590 22242 0.1 586 96 96 96 3 38.6 1.2 ÷ 21.5 19.3
TC04 WMLES WALE 5200 253374 0.1 160 128 80 204 41 204

Table 2
Parameters of the turbulent boundary layer flow simulations.

Case Approach SGS model Reτ Reτ ,0 Ma∞ Nx N y Nz �x+ �y+
w �z+

BL01 DNS - 250 180 2 2800 128 600 8.0 0.5 2.5
BL02 WRLES WALE 250 180 2 768 128 128 29.0 0.5 11.7
BL03 WMLES WALE 1200 1000 5.86 1400 200 200 90 30 36

Fig. 4. DNS of turbulent channel flow at Mb = 0.1 and Reτ = 180. Distribution of (4a) mean velocity profiles and (4b) Reynolds stresses as a function of y+ , compared with 
reference DNS data by Bernardini et al. [55] (gray lines).
procedure described in Henningson and Kim [54], which super-
imposes a vortex pair to the analytical solution of the Poiseuille 
flow. This strategy promotes an early transition to turbulence. 
In order to sustain the flow rate in the channel, a forcing term 
f i = {0, f , 0, 0, f u}T is added to the RHS of the Navier-Stokes 
equations. The latter is evaluated at each time step. The process 
enforces the conservation of the mass flow rate discretely.

The DNS solver is first validated by simulating turbulent chan-
nel flows in nearly incompressible and compressible regimes. The 
former setup consists of a bulk Mach number of Mb = 0.1 and 
a nominal friction Reynolds number of Reτ = 180, while the lat-
ter is representative of a supersonic condition with Mb = 1.5 and 
Reτ = 215. The SGS model is inactive in both cases since all the 
energetic turbulent scales are captured with adequate mesh reso-
lution down to the Kolmogorov scale (see Table 1). Fig. 4 shows 
the mean streamwise inner-scaled velocity profile, u+ = ũ/uτ , 
and density-scaled Reynolds stress components, τ̄+

i j = ρ̄˜u′′
i u′′

j /τw , 
as a function of the inner-scaled wall distance, y+ = y/δν . An 
excellent agreement with the reference DNS data by Bernardini 
et al. [55] is observed, and a further comparison between only 
CPU and GPU approaches reveals an error between the computed 
friction Reynolds number with the target value of 0.6%. Compar-
isons between CPU (blue shades) and GPU (green shades) results 
also confirm accordance down to machine precision and allow us 
to present solely GPU-accelerated simulations from now on. Fig. 5
reports DNS results pertaining to a compressible configuration, 
whereas to the statistics mentioned above, we also add the mean 
11
inner-scaled temperature profile, T + = T̃ /T w . Also for this case, 
results excellently agree with the reference data of Modesti and 
Pirozzoli [33].

Moving to the LES framework, we present the obtained results 
for a turbulent channel flow configuration using WRLES, where dif-
ferent SGS models are also compared (WALE [15], MXTS [17] and 
σ model [56]). Here, we consider an incompressible setup with 
Mb = 0.1 and Reτ = 590. Fig. 6 shows the mean streamwise veloc-
ity profile, u+ = ũ/uτ , and density-scaled Reynolds stress compo-

nents, τ̄+
i j = ρ̄˜u′′

i u′′
j /τw , as a function of the inner-scaled wall dis-

tance, y+ . All SGS models produce results that closely match the 
reference DNS data by Vreman and Kuerten [57], with the MXTS 
appearing to perform the best with a 0.3% error on the computed 
friction Reynolds number, followed by σ and the wall-adapting lo-
cal eddy-viscosity (WALE) models with a 0.6% error each.

Finally, same statistics are gathered with WMLES in Mb = 0.1
and Reτ = 5200 turbulent channel flow configuration. Fig. 7 shows 
the results that are in very good agreement with DNS data of Lee 
and Moser [58] far from the wall, showing the model efficiency in 
correcting the LES field’s low resolution in the near-wall region.

5.2. Turbulent boundary layer flow

We proceed to present the results obtained by simulating tur-
bulent boundary layers in a compressible regime using DNS, WR-
LES and WMLES techniques. In particular, for the first two cases, 
we consider a M∞ = 2 setup with an adiabatic wall condition at 
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Fig. 5. DNS of turbulent channel flow at Mb = 1.5 and Reτ = 215. Distribution of (5a) mean velocity profiles, (5b) Reynolds stresses and (5c) temperature profiles as a 
function of y+ , compared with reference DNS data of Modesti and Pirozzoli [33] (gray lines).

Fig. 6. WRLES of turbulent channel flow at Mb = 0.1 and Reτ = 590. Distribution of (6a) mean velocity profiles and (6b) Reynolds stresses as a function of y+ , compared 
with reference DNS data by Vreman and Kuerten [57] (gray lines).

Fig. 7. WMLES of turbulent channel flow at Mb = 0.1 and Reτ = 5200. Distribution of (7a) mean velocity profiles and (7b) Reynolds stresses as a function of y+ , compared 
with reference DNS data by Moser et al. [59] (gray lines).
Reτ = 250, while for the latter, a hypersonic M∞ = 5.86 regime 
is addressed and the friction Reynolds number is significantly in-
creased (Reτ = 1200). For this simulation δ0, the incoming bound-
ary layer thickness is selected as the characteristic length. The 
parameter is computed at the height where the boundary layer 
recovers the 99% of the free-stream speed. Thus, to each boundary 
layer station a given friction Reynolds number Reτ = δ/δν is asso-
ciated with, where δν = μw/(ρw uτ ), μw , ρw and uτ still denoting 
12
the viscous length, the laminar wall viscosity, the fluid wall den-
sity and the wall friction velocity, respectively. The inflow friction 
Reynolds number, Reτ ,0 = δ0/δν , is enforced as a boundary condi-
tion as reported in Table 2. All simulations are carried out using a 
three-dimensional box of size Lx × L y × Lz = (90 ×10 ×6)δ0, which 
is long enough to adequately capture the large-scale and intermit-
tent dynamics of turbulent structures avoiding any statistical corre-
lation with the inflow condition. A summary of the simulation pa-
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Fig. 8. DNS of boundary layer flow at M∞ = 2 and Reτ = 250. Distribution of (8a) mean velocity profiles and (8b) Reynolds stresses as a function of y+ , compared with 
reference DNS data by Pirozzoli and Bernardini [24] (gray lines).

Fig. 9. WRLES of boundary layer flow at M∞ = 2 and Reτ = 250. Distribution of (9a) mean velocity profiles and (9b) Reynolds stresses as a function of y+ , compared with 
reference DNS data by Pirozzoli and Bernardini [24] (gray lines).
rameters is given in Table 2, where the number of points and mesh 
spacing in viscous units are also reported for each case. As far 
as the boundary conditions, fully three-dimensional Navier-Stokes 
Characteristic Boundary Conditions (NSCBC) [60,61] are imposed at 
the top and the right boundaries of the domain using both charac-
teristic decomposition and granting the evolution of transverse and 
viscous terms. This method provides the proper outflow behavior
with a minimal reflection of acoustics waves or injection of spu-
rious oscillations. At the bottom wall, no-slip and non-penetrating 
conditions are satisfied by setting all velocity components to zero 
while adiabaticity/isothermality is enforced setting the wall tem-
perature equal to

T w

T∞
= Trat

[
1 + r

2
(γ − 1)M2∞

]
(17)

where r = Pr1/3 denotes the recovery factor, while Trat denotes 
the ratio between the wall temperature and the nominal adiabatic 
temperature. According to the available DNS references, Trat is set 
equal to 1 and 0.76 for super- and hyper-sonic cases, respectively. 
The flow is assumed to be statistically homogeneous in the span-
wise direction, and periodic boundary conditions are applied. The 
inflow condition is implemented accordingly to the synthetic digi-
tal filter method originally developed by Klein et al. [62] and later 
optimized by Kempf et al. [63], where velocity fluctuations are su-
perimposed to a nominal turbulent mean velocity profile. Finally, 
13
the computation is initialized by prescribing a fully developed tur-
bulent boundary layer using the Van Driest transformed Musker 
family profiles [64] and perturbing the initial system with the dig-
ital filter approach. Fig. 8 shows the mean streamwise inner-scaled 
velocity profile, u+ = ũ/uτ , and density-scaled Reynolds stress 
components, τ̄+

i j = ρ̄˜u′′
i u′′

j /τw , as a function of the inner-scaled 
wall distance, y+ = y/δν . We observe an excellent agreement with 
the reference DNS data by Pirozzoli and Bernardini [24], validating 
the DNS solver even for supersonic boundary layer flows.

The same reference case is also exploited to compare WRLES 
solutions, as shown in Fig. 9. Here, we observe a good agreement 
with reference data with only minor deviations on the peak loca-
tion of the streamwise component of velocity fluctuations. Finally, 
we validate our WMLES implementation in the extreme condi-
tions of a M∞ = 5.86 hypersonic flow, which is also a test case 
for the aptness of the implemented shock-capturing scheme. On 
this note, we used the TENO-A 5 convective scheme, whose perfor-
mances enhance WMLES computations. Fig. 10 show the results for 
the mean streamwise inner-scaled velocity, the turbulent kinetic 
energy, k+ = ρ̄˜u′′

i u′′
i /τw , and the mean inner-scaled temperature 

profiles. Both LES profiles (blue dots) and wall model outputs (or-
ange lines) are reported, which are representative of the exchange 
between the model and LES domain [18]. An excellent agreement 
is observed compared to the reference DNS data by Cogo et al. [65]
in the mean streamwise velocity and temperature profiles, while 
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Fig. 10. DNS of turbulent boundary layer at Mb = 5.86 and Reτ = 1200. Distribution of (10a) mean velocity profiles, (10b) Reynolds stresses and (10c) temperature profiles 
as a function of y+ , compared with reference DNS data of Cogo et al. [65] (gray lines).
deviations in the inner layer are present in the turbulent kinetic 
energy profile. Nevertheless, the outer layer dynamics are correctly 
recovered.

6. Conclusions

We have presented URANOS, an in-house, GPU-enabled, high-
resolution, compressible flow solver, which is tailored for wall-
bounded flow applications. Specific detail was presented on the 
solver structure, numerical methods and discretization of the 
Navier-Stokes system of equations. Particular attention is paid in 
describing the numerical techniques ranging from variable accu-
racy order, several advanced shock-capturing procedures, and an 
ad-hoc treatment of viscous terms.

With the algorithm defined, attention was focused on the per-
formance aspects of the software. The methodology in adopting 
OpenACC for on-node parallelism on both CPUs and GPUs was 
detailed showing quantitative performance results. Relevant infor-
mation is also provided regarding the multiple MPI approaches 
managed by the code. In total, three different MPI approaches are 
documented and profiled with both GPU-aware MPI and copy-
to-host communication. With this, URANOS’ users can select the 
optimal MPI implementations for the available architecture.

Finally, the work documents quantitative results for the solver’s 
accuracy. In particular, starting from the most basic validations, 
data are provided for the predictions of the wall-flow dynamic in 
channel flow and turbulent boundary layer configurations, compar-
ing available reference solutions with present DNS/LES and WMLES 
results across a broad spectrum of both Reynolds and Mach num-
bers.

The present software constitutes a flexible and multi-platform 
fluid dynamic solver that is beyond the limitations of other freely 
available software. In particular, two characteristics make URA-
NOS a further step in the CFD panorama: i) Since OpenACC is 
configured as a standard directive-based language extension, URA-
NOS can use contemporary and future GPU-based clusters in a 
vendor-neutral manner, limiting the tuning process and the refac-
toring activities concerning the continuous changes and the con-
stantly evolving HPC market. Thus, making the solver an easily 
maintained, truly open-source, and highly flexible platform, even 
in light of upcoming GPU technologies. ii) Today, available high-
resolution open-source solvers are based on DNS, while URANOS 
adopts state-of-the-art turbulence modeling strategies in terms of 
LES strategies and WMLES approaches, positioning the solver as a 
key starting point for developing more complex physical models 
targeting engineering applications.

Future developments of the program will include complex 
(and even moving) geometry treatment to deal with complex 
engineering-based applications, e.g., [66–68]. The open-source ver-
14
sion of the code is available at the following link: https://gitlab .
com /fralusa /uranos _gpu.
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Appendix A. Additional solver verifications

The present appendix aims at presenting additional numerical 
verifications in terms of convective and viscous schemes error scal-
ing and 1D/2D Riemann problems behaviors.

A.1. Convective schemes error scaling

As a first step, we measure the error scaling of the convective 
schemes by comparing numerical solutions to analytical references. 
In particular, the advection of a single harmonic density wave is 
used as a test case. The problem’s initial conditions read as fol-
lows:

(ρ, u, v, w, p)0 = (1 + A sin(πx), u∞,0,0,1) (18)

and neglecting viscous terms, 1D periodic compressible Navier-
Stokes system of equations admits the following solution

(ρ, u, v, w, p) = (1 + A sin (π(x − u∞t)), u∞,0,0,1). (19)

https://gitlab.com/fralusa/uranos_gpu
https://gitlab.com/fralusa/uranos_gpu


F. De Vanna, F. Avanzi, M. Cogo et al. Computer Physics Communications 287 (2023) 108717

Fig. 11. Error scaling on a smooth solution for various convective schemes.

Fig. 12. Density profiles for the Sod’s shock tube (12a-12b) and Shu-Osher problem (12c-12d). A comparison between the analytical and the numerical solution is presented 
as a function of convective schemes.
15
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Fig. 13. Comparison of the self-similar density field flow structure for the four-quadrants problem as a function of the shock-capturing approach.
Here A = 0.2 and u∞ = 0.05, respectively. The p and the ∞ norms 
are computed by comparing the numerical solution, ρ∗ , with the 
analytical reference according to the following expressions:

Lp =
(

1

Nx

Nx∑
i=1

|ρi − ρ∗
i |p

)1/p

(20a)

L∞ = Nx
max
i=1

|ρi − ρ∗
i | (20b)

Here Nx denotes the number of grid points while p, the norm or-
der, is set equal to 1 and 2. Error scalings are reported in Fig. 11. 
From the obtained results, all schemes are found scaling with their 
theoretical order of accuracy, and the outcome remains stable for 
all the investigated norms. This confirms that the convective dis-
cretization methods are adequately implemented.

A.2. One dimensional Riemann problems

As a further step two one-dimensional Riemann problems for 
the Euler equations are here presented. In particular, the Sod and 
the Shu-Osher shock tube problems are considered [25]. Initial con-
ditions are provided by Jiang and Shu [25]: The problems are 
addressed on a uniform mesh featuring Nx = 200 grid points. Ex-
trapolation boundaries are ensured at the left and right limits. 
The five shock-capturing approaches (i.e., WENO-Z 3/5/7, TENO 5, 
16
TENO-A 5) are used to gather the numerical solutions. Comparison 
to a Nx = 2000 points numerical solution is determined. System 
dynamics is evolved up to t/t0 = 2 and t/t0 = 1.3 time units for 
the Sod and the Shu-Osher problem, respectively. Fig. 12 collect 
the results of the analysis. In particular, Figs. 12a and 12c pro-
vide the Sod’s and the Shu-Osher global scaled density profiles, 
ρ/ρ0, as a function scaled tube axial coordinate, x/L0. Enlarge-
ments on critical regions are provided in Figs. 12b and 12d. From 
the obtained results, it can be observed that all shock-capturing 
methods accurately represent the system dynamics. In particular, 
a marked dependence on the order of accuracy as well as moving 
from WENO to TENO is found. Discontinuous and intensively vary-
ing portions of the density field (i.e., shocks and high-frequency 
features) adhere progressively to the reference as the order of ac-
curacy increases.

A.3. Two dimensional Riemann problems

A 2D-Riemann problem for Euler equations is additionally ad-
dressed to further visualize shock-capturing algorithm accuracy. 
Similar to the one-dimensional version, the problem consists of 
initializing a discontinuous solution to the Euler system of equa-
tions and displaying the system’s behavior through time. By in-
troducing a second dimension, many different configurations and 
combinations are made feasible and Guo and Shi [69] provide a 
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Fig. 14. Error scaling on a smooth solution for viscous schemes as a function of the order of accuracy.
comprehensive overview of the most prevalent arrangements. Here 
we deal with the following four-quadrants setup:⎛⎜⎜⎝

ρ
u
v
p

⎞⎟⎟⎠
0

=

⎧⎪⎪⎪⎨⎪⎪⎪⎩
(1.5000,0.000,0.000,1.500) if x > 0, y > 0

(0.5323,1.206,0.000,0.300) if x < 0, y > 0

(0.1380,1.206,1.206,0.029) if x < 0, y < 0

(0.5323,0.000,1.206,0.300) if x > 0, y < 0

(21a)

Despite previous tests, the results of two-dimensional Riemann 
problems are purely qualitative in terms of contours plots and 
provide distinctions regarding the resolution of shock-capturing 
schemes. Simulations are performed on uniform grids of size (Lx ×
L y) = L0 × L0 length units and featuring in Nx × N y = 1600 × 1600
computational nodes. Extrapolation boundaries are employed in all 
the four edges of the domain, and the solution is advanced in time 
up t/t0 = 0.3. Results are reported in Fig. 13 where the self-similar 
density field flow structure obtained with WENO-Z 5 (Fig. 13a), 
WENO-Z 7 (Fig. 13b), TENO 5 (Fig. 13c) and TENO-A 5 (Fig. 13d) 
are reported. Results perfectly fit the qualitative analyzes reported 
in the literature [69], and again, the effect of the order of accuracy 
concerning the shock-capturing approaches is shown. In particu-
lar, by increasing the accuracy order of WENO methods, as well 
as going from WENO to TENO implementations, enhanced spectral 
properties allow for determining additional shear layer instabilities 
as well as greater detailing of the central plume.

A.4. Viscous scheme error scaling

A laminar and steady-state Kolmogorov Flow is examined under 
doubly periodic conditions to quantify the error scaling of viscous 
components. The problem involves forcing the two-dimensional 
Navier-Stokes system of equation along with a single Cartesian di-
rection with the following term

f (y) = α sin (ωky) (22)

Here ω = 2π/L y is the reduced frequency, k is the wave number, 
α is the force amplitude, and L y is the length of the domain along 
with the y-coordinate. Low-speed and laminar conditions make 
Navier-Stokes system to reduce to the following equation

d

dy

(
μ

du

dy

)
+ f (y) = 0 (23)

whose analytical solution is expressed as

u(y) = αRe∞√
γ Ma ω2k2

sin (ωky) (24)

∞

17
The problem is numerically reproduced by simulating the flow 
dynamics in a square box of size Lx × L y = L0 × L0. The force am-
plitude, α, is set to 0.1u∞ while k is set to 4. Laminar conditions 
are assured by setting the reference Re∞ = 10 and Ma∞ = 0.1, 
respectively. The computation is carried out until the steady-state 
convergence of the system.

Five increasingly refined uniform grids are employed to com-
pare the analytical and the numerical solutions. In particular, 
Fig. 14 provides the error scaling of viscous terms for a 2nd, a 
4th and a 6th order implementation. Results allow us to state that 
the viscous components are adequately implemented. Additional 
details of the method are reported by De Vanna et al. [39].
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