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Abstract. In a DAQ system a large fraction of CPU resources is engaged in net-
working rather than in data processing. The common network stacks that take
care of network traffic usually manipulate data through several copies perform-
ing expensive operations. Thus, when the CPU is asked to handle networking,
the main drawbacks are throughput reduction and latency increase due to the
overhead added to the data transmission process. Networking with zero-copy
can be achieved by adding a Remote Direct Memory Access (RDMA) layer to
the network stack and making dedicated hardware take care of the burden of the
stack handling. Considering the ever-growing demand of larger bandwidth for
big data systems, many works point in the direction of implementing network
stacks on custom hardware. FPGAs are the natural target for reducing time to
market and keeping a low entry-barrier. In this work implementation of RDMA
directly on the front-end electronics is explored, in this way it is possible to
free part of the computing farm’s CPU resources. RDMA over Converged Eth-
ernet (RoCE) is the industry-standard Ethernet-based RDMA solution with a
multi-vendor ecosystem, making it the natural choice. This work focuses on the
hardware implementation of a stripped-down version of RoOCEv2 implementing
only the transmitter part of the protocol, enabling its deployment in small FPGA
such as the rad-hard parts used in the detector front-end. Preliminary results of
resource usage, latency and throughput will be shown.

1 Introduction

In a DAQ system a large fraction of CPU resources is engaged in networking rather than in
data processing. The common network stacks that take care of network traffic usually ma-
nipulate data through several copies performing expensive operations. Thus, when the CPU
is asked to handle networking, the main drawbacks are throughput reduction and latency
increase due to the overhead added to the data transmission process. Networking with zero-
copy can be achieved by adding a RDMA layer to the network stack and making dedicated
hardware take care of the burden of the stack handling. The main goal of the RDMA imple-
mentation is to move up the adoption of clever networking protocols to the data producer.
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In the context of a physics experiment this means to implement the network protocol
in the detector front-end electronics. Therefore, the front-end electronics can initiate the
RDMA transfer to the computing farm, eliminating the point-to-point connection between
the front-end and back-end allowing the freedom of dynamically switching the routing to the
computing nodes according to their processing availability. By appropriately choosing the
network protocol for RDMA it is also possible to obtain a two-fold benefit. The possibility
of adopting commodity hardware makes the data acquisition (DAQ) system reduce reliance
on custom hardware and it exploits all the advantages of a mature technology. In this way,
the DAQ system gains in scalability and easiness of maintainability. RDMA Over Converged
Ethernet (RoCE) is the de facto industry-standard Ethernet-based RDMA solution with a
multi-vendor ecosystem, making it the natural choice.

In this work the implementation and simulation of the main firmware blocks for the re-
alisation of the RoCE endpoint have been explored. A real-time firmware simulation of the
RoCE network stack has been developed where real network packets are exchanged between
free-running Systemverilog code and the host machine via a TUN/TAP device which emu-
lates a connection with a physical device (FPGA). The second part will be devoted to the
verification process of the modified RoCE stack using the tools developed so far such as the
novel simulation framework. As a remark no performance study will be carried out here,
such numbers will reflect only on the of the simulator and machine’s characteristics not on
the network implementation itself.

2 FEROCE idea

With the ever-growing demand of larger bandwidth for big data systems, many works point
in the direction of implementing network stacks on custom hardware. In particular, FPGAs
are the natural target for reducing time to market and keeping a low entry-barrier. All this
common effort has been done keeping the paradigm of a datacenter where a computing farm
of servers exchange data between nodes as efficiently as possible. The main goal of the FE-
ROCE project (Front-End RDMA Over Converged Ethernet) is to move up the adoption of
clever networking protocols to the data producer (figure 1b). Therefore, it is the front-end
electronics that could take care of initiating the RDMA transfer towards the computing farm.
In such a way we eliminate the point-to-point connection between the front-end and the back-
end (figure 1a) leaving the freedom of switching dynamically the routing to the computing
nodes according to their processing availability. The RDMA protocol choice is crucial to
enable the use of commodity hardware, leading to the use of mature and proven technologies
while reducing the use of custom hardware. For instance, the capability of bandwidth aggre-
gation given by Ethernet network protocols or traffic prioritisation like Quality of Service.
In this way, the DAQ system gains in scalability and easiness of maintainability. RDMA
over Converged Ethernet (RoCE) is the most commonly used RDMA technology for Ether-
net networks and is deployed at scale in some of the largest datacenters in the world. RoCE
is the only industry-standard Ethernet-based RDMA solution with a multi-vendor ecosystem
delivering network adapters and, in its second version (ROCEv2), operating over standard
layer 2 and layer 3 Ethernet switches since it includes IP and UDP headers in the packet
encapsulation. The target RoCE implementation needs to be scalable, in that sense it has to
be configurable to tackle different scenarios: front-end with lower or higher data rate will re-
quires 10 Gbps or 25 Gbps respectively, while a data aggregator board will require 100 Gbps
instead.

The use of FPGA at the front-end level has gained attention in the last decade for
many physics experiments. The well-known advantages of the FPGAs over ASICs like re-
configurability, low entry barrier and quick and easy design flow, made the small-size FPGA
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Figure 1: Point-to-point connection between front-end and back-end (left). Data are read
and packaged into network frame by computing farms. Network protocol is implemented
directly in the front-end (right) allowing the use of commercial switches right after the front-
end electronics.

appealing for the front-end electronics in the outer detector regions where the radiation lev-
els are acceptable for such devices. After the digitalization of the detector data, front-end
designers choose FPGAs for handling the data movement towards the back-end electronics.
The market availability of small FPGA provided with high-speed transceivers able to sustain
an aggregated bandwidth in the order of 100 Gbps at affordable prices, makes this device the
perfect candidate for driving high speed optical links. On the other hand, FPGAs are also
largely employed in big data processing. They are very suitable for networking purposes be-
cause of their natural strength in data streaming [1-5]. The FEROCE project aims to leverage
this networking capability to enhance data transfer from the front-end.

3 Developing the network stack

Alex Forencich network stack [6] was selected as a backbone for the development of the
RoCEv2 modules. It features AXI-Stream connections between the network layers where the
header fields and the payload are exchanged. It supports UDP/IP, ARP and Ethernet packets.
The stack can achieve 1, 10 or 25 Gbps speeds. For the intended use case only 10/25 Gbps
will be used and the code will be expanded to achieve 100 Gbps. The table 1 summarizes the
payload AXI Stream datapaths a the relative clock frequencies used. Communication with the

Table 1: Network stack datapath widths and clock frequencies

Speed Datapath | CLK Frequency | Max throughput before MAC

10 Gbps 64b 156.250 MHz 10.0 Gbps
25 Gbps 64b 390.625 MHz 25.0 Gbps
100 Gbps 512b 322.266 MHz 165.0 Gbps

external network is made with the Alex Forencich MAC running at 156.25 MHz or 390.625
MHz depending on the selected speed [6] or the Integrated 100G Ethernet Subsystem hard
block (100 Gbps) [7]. Although 100 Gbps would not be implementable in small-size rad-hard
FPGAs, maintaining this option allows for the potential deployment of the stack in alternative
environments, rather than restricting it to 10 or 25 Gbps. The 10/25 Gbps MAC XGMII
interface is used to communicate with the previously developed dynamical simulation [8].
To target the different datapaths, an AXIS async adapter was used, enabling the emulation of
a higher speed by simply increasing the MAC clock frequency.. To target 100 Gpbs minor
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changes are introduced in the stack, namely the increased data with from 64b to 512b. A
simplified diagram of the stack is depicted in figure 2.
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Figure 2: Network stack diagram: The main building blocks are the ETH, IP, and UDP
engines. ARP and ICMP facilitate the mapping of MAC addresses to IP addresses, enabling
the use of ping commands. ICRC is inserted at the end of the IP TX datapath to compute the
redundancy checks required by the RoCE stack.

4 Developing RoCEv2 tx module

The main goal of developing the
RoCEv2 from scratch is the possi-
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are sent to the FPGA firmware ready to be loaded using the connection info ports. Once
the connection is established, the data transmission can be initiated defining the receiver
IP address and the length of the DMA transfer. At the end of each packet the receiver
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sends an acknowledge (ACK) if the PSN received matches the expected one, otherwise a
not-acknowledge (NACK) will be sent and that packet should be re-transmitted. Once the
message is sent an other out-of-band signal is sent to notify the receiver that the data stored
in its memory is ready to be read. The SEND operation is basically the same, but it doesn’t
instruct the receiver on where to store the data, it is up to the application to allocate the
buffers and read them when a completion is triggered. Given the fact that the main goal of our
project is to push data from the front-end to the receiver, only RDMA WRITE is considered
in the following studies, the SEND operation instead will be explored in future developments.

The RoCEv2 core is depicted in figure 4, and the main modules are described as follows:

e Connection manager: Listens to a specific UDP port and decodes the QP parameters sent
by the server. This information updates the QP state.

e Header FSM: Takes the data stream as input and, based on the required DMA transfer
length, splits the transfer into FIRST, MIDDLE, and LAST packets. Each packet consists
of payload data and the corresponding InfiniBand headers [9].

e RoCE TX: Takes the headers and packeges them to the payload data, generating a data
stream ready to be sent to the UDP TX engine.

e RoCE RX ACKs check: Processes the incoming UDP stream to identify InfiniBand ACK
packets. If an ACK is detected, it verifies whether the corresponding transfer was success-
ful. In the case of a NAK, the transfer is halted.

e QP state: Receives parameters from the Connection Manager and sends the relevant infor-
mation to the Header FSM, which then constructs the RoCE packet accordingly.

N
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—>» AXIS payload v
——» Control/Status A
QP State |« ROCE RX

(ACK)

T3
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Figure 4: Dagram of the RoCEv2 TX module. It accepts AXI stream as input and produces a
UDP stream to be sent to the stack described in section 3.
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To ensure compliance with RoCEv2, modifications were made to the UDP engine. The
UDP checksum is disabled and set to 0 [10], and an ICRC must be appended to the end of each
transmitted ROCEv2 packet. This ICRC is computed according to Ethernet specifications and
is calculated only on the invariant fields of the packet [10]. Since this computation must be
performed at 100 Gbps speeds, the module must be implemented with careful optimization

[11].
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5 Results

On table 2 the resource usage is summarized for the various speeds. The module can fit within
a medium sized FPGA to allow free resources for computing, DAQ and other modules. For
the following tests a Xilinx VCU118 board equipped with a Virtex Ultrascale+ FPGA is
considered.

Table 2: VCU118 resource usage

Speed | LUT [k] | Regs [k] | BRAM

10G 13 16 11.5
25G 13 16 11.5
100G 30 43 24.5

To evaluate the code a simple point to point connection is set up, one of the VCU118
QSFP is connected directly to a NIC, in our case a Mellanox Connect-X 6. For 10/25 Gbps
speeds, the first QSFP lane is used, whereas for 100 Gbps, the entire QSFP module is utilized.
To start a transmission, first, a Queue Pair is set
up on the receiver side (PC), and its parameters are
then sent to the FPGA via UDP. Once this setup
is complete, data transfer can begin. Various mes-
sage sizes were transmitted, and throughput and la-
tency were evaluated using ACK packets, as shown
in Figure 3. The throughput results are presented
in Figure 5, where all speeds plateau at a message
size of approximately 1 MB. The theoretical max-
imum throughput is 98.5% of the available max-
imum speed with a PMTU of 4096 bytes'. The e e
RETH header is not considered in this computa- ‘ ‘ [+ 106G 64b@15625MHz
tion, as it is only sent in the first packet” [9]. The O esage Size KB
stack at 10 and 25 Gbps reach 97.8% of the max
theoretical throughput, 9.63 Gbps and 24.09 Gbps Figure 5: Point-to-point throughput tests:
respectively. The stack at 100 Gbps, thanks to the the 10G and 25G implementations share the
increased AXIS stream speed, reaches 99.6% of same .COde’ bult.()pe.rate a dlﬁerem Clo.Ck fre-

quencies, resulting in proportional scaling.
the max theoretical throughput which is 98.1 Gbps.
For the latency with a 262 kB message 4.6 us,
5.0 us and 3.2 us, for 10, 25 and 100 Gpbs are
measured respectively. Table 3 summarizes the speed obtained at the plateau and the relative
throughput comparing our stack to a Mellanox Connect-X NIC RDMA WRITE bandwidth
test.

Throughput [Gbps]
>

A similar test was conducted in a highly congested network. The test setup is illustrated
in Figure 6, where a switch is positioned between the VCU118 and the Mellanox Connect-X
card, while a second Connect-X sender is configured to induce congestion on the receiver
side.

' = peMIU ., where HDRS = 14 + 20 + 8 + 12 + 4 + 4 = 62B, corresponding to ETH, IP, UDP, BTH,
ICRC, and FCS, respectively
2Wiht opcodes FIRST or ONLY
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Table 3: Point-to-point throughput results compared to the Connect-X bandwidth test

Speed Connect-X 6 | VCUI118 | Relative throughput

10 Gbps 9.8 Gbps 9.6 Gbps 98.0%
25 Gbps 24.5 Gbps | 24.2 Gbps 98.8%
100 Gbps | 98.2 Gbps | 98.1 Gbps 99.9%

The goal of this test is to determine whether flow
control can slow down the senders enough to pre-
vent packet loss at the receiver. The Connect-X
sends write transaction with the tool ib_write_bw
and the FPGA with the procedure described above,
but in this case the Priority Flow Control was en-
abled at the MAC side. If a congestion is de- L

VCU118 (VU9P)

tected, namely the buffer at the switch is filled
above a given threshold, a control packet is sent
to the sender. When a control packet is received,
the sender will pause its transmission for a given .

. . Figure 6: Schematic representation of the
amount of time set by the guanta field in the con- . .

o congestion test setup. A 100G capable switch

trol packet. The transmission can be resumed af- is used.
ter pause requested or when a control packet with
quanta 0O is received.

Table 4: Test with forced congestion. Connect-X, VCU118 and total combined throughput
are reported as well as the relative value with the un-congested test.

Speed Connect-X | VCUI118 | Combined throughput | Relative throughput

10 Gbps 5.2 Gbps 3.6 Gbps 8.8 Gbps 89.8%
25 Gbps | 13.1 Gbps | 9.1 Gbps 22.2 Gbps 90.6%
100 Gbps | 60.8 Gbps | 35.7 Gbps 96.5 Gbps 98.3%

The test confirms that flow control is working correctly, as the total throughput at the
receiver side remains close to that of the non-congested test. The switch appears to prioritize
the Connect-X NIC sender; in fact, an inspection of the pause frames reveals that all priorities
are utilized on the sender NIC port, whereas only the first priority carries data on the VCU118
side. Additional testing is required, but it falls outside the scope of this study. The test was
conducted for over two days to verify that no packets sent from the FPGA were lost due to
congestion.

6 Conclusions

In the framework of the FEROCE project, we proposed the implementation of a simpli-
fied, TX-only RoCEv2 stack, entirely written in Verilog. Compared to existing solutions,
this approach enables portability across different FPGAs, with only the MAC and Gigabit
transceivers remaining vendor-specific. The proposed stack has been demonstrated to be effi-
cient, achieving a throughput comparable to that of a Connect-X NIC. Further improvements
are required, including the development of a retransmission module to enhance transmission
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reliability. Finally, the stack will be tested at 10 Gbps on a Microchip PolarFire radiation-hard
FPGA

This work is partially supported by ICSC — Centro Nazionale di Ricerca in High Performance Com-
puting, Big Data and Quantum Computing, funded by European Union — NextGenerationEU.
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