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Abstract: Accurate odometry is fundamental for most mobile robot applications. In this
paper, we propose a multimodal sensor fusion architecture for odometry estimation based on
an Extended Kalman Filter (EKF), which integrates asynchronous data sources such as wheel
odometry, IMU measurements, and LiDAR-based odometry estimates to exploit the strength
of each sensor. To correct drift, we employ LiDAR odometry using an algorithm (Kinematic
ICP) that refines estimates using point cloud alignment constrained by robot’s kinematics. Its
output is fed back into the EKF, forming a closed-loop correction mechanism. We evaluate the
system’s performance in a simulated environment with real-world conditions.
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1. INTRODUCTION

Accurate and reliable odometry from onboard sensing is a
fundamental requirement for autonomous mobile robots,
particularly in navigation, mapping, and control tasks.
Traditionally, odometry is measured from wheel encoders,
due to their low cost and simplicity. However, wheel
odometry alone suffers from cumulative drift and sensi-
tivity to wheel slippage or terrain irregularities, leading
to inaccurate long-term pose estimation (Durrant-Whyte
and Bailey [2006]). To mitigate these limitations, modern
robotic systems often rely on sensor fusion strategies that
combine multiple sources of motion-related information. In
this respect, Inertial Measurement Units (IMUs) provide
high-rate angular and linear acceleration data, which com-
plement wheel odometry by improving orientation estima-
tion (Delmerico and Scaramuzza [2018]). However, IMUs
are also affected by noise and integration drift over time.
On the other hand, 3D LiDAR sensors offer geometrically
consistent environmental measurements, enabling robust
corrections through algorithms like Iterative Closest Point
(ICP). Despite their accuracy, though, LiDARs typically
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operate at lower frequencies and are computationally de-
manding.

In this paper, we propose a multi-modal odometry fu-
sion architecture that integrates wheel odometry, IMU
measurements, and LiIDAR odometry using an Extended
Kalman Filter (EKF) (Maybeck [1982]). Additionally, we
introduce a feedback mechanism, where the refined pose
produced by the LiDAR odometry is periodically fed back
to the fusion pipeline to enhance even further accuracy
over time. Unlike traditional prediction-based filtering ap-
proaches, our design leverages a fully data-driven correc-
tion strategy, allowing flexible and asynchronous updates
from each sensor. This setup not only improves accuracy
by reducing drift, but also maintains high-frequency up-
dates, which are essential for real-time robotic tasks. We
evaluate our approach in a simulated environment, com-
paring it against various baseline and state-of-the-art fu-
sion strategies. Our results demonstrate that the proposed
architecture achieves competitive accuracy while retaining
high update rates, balancing precision and responsiveness.

2. PROBLEM FORMULATION

In this work, we address the problem of estimating the pose
of an Autonomous Mobile Robot (AMR) navigating in an
unknown, planar environment using only onboard sensors
(e.g., wheel encoders, IMU, LiDAR). To integrate the
information from these heterogeneous sources, we adopt
an EKF to fuse their pose estimates. We formalize the
localization task by introducing the (moving) robot frame
Fr(t), whose origin is placed in correspondence to the
AMR’s center of mass. The pose of the frame Fg is
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expressed with respect to a fixed inertial world frame Fy,
and is defined as xpr(t) = (pr(t), Rr(t)) € SE(2), where
SE(2) = R? x SO(2). Given the assumption of planar
motion and the use of the AMR, the robot pose results
as xr(t) = (pr(t),0r(t)) € R? x [—m;7], where Og(t)
denotes the robot’s orientation with respect to the world
frame Fy . To support filtering and enhance estimation
performance, we augment the robot’s state by including
its velocity. In general, for a planar mobile robot, the
velocity vector expressed in the robot frame Fg is defined
as v(t) = (v(t),w(t)) € R? where v(t) is the linear speed
along the x-axis of the robot frame Fr and w(t) is the
angular velocity of the robot. In the considered case, the
robot is realized as a differential-drive robot (DDR), which
imposes a non-holonomic constraint that prevents lateral
motion. As a result, the velocity component along the y-
axis of the robot is constrained to zero. Accordingly, we
define the full state of the system as:

q(t) = (xg(t), v(t)) (1)
The augmented state is crucial for implementing an EKF,
which leverages both pose and velocity information to
refine the pose estimate through the fusion of different
odometry estimates and sensor measurements.

3. ODOMETRY ESTIMATION FACTORS

The approach based on fusing different odometry esti-
mates through an EKF enables the integration of data
from heterogeneous sensors, each operating at different
sampling rates, while providing a continuous estimate of
the robot’s pose. In this work, we focus on the specific set
of sensors mentioned above and their odometry estimates,
each contributing as a distinct factor in the proposed
architecture. Nonetheless, this latter is designed to be
modular and easily extendable to other odometry sources
that are not considered here.

Wheel Odometry Factor (WOF).  The first considered
factor is obtained from the optical encoders that are
mounted on the robot’s driving wheels to measure their
angular displacements [A¢r(t), Adgr(t)]. From these read-
ings, the total displacement along the sagittal axis of the
robot (As(t)) and the angular one (Af(t)) are obtained
through the relations:

As(t) = Agr(t) ; A¢r(t)

r(A¢r(t) — AdL(t))

(2)
where r is the radius of the wheels and d is the distance
between them. The robot’s pose can hence be derived as:

, A6(t) =

zr(t+1) xRr(t) + As(t) * cos(0r(t))
xg(t+1)= |yg(t+1)| = lzR(t) + As(t) * sin(0g(t))
Or(t+1) Or(t) + AB(t)

3)
while, for what concerns the robot velocities, we can
determine them as

As(t) AD(t)

vt =R, T Aty @

with Aty being the time interval between two encoder
readings. While wheel odometry results often available
on mobile robots and offers a lightweight and real-time
estimate, it is prone to drift caused by wheel slippage,
sensor noise, and uneven terrain. However, if combined

w(t+1)
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with other measurements it ensures long-term accuracy in
the resulting odometry estimate (Thrun et al. [2005]).

IMU Odometry Factor (IOF).  The second factor is
obtained from the system IMU. An IMU is typically is
composed by a 3-axis accelerometer plus a 3-axis gyroscope
and, in some cases, it also includes a magnetometer. It can
provide measurements at a high sampling rate, making
it valuable for real-time pose estimation. Unfortunately,
each sensor component is prone to specific error sources
that affect the final pose estimate. The gyroscope mea-
sures angular velocity and suffers mainly from biases, scale
factor errors, and integration drift, leading to significant
orientation errors over time. Even the accelerometer is
affected by bias, and it is also sensitive to mechanical
vibrations, which introduce noise in the linear acceleration
measurements. Finally, the magnetometer, typically used
to infer the robot’s heading w.r.t. the Earth’s magnetic
field, is highly susceptible to magnetic disturbances due
to ferromagnetic materials or electromagnetic interference.
These error sources are well documented in literature (Tit-
terton and Weston [2004]), and typically require sensor fu-
sion techniques to bound drift and stabilize pose estimate.

LiDAR Odometry Factor (LOF).  The last factor comes
from a LiDAR (in the planar scenario, a 2D-LiDAR). By
emitting laser pulses and capturing the reflected signals,
the LiDAR creates dense point clouds that represent the
environment, thus enabling the robot to perceive its sur-
roundings and navigate with a high degree of precision. In
this context, LIDAR odometry plays a crucial role when
addressing the robot localization problem, both per se and
in combination with other sensors. Indeed, by processing
consecutive scans, LIDAR odometry algorithms can esti-
mate the robot’s motion over time and improve real-time
localization. A widely used approach in this domain is the
Iterative Closest Point (ICP) algorithm (Besl and McKay
[1992]), which serves as a backbone for many LiDAR-based
localization applications (Dellenbach et al. [2022]), mainly
for its robustness in matching geometric structures. For
example, LIDAR Inertial Odometry (LIO) algorithms fuse
data from both LiDAR and IMU sensors, achieving higher
precision in the pose estimate. Despite being considered
a state-of-the-art solution, LIDAR odometry still presents
several challenges, primarily related to drift accumulation,
high computational demand, and relatively slow sensor
update rates. In this work, specifically, we choose to im-
plement the LiDAR odometry factor using the algorithm
proposed by Guadagnino et al. [2025], which will be briefly
reviewed in the following.

4. REFERENCE MULTI-MODAL ARCHITECTURES
4.1 Kinematic-ICP

The approach proposed in Guadagnino et al. [2025] is
based on LIO and integrates the kinematic model of the
wheeled robot directly into the ICP optimization algo-
rithm in order to reconcile the LiDAR point cloud with
the motion of the robot. This is done by taking as input
a prior estimate from another odometry source (such as
wheel odometry, see Figure la for reference) and refining
it with the LiDAR scan measurements, constraining the
optimization problem so that the output motion estimate
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Fig. 1. Multi-modal fusion schemes: a) possible implementation of the solution in Guadagnino et al. [2025]; b) generic
implementation of EKF fusion scheme with the factors as in Section 3; ¢) proposed architecture: EKF with feedback.

follows the robot’s specific kinematics. Moreover, the input
LiDAR scan can be downsampled to reduce the computa-
tional load, making the solution relatively lightweight. Re-
markably, the experiments reported in Guadagnino et al.
[2025] show how Kinematic-ICP (KinICP, in the following)
is able to correct the wheel odometry source even in the
presence of a large drift. On the other hand, though, the
speed of the algorithm remains limited by the LiDAR’s
(slow) update rate, therefore making it not employable in
very dynamic scenarios.

4.2 Eztended Kalman Filter

A different approach consists of merging all three odome-
try factors, WOF, IOF, and LOF, through an EKF in
a probabilistic and consistent manner, as schematically
represented in Figure 1b. By alternating a model-based
prediction step and a measurement-based update step, the
EKF provides recursive state estimation in the presence of
nonlinear dynamics and noisy observations, making it well
suited to address the robot localization problem.

The filter operates over the state q introduced in (1),
in which we consider both robot’s pose and its velocity,
evolving as an autonomous system in the prediction phase.
Then, we drive the correction step of the filter using
only internal estimates provided by the different factors,
updating the filter’s state in a fully data-driven fashion.

Qrje—1 = f(Qr-1)e-1) (5)

Qe = Qepe—1 + K (Zi - h(élt|t—1))
Each sensor contributes to the filter through a standard
observation model of the form:

z; = hi(q) +n; (6)
where z; is the observation coming form the i-th sensor,
h;(e) is the generally nonlinear sensor-specific measure-
ment function and n; ~ N (0, R;) is an additive Gaussian
noise with zero-mean and covariance R,;. The matrix R;
reflects the confidence in the measurement and directly
influences the Kalman gain K; during the correction step.
More uncertain or noisy sensors (e.g. IMU accelerome-
ters) are assigned higher covariances, thus contributing
less aggressively to the state correction, whereas more
accurate or drift-resistant sensors (e.g. LIDAR odometry)
show lower covariances and therefore have higher influence
in the correction step.

This design enables high-frequency updates based on fast
sensors such as IMU and wheel odometry estimates, while
also incorporating lower-rate but globally consistent es-
timates from LiDAR odometry, which reduces drift in

the EKF’s estimate, enhancing therefore its accuracy. The
filter works at a fixed frequency frxr while each of the
sensors is free to provide data at a different rate: If a new
sensor update is not available at the current time step,
the filter simply proceeds with the model-based prediction,
thus ensuring output estimation continuity. This allows
for operating in real time even when sensor frequencies
are mismatched or irregular, or even in the presence of
faults from one or more data sources. A further advantage
of the EKF framework is that the sensor update order is
invariant: given independent measurements, the sequential
application of updates at the same time step leads to the
same posterior estimate, enabling therefore flexible and
asynchronous fusion of sensor estimates.

5. EKF ARCHITECTURE WITH FEEDBACK

In order to take advantage of the different data rates,
wheel, IMU, and LiDAR odometries can be combined
into a novel EKF architecture so as to provide a more
efficient and precise estimation. At first, only WOF and
IOF are fed directly into the EKF, and LOF is added
as an additional feedback-based correction, as hereafter
discussed.

With the assumptions made in Section 3, we observe that
the position estimate obtained from WOF is poor while,
conversely, the velocity estimate is pretty good. For this
reason, we consider only the velocity estimates inside the
EKF filter, with an observation model zyoF in the form:

T 2x1
zwor = [V W] =hwor(q) +nwor € R (7)
and associated measure covariance matrix as:

Rwor = diag(owor) € R*?, owor >0,  (8)
A similar reasoning is applied also to IOF, for which we
consider angular position and velocity for the measure-
ment update, with the observation model:

T
zior = [0 w]" = hior(q) + njor € R**! 9)
and measure covariance matrix Ryor chosen based on a
real sensor, whose details are reported in Section 6.

Then, we consider LOF' and, in particular, its implemen-
tation with the algorithm proposed by Guadagnino et al.
[2025], where wheel odometry is taken as baseline input
(see Figure la). However, recalling that wheel odometry’s
precision decreases rapidly over time, we argue that this
setup limits the potential of the KinICP algorithm.

To address this, we combine WOF and IOF through the
EKF and use this output as the baseline input for KinICP.
While this improves the quality and the robustness of the



estimate for KinICP, there remains the limitation due to
the relatively low frequency of LiDAR updates. Ideally,
we would aim at the output frequency of the EKF. For
this purpose, a feedback action is added to provide the
refined output from the KinICP into the EKF. In this way,
the EKF receives high-quality and periodic corrections
from LOF while it keeps producing a high-rate estimate
updating with the other factors. The schematic structure
of this proposed solution is shown in Figure lc. As shown,
the LOF presents a delay with respect to the proposed
scheme, which however does not affect the EKF due to its
implementation detail. The employment of LOF into the
EKF is ruled by a standard observation model that uses
all the entries from the state, as:

T
zror =[ty 0 vw =hror(q)+nror € R3*! (10)

and the measurement covariance matrix reads as:
Rror = diag(a,;op) S R5X5, oror >0 (11)

We assume one more condition on to the covariance
matrices of WOF and LOF, requiring that cor < owor
to force the EKF to trust the LiDAR-based updates
more and more. This reflects our confidence in the higher
accuracy and robustness of LOF while giving far less credit
to updates from WOF, to name one.

At last, we point out that our contribution is an architec-
tural one and the framework is sensor-agnostic. Therefore,
it can be adapted considering different types of sensors
(such as visual odometry or GPS).

6. EXPERIMENTAL VALIDATION

The architecture presented in Section 5 fuses multiple
odometry sources to produce a refined estimate of the
robot’s pose. It also includes a feedback mechanism for
better accuracy. We claim that this approach is on par,
or outperforms, other state-of-the-art fusion architectures,
while maintaining a high output rate. In the following, we
present the results obtained in a simulated environment to
validate our approach.

6.1 Experimental Setup

The scenario used for the comparison is a confined environ-
ment, used to recreate a room of approximately 8 x 4 m?.
The robot moves along a fixed trajectory with maximum
speeds limited to v = 0.15 m/s and w = 0.1 rad/s. In this
scenario, we compare our strategy with other estimation
architectures from both a qualitative and a quantitative
point of view. Also, the simulation provides us the ground
truth trajectory followed by the robot, which is also in-
cluded in the comparison for better understanding of the
results.

Tools.  The simulative environment is built in Gazebo
Garden, using ROS2 (Macenski et al. [2022]) as the mid-
dleware for sensor communication and processing. Each
of the components presented in Section 3 is implemented
using a ROS2 package, briefly described below:

e EKF: implemented using the robot localization pack-
age (Moore and Stouch [2014]), which supports multi-
rate sensor inputs while working at a fixed rate. In our
setup, the EKF runs at fgxr = 40 Hz;

Nicola Cigarini et al. / [FAC PapersOnLine 59-25 (2025) 1-6

e WOF: provided by ros2_control package, running at
a frequency of fywor = 20 Hz;

e JOF: based on the BOSCH BNOO055 sensor and
operating at a fior = 25 Hz;

e LOF: implemented using the KinICP algorithm. The
3D LiDAR used in the simulation mimics the charac-
teristics of the Livox MID360. The LiDAR odometry
output is generated at fror = 10 Hz.

Each odometry factor is fed to the EKF with a covariance
matrix that reflects the expected noise and reliability of
the measurements. We set the diagonal element for the
covariance matrices of WOF and LOF, respectively, at
owor = 0.01 and oror = 0.001. This gives higher
confidence to the LiDAR measurements rather than to
those coming from the wheels’ encoders. For the IMU
sensor instead, we have Rror = diag(0.002) € R**2,
reproducing the real covariance values of the sensor.

Baselines for comparison.  We evaluate our proposed
strategy against several baseline odometry estimation and
fusion approaches, namely:

o Wheel Odometry (WOF): serves as the baseline,
representing raw encoder-based motion estimation
(signal #1 in Figure la);

e KinICP (WOF + LOF): LiDAR odometry obtained
using wheel odometry as baseline (signal #2 in Fig-
ure 1la)(Guadagnino et al. [2025]);

e EKF (WOF + IOF): multi-rate fusion of wheel and
IMU factors through an EKF (signal #3 in Figure 1b,
where only WOF and IOF are present);

e EKF-KinICP (WOF + IOF + LOF'): LiDAR KinICP
that takes as baseline the EKF output from wheel and
IMU data fusion (a modified version of the scheme in
Figure 1a);

e FB-KinICP (WOF + IOF + LOF + Feedback): Li-
DAR KinICP that takes as baseline the EKF output
from the fusion of wheel, IMU, and feedback LiDAR
data (signal #4 in Figure 1c);

Versus:

e FB-EKF (WOF + IOF + LOF + Feedback): our
proposed approach, where the EKF considers WOF,
IOF, and the LiDAR KinICP output obtained with
the EKF output as baseline (signal #5 in Figure 1c).

Metrics  To assess the estimation accuracy, we adopt the
metrics proposed in Sturm et al. [2012]. In particular,
we report the relative pose error (RPE) metric, which
measures local accuracy over a short time window. We
evaluate this considering time windows of 1, 5, 10 and 20
s. Furthermore, we report the root mean squared absolute
translation error (ATE) and the average of the measured
operating frequency for each estimation scheme (AVGy),
to highlight the trade-off between accuracy and estimation
rate (hence, computational) performance.

6.2 Qualitative results

A graphical comparison of the results is shown in Fig-
ure 2, where the ground truth trajectory is printed in
blue and the various odometry estimates are shown in
orange. Using wheel odometry alone (Figure 2a) yields
a significant drift due to the modeling inaccuracies and
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Fig. 2. Qualitative comparison of different estimation architectures: ground truth is reported in blue, while the different
(averaged) odometry estimates are reported in orange. WOF' (a) shows a drift over time, which is partially corrected
through an EKF-fusion with IMU data (c). KinICP applied to WOF alone (b) and EKF (WOF + IOF') (d) provide
quite similar performances, compensating for drift. Feedback strategies (e-f) provide the best correction in terms
of drifting error, with overall estimates closer to the ground truth.

Method | ATE [m] | RPE1s [m] | RPEss [m] | RPE1gs [m] | RPEggs [m] | AVGy [He]
WOF 0.828 0.034 0.160 0.303 0.541 20.02
KinICP (WOF + LOF) 0.093 0.052 0.135 0.152 0.068 8.94
EKF (WOF + IOF) 0.203 0.017 0.082 0.153 0.246 40.12
EKF-KinICP (WOF + IOF + LOF) 0.095 0.055 0.137 0.158 0.067 8.73
FB-KinICP (WOF + IOF + LOF + FB) 0.035 0.034 0.060 0.061 0.041 8.72
FB-EKF (WOF + IOF 4+ LOF + FB) 0.062 0.012 0.035 0.056 0.083 40.12

Table 1. Quantitative comparison of different schemes. We report the ATE and the RPE values
[m], and the average frequency AVG; [Hz|, for each method. The best results are highlighted
in bold and the second best are underlined.

parameter errors, causing the estimated trajectory to di-
verge from the ground truth over time. When fused with
IMU measurements using the EKF (Figure 2c), the ori-
entation estimate is noticeably improved thanks to the
gyroscopic data. However, positional drift remains, and
the final trajectory is still misaligned with the ground
truth. Figures 2b and 2d show the output of the KinICP
algorithm when using wheel odometry only and EKF
based on wheel encoders and IMU data, respectively. As
reported in Guadagnino et al. [2025], KinICP significantly
reduces both orientation and position errors. In particular,
we observe that the estimates obtained are quite similar,
suggesting that KinICP algorithm, when initialized with
only wheel odometry, is capable of correcting drift, re-
sulting in a fairly good (and lighter) setup even without
using IMU data. Our fusion strategy is shown in Figure 2f.
Compared to the previous setups, it provides a smoother
and more accurate estimate, closer to the ground truth
reference. This can be attributed to the inclusion of LOF
in the EKF, which periodically corrects the accumulated
drift, and the feedback procedure, which reinforces global
accuracy. Finally, Figure 2e illustrates a different feedback
scheme, where the output of the KinICP algorithm is taken
from the closed-loop architecture. Interestingly, among all
methods, the obtained estimate is the closest to the real
trajectory followed by the robot. However, as discussed
later, this comes at the cost of a reduced update frequency
due to the relatively slow LiDAR scan rate.

6.3 Quantitative results

The quantitative results are summarized in Table 1. Con-
sidering the ATE metric, the best performance is achieved
by the KinICP applied within the proposed closed-loop
architecture, while our feedback fusion strategy yields the
second-best result. This can be explained by the fact that
the EKF already produces a high-quality estimate that
closely follows the true trajectory. Applying the KinICP
to this further refines the pose, and the result is then fed
back into the EKF, leading to improved overall accuracy.
Conversely, wheel odometry alone exhibits the highest
ATE, which aligns with the qualitative results in Figure 2a.
This is primarily due to the parameter mismatch in the
robot model used to compute the wheel-based velocities,
leading to substantial drift. Fusing wheel odometry with
IMU measurements via EKF significantly improves ori-
entation accuracy but only partially mitigates drift. Ap-
plying KinICP to either wheel odometry or EKF (wheel
odometry and IMU data) effectively reduces this drift, and
both configurations yield similar results across the ATE
metrics. The error distributions are further illustrated in
the boxplot shown in Figure 3a. Our proposed fusion strat-
egy FB-EKF maintains errors close to the median value,
indicating consistent performance over time. Similar sta-
bility is observed for all configurations involving KinICP.
In contrast, wheel odometry alone exhibits a wide error
spread, confirming its unreliability, and the improvement
brought in by the EKF reduces this spread but does not
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Fig. 3. Boxplots for ATE error and frequency distribution

eliminate it. Regarding the RPE metric, our fusion strat-
egy outperforms other methods across most time windows,
except for the 20-second window. This suggests that it
achieves higher local accuracy, particularly over shorter
horizons, which is beneficial for tasks like reactive motion
planning and obstacle avoidance.

In terms of output frequency, our approach —as well as
the EKF combining wheel and IMU odometry— achieves
the highest update rates. This is useful for control and
navigation applications that require low-latency feedback.
On the other hand, the FB-KinICP, while yielding the
lowest ATE, operates at an average frequency of just
8.72 Hz, limiting its suitability for high-speed or real-time
tasks. Figure 3b shows the frequency distributions for all
methods. KinICP-based strategies are generally stable but
occasionally experience frequency drops, likely due to the
computational overhead in the simulation environment.
Our strategy exhibits a broader frequency distribution,
a result of the combined computational demands of the
EKF and sensor data handling. Nonetheless, its minimum
observed frequency remains higher than the median of
KinICP methods, indicating that it consistently delivers
faster updates on average.

7. CONCLUSIONS

In this work, we have presented a multi-modal sensor
fusion architecture for robot odometry estimation, inte-
grating wheel encoders, IMU data, and LiDAR odometry
through an EKF that leverages a feedback action from
LiDAR odometry for a better estimation.

Unlike traditional approaches, our method adopts a
fully data-driven correction mechanism, allowing high-
frequency updates while maintaining robustness and accu-
racy. The proposed system has been extensively validated
in a simulated environment, where it has been compared
against several alternative estimation schemes. From a
qualitative standpoint, our approach shows substantial
improvement in trajectory alignment when compared to
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wheel odometry alone or basic EKF fusion. Quantita-
tively, our method achieved the second-lowest trajectory
error, narrowly outperformed only by the KinICP from the
closed-loop with our EKF output.

However, our solution offered a higher operating frequency,
making it more suitable for real-time applications such as
navigation and control.

Moreover, beyond the adopted odometry factors choice,
the feedback architecture of the multi-sensor fusion scheme
shows a modular design allowing for easy integration
of additional sensors or algorithmic improvements, and
making it adaptable to different robotic platforms and
environments.

Future developments will focus on deploying the system on
areal robot to test its performance in real-world conditions
and further investigating the effect of different measure-
ment covariances in the filter as well as the use of adaptive
covariance tuning for improved filter responsiveness under
dynamic conditions.
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