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Unsupervised Retrospective Detection of Pressure
Induced Failures in Continuous Glucose Monitoring
Sensors for T1D Management
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Abstract— Continuous Glucose Monitoring sensors
(CGMs) have revolutionized type 1 diabetes (T1D)
management. In particular, in several cases, the
retrospective analysis of CGM recordings allows clinicians
to review and adjust patients’ therapy. However, in this
set-up, the artifacts that are often present in CGM data
could lead to incorrect therapeutic actions. To mitigate
this risk, we investigate how to detect one of the most
common of these artifacts, the so-called pressure induced
sensor attenuations, by means of anomaly detection
algorithms. Specifically, these methods belong to the
class of unsupervised techniques, which is particularly
appealing since it does not require a labeled dataset, hardly
available in practice.

After having designed five features to highlight the
anomalous state of the sensor, 8 different methods (e.g.
Isolation Forest and Histogram-based Outlier Score) are as-
sessed both in silico using the UVa/Padova Type 1 Diabetes
Simulator and on real data of 36 subjects monitored for
about 10 days. In the in silico scenario, the best results are
achieved with Isolation Forest, which recognized the 74% of
the failures generating on average only 2 false alerts during
the whole monitoring time. In real data, Isolation Forest
is confirmed to be effective in the detection of failures,
achieving a recall of 55% and generating 3 false alarms
in 10 days. By allowing to detect more than 50% of the
artifacts while discarding only a few portions of correct
data in several days of monitoring, the proposed approach
could effectively improve the quality of CGM data used
by clinicians to retrospectively evaluate and adjust T1D
therapy.

Index Terms— CGM, Sensor Failures, Compression Arti-
facts, Fault Detection, in silico trial, Isolation Forest

[. INTRODUCTION

Type 1 diabetes (T1D) is an organ-specific autoimmune
disease [1], [2], which often arises in childhood or adoles-
cence, where insulin, a hormone related to the regulation of
the metabolism of carbohydrates can no longer be secreted,
because of the destruction of the pancreas beta-cells by the
antibodies [3].

In people affected by T1D, the lack of endogenous insulin
causes impaired glucose control and requires exogenous in-
sulin administration in order to maintain the subjects’ blood
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glucose (BG) concentrations in the safe range (70-180 mg/dL).
Patients must fine-tune their therapy to avoid possibly risky
situations associated to BG above or below this range (hyper
and hypoglycemia respectively).

A. Continuous Glucose Monitors (CGM)

The development of effective Continuous Glucose Monitor-
ing (CGM) sensors proved crucial to improve the management
of T1D [4], [5]. Typically, these sensors provide frequent
BG concentration readings (every 1 to 15 minutes) for sev-
eral consecutive days [6]. Most of the available commercial
CGM sensors employ the glucose oxidase enzymatic principle
through an electrode placed on a small needle that is inserted
in the subcutaneous tissue. This minimally invasive technology
has improved rapidly in the last decades and it is now con-
sidered a viable replacement for the traditional measurements
based on finger pricks [7]. CGM technology allows patients
to control their glycemia in everyday life and, by providing
frequent readings, permits to understand the temporal patterns
of glucose variations and to adjust the therapy accordingly.
Moreover, CGM sensors can be equipped with alarms to warn
the subject of hypo and hyperglycemia [8], [9], preventing
the episodes or simplifying their management. Finally, recent
CGMs offer the possibility to stream glucose data over the
cloud to remote servers, as part of a telemedicine system that
clinicians can use to improve patient care [10], [11].

In particular, the retrospective examination of CGM data
allows specialists to extract useful measures and consequently
to evaluate the effectiveness of the therapy and to suggest
personalized treatment adjustments, enhancing the medication
quality [12]. For instance, by assessing the magnitude and
timing of postprandial glucose peaks over multiple days of
monitoring, clinicians can adjust meal-time insulin doses.
Similarly, by uncovering recurrent patterns of hypoglycemia,
clinicians might suggest insulin reduction in certain moment
of the day [13].

B. Pressure-Induced Failures in CGM

Unfortunately, as any other technological component, CGM
sensors are subject to occasional malfunctioning, which some-
times can be critical for patient safety [14]. Faults in CGMs
can derive from issues related to the connection between
the sensor and receiver, as well as biomechanical factors
affecting the sensor-tissue interface or other factors (i.e. patient



This article has been accepted for publication in IEEE Journal of Biomedical and Health Informatics. This is the author's version which has not been fully edited and
content may change prior to final publication. Citation information: DOI 10.1109/JBHI.2024.3465893

GENERIC COLORIZED JOURNAL, VOL. XX, NO. XX, XXXX 2017

movements, the presence of scar tissue and the compression of
the sensor [15]) that result in drifts [16], [17], disconnections
[18], spikes [19] and pressure-induced alterations [19]-[21].
The occurrence of malfunctioning can impact the sensors’
accuracy, leading to potentially dangerous treatment decisions,
in both real-time and retrospective use.

In the present work, we focus on the so-called “compression
artifacts” also known in the community as Pressure-Induced
Sensor Attenuations (PISAs) [22] or dropouts [23], one of
the most common and potentially impactful malfunctioning
in CGM systems based on the glucose-oxidase principle.

These transient faults have a bio-mechanical nature and take
place because when a pressure is applied on the insertion
site of the sensor (for instance because the patients lean on
the sensor while sleeping), both glucose and oxygen diffusion
might be altered. This causes a modification of the sensor’s
sensitivity and, consequently, a distortion of the signal ac-
quired, characterized by a fall of the glucose level followed
by a restoration phase, when the pressure is released [15],
[24]. Some examples of CGM traces affected by PISAs are
reported in Figure 1: compression artifacts are highlighted in
the gray portion, where the recorded CGM trace (solid black
lines) deviates from the ideal CGM trace, i.e. the trace not
affected by the artifact (dashed blue line).

It has been shown that pressure induced failures can impact
the effectiveness of treatments and therapies in a significant
and undesirable way, for example by generating spurious
hypoglycemic events that can trigger inappropriate treatments
[25], if the sensor is used in real time by the subjects
[26]-[28], or inaccurate analysis and evaluation, if it is used
retrospectively by specialists [29]. For instance, in Figure 1
(second panel), the artifact might result in an unnecessary
insulin administration reduction or could lead to the false
perception that an hypoglycemic episode occurred (possibly
altering the hypoglycemic event count). PISAs might com-
promise the analysis to be performed with the CGM data
collected. An example can be found in Nally et al [29], where
the authors tried to detect the presence of hypoglycemia in
infants with diabetic mothers. They reported that compression
artifacts leading to false hypoglycemia occurred multiple times
and they were forced to do a complex visual inspection of
CGM traces to manually remove the sections that would have
otherwise altered their analysis.

C. Automatic detection of PISA artifacts: state of art

A number of contributions have explored different tech-
niques for the identification of compression artifacts in CGM
sensors [17], [19], [20], [22], [30]-[39]. Figure 2 proposes a
schematic classification of the literature in this field.

In [19], [30], [37], [38], the authors proposed algorithms
to detect in real-time different malfunctions, including PISAs,
in a system where the CGM sensor was used together with
a CSII pump (e.g. in Sensor Augmented Pump therapy [40]
or in an Artificial Pancreas [41]). An algorithm optimized for
off-line detection in this set-up has been proposed in [20].

These techniques require CGM data as well as insulin
data and information about the carbohydrates (CHO) ingested
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by the patient. By levering on the simultaneous availability
of these signals, strongly informative for fault recognition,
the above-mentioned approaches achieve the detection of the
majority of PISAs with limited false positives.

Nevertheless, simultaneous acquisition of CGM, insulin and
CHO occurs only in a fraction of the subjects with T1D:
insulin data can require the use of insulin pumps or smart
pens, that are still used by a limited fraction of subjects [42].

Possibly more limiting, meal information must be manually
inserted by the patient in the system, significantly increase the
burden for the patient. The accurate and timely reporting of
this information relies entirely on the patient diligence and on
her/his ability to estimate the amount of CHO eaten.

Other contributions have investigated PISA detection using

only CGM sensor data, thus expanding the usability of the
proposed algorithms. To the best of our knowledge, most of
them focused on real-time detection of the artifacts: Baysal
et al in [22] employed two set of rules designed to detect
the start and the end of new PISA events, by comparing the
derivatives of the CGM data with fixed thresholds to capture
when the variations of the CGM signal are not physiological
and are caused by temporary failures of the sensors. Then,
other contributions focus on the application of supervised and
unsupervised machine learning algorithms. In [34], the authors
proposed a comparison of the performances achieved by
different supervised techniques, such as decision trees, support
vector machines, neural networks, random forest, and gradient-
boosted models, when detecting the pressure induced failures
on a real dataset. However, even if supervised approaches tend
to be more accurate than unsupervised ones, they still require
labelled data to train the algorithm. This is a strong limitation
for the use in PISA detection, where labels must be assigned
by an expert human operator based on visual inspection of
the trace, a complex and time-consuming procedure, prone to
errors and uncertainties. Labelled data are therefore scarce and
often rather inaccurate.
Instead, Yu and colleagues in [17] proposed an unsupervised
strategy to detect faults in CGMs in real-time using a modified
version of the k-medoids clustering algorithm. According
to the glycemic variabilities, the algorithm splits the CGM
measurements into a number of clusters computed with a cost
function based on the Bayesian Information Criteria (BIC).

Retrospective detection of PISA using CGM data only has
been scarcely investigated in the literature, despite the fact that
accurate detection of PISA can prevent erroneous therapeutic
decision in the off-line analysis of CGM recordings. Notably,
in an off-line context an artifact detection algorithm could
leverage the information contained in the entire trace. This
should improve the efficacy of the detection with respect to
methods devised for real-time use.

In our previous work [36], we tested the “matched filters”
pattern recognition technique [43], to automatically recognize
the typical shape of a PISA within a CGM trace. However,
this method requires also the identification of personalized
auto-regressive (AR) models, that can be a not trivial task.
In [39], we extracted a set of three features and employed
different supervised algorithms to detect the compression
artifacts. However, such a supervised approach is subject to
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Examples of compression artifacts: the artifact-free CGM trace is reported in dashed-blue while the same trace corrupted with PISAs

(simulated as additive component) is shown in black. The fault period is highlighted with a gray shaded area.
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Fig. 2. Classification of the detection algorithms usable for the detection
of pressure induced faults in CGMs.

the aforementioned limitations, related to the availability of
labeled data, that are hard to obtain in the fault detection
domain.

Thus, as far as the retrospective detection of PISAs in CGM
traces using CGM data only is concerned, there are margins
for improvement over the available existing literature.

D. Paper contribution and organization

In this work, we investigate a novel strategy, based on
anomaly detection algorithms, for the retrospective detection
of PISAs in a CGM trace, using CGM data only.

We focus on unsupervised algorithms, that are particu-
larly appealing, since they do not require labelled datasets.
The advantages of using these techniques have already been
demonstrated in literature for the detection of other faults in
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diabetes technology, e.g. pump faults [44],[45] or to detect
unannounced meals [46]. The proposed approach is assessed
first using data generated by the well-known UVa/Padova T1D
Simulator [47] and then on real-word data.

Therefore, the main paper contributions are:

o Proposing a new method for PISA detection using CGM
data only, thus expanding its usability with respect to
other approaches in literature, requiring also insulin and
meal data.

o Proposing a method optimized for retrospective detection,
an overlook yet relevant set-up.

e Proposing a method based on unsupervised anomaly
detection algorithms, preventing the need of labelled
datasets and thus improving scalability.

o Proposing a set of new features to highlight the anoma-
lous status of the sensor related to pressure induced fail-
ures. These features are designed ad-hoc for retrospective
detection and embed relevant domain-knowledge.

« Validating of the proposed methods on both

— simulated data (using one of the most accurate sim-
ulation tools available).
— real patient data.

The paper is organized as follow: Section II describes the
datasets used and reports the details of the simulation and the
labeling process. The methodology is described in Section III.
The results achieved with simulated and real are presented
and discussed in Section IV. Finally, some conclusions are
provided in Section V.
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Il. DATASET AND EVALUATION

To assess the performance of a PISAs detection method, the
output of the algorithm must be compared against a ground-
truth label on the presence/absence of PISA artifacts. Unfor-
tunately, highly reliable labels of this kind are not commonly
available on real-data. Therefore, we considered a simulated
dataset and a retrospectively labelled real dataset.

As for the simulated dataset, it is obtained generating CGM
traces with an accurate simulator of T1D patient physiology,
the UVa/Padova T1D Simulator [47]. PISA artifacts are then
included using a realistic model of this faults, proposed in
[21]. Since the faults are applied in known positions and for
a known duration, the exact label is available in this set-up.

Albeit using an accurate simulator, synthetic data offer an
unavoidably simplified representation of the complex phys-
iological fluctuations occurring in real glycemic traces. For
this reason, we also considered a real dataset of 72 CGM
traces. In this case, data were retrospectively labelled by expert
human operators. Unfortunately, the labeling is not trivial also
for expert humans and this introduces a certain degree of
uncertainty in the ground truth.

A. Simulated Data

First, the method has been tested on a simulated dataset of
N=100 patients wearing the CGM sensor for 10 days. These
data were generated using the UVA/Padova Type 1 Diabetes
Simulator, an accurate computer simulator of the T1D physi-
ology, accepted by the Food and Drugs Administration (FDA)
as an alternative of the pre-clinical animal trials.

For each of the 100 virtual subjects, we simulated a protocol
with 3 meals per day. Meal times are randomly chosen in the
time intervals of [7.00 — 8.00], [11.30 — 13.00] and [18.30 —
20.00] while the relative amounts are sampled according to
the distribution reported in [48].

At each meal, the patient delivers himself an insulin dose
proportional to the estimated amount of carbohydrates con-
tained in the meal. Possible errors in the estimation process
are described as [48].

Apart from meal-time, insulin delivery was adjusted by an
hybrid closed-loop algorithm based on a proportional integral
derivative (PID) control strategy.

Each trace generated with the simulator is corrupted with
realistic measurements noise [49], [50].

Compression artifacts are simulated using the model pro-
posed in [21]: each fault is modelled as an additive error on the
CGM signal, obtained by filtering a rectangular function with
duration D and unitary amplitude, that models the presence
of a mechanical pressure on the sensor, through a first-
order linear system that accounts for the delayed impact of
the pressure on the CGM. The first-order linear system has
transfer function G(s) = —P/(1 + 7s) where P is linked to
the maximum amplitude (in mg/dL) of the episode A4z,
Aoz = P(1 — e—%) and 7, the time constant of the system,
can be thought of as one-third of the time it takes the artifact to
dissipate after the pressure is released. The values of P, 7 and
D are extracted from Gaussian distributions that approximates
the results achieved in [21].

This work is licensed under a Creative Commons Attribution-NonCommercial-NoDerivatives 4.0 License. For more information, see https://creativecommons.org/licenses/by-nc-nd/4.0/

TABLE |
CHARACTERISTICS OF THE SIMULATED AND REAL DATASETS: NUMBER
OF TRACES (N TRACES), THE AVERAGE MONITORING TIME
(MONITORING TIME), AND THE NUMBER OF FAULTS PER DAY

(FAULT/DAY).
N Traces  Monitoring Time  Fault/day
Simulated Data 100 10.0 0.42
Real Data 72 9.91 0.33

The number of faulty episodes for each patient is extracted
from a truncated Gaussian distribution that matches the one in
[22]. Specifically, it is obtained sampling from a Gaussian with
mean 3, standard deviation of 3 and resampling values lower
than 1 or greater than 10. Timing of the episodes is chosen
randomly from a uniform distribution (resampling in case of
overlapping episodes). The characteristics of the dataset are
summarized in Table I. Figure 1 shows three examples of the
PISA generated and the CGM traces corrupted with them.

Finally, the dataset is split in training and test set consisting
of 80 and 20 subjects respectively.

B. Real Data

Usually, real data lack of accurate information about the
presence of PISA faults. In fact, it is difficult to induce a
controlled PISA event, even in a dedicated experiment. An
alternative option consists in the manual labeling by clinicians
and domain experts through a-posteriori visual inspection of
the CGM trace. Nevertheless, the resulting label is operator-
dependent and disagreements among the operators are not
infrequent. Moreover, the process is time-consuming, limiting
the availability of manually labelled datasets.

In this work, we considered a real dataset consisting of
72 CGM traces (extracted from a larger multi-center study)
collected on 36 adult subjects with Type 1 Diabetes, whose
glucose concentrations were monitored for 10 days using the
Dexcom G6 CGM sensor (Dexcom Inc., San Diego, CA). The
dataset, courtesy of Dexcom, Inc., is a subset of the dataset
collected during the Dexcom G6 Pivotal trial [51] and has
been retrospectively manually labelled. As reported in [51], the
local IRB approved all study procedures before study initiation
and all participants and/or legal guardian provided written
informed consent/assent before any study procedures. Only
subjects wearing simultaneously two different CGM devices
were selected, so that the comparison between the two traces
can be used to facilitate the detection of PISA episodes. It
should be noted that the presence of the two simultaneous
CGM trace is only used for the definition of the ground-truth,
while the detection method uses only one of the two signals.

The ground-truth (detailed in Table I) is defined knowing
that the failures are characterized by a rapid fall in glucose
level (due to the pressure applied on the sensor) and a fast
consequent recovery (when the pressure is released), that affect
only one device of the two worn by the subject. However, the
visual recognition of the malfunctioning is a not trivial task
because the signal can assume a shape similar to the artifacts
also in physiological and normal conditions.
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The traces were visually inspected by 3 operators and are
labelled using a 3-levels scale of confidence in the recognition
of the fault: the higher the label assigned, the higher the
certainty that the portion of the signal is a compression artifact
(further details are provided in Table II). Consensus meetings
with 3 senior operator was arranged to solve the discrepancy
in the manual labeling. Finally, only the potions with label
> 2 were selected as faulty.

TABLE Il
CRITERIA FOR MANUAL LABELING
Label Meaning
1 Probably not a PISA
2 It could a PISA
3 It is a PISA

On the real dataset we will at fist avoid the training/test
data partitioning to prevent the reduction of statistical power
associated with this procedure. Then, in Appendix B, 100
random training-test data partitioning (50% data assigned to
training and 50% to the test set) will be considered.

C. Evaluation Criteria

As in [45], the effectiveness of the algorithms is evaluated
based on the count of the true positives (TPs), the false
negatives (FNs) and the false positives (FPs).

If at least an alarm is raised during a compression artifact,
a true positive (TP) is assigned, otherwise the faulty portion
is classified as a false negative (FN). A false positive (FP)
is counted when one or more alarms are raised in a portion
of duration T\, = 45 min where no compression artifact is
present. A TN is counted when no alarm is triggered in a
portion of duration 7T,, without compression artifacts. Finally,
since faults cause the system to remain in an anomalous state
for some time, if an alert is raised in a 45-minute time window
after a fault, it is not counted as a false positive. The duration
Tw = 45 min is chosen since it corresponds to the average
duration of a compression artifact.

Then, the recall (also known as sensitivity) in the population

is computed as

TP
Recall = m (1)

This metric represents the fraction of compression artifacts
correctly detected and it is reported together with its 90%
confidence intervals (CI), computed with the Clopper-Pearson
method [52] (implemented using the MATLAB2022b function
binofit). Moreover, the recall is computed also for each
subject and its distribution over the population is presented in
Section IV. Similarly, the number of false positive per days
(FP/day) in the population is reported, together with its 90%
confidence intervals computed using the exact method for CI
of a Poisson distribution rate [53] (implemented using the
MATLAB2022b function poissfit). Moreover, the FP/day
is computed also for each subject and its distribution over the
population presented in Section IV.

A number of other frequently used metrics (including pre-
cision, Fl-score and AUROC) is reported in the Appendix A.
Nevertheless, these metrics should be interpreted with caution,
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as some of them can easily lead to an over-optimistic or over-
pessimistic perception of the algorithm performance because
of the highly unbalanced nature of this dataset (see discussion
in the appendix).

[1l. FAULT DETECTION METHOD
A. Description of the Anomaly Detection Pipeline

The pipeline developed in this paper to detect pressure
induced malfunctions consists of 3 main steps described in
the following sections.

Once the CGM sensor measurements have been collected
during the patient’s use of the device, the standard phases of
the detection procedure are:

1) Feature Extraction: the extraction of suitable features
is needed to highlight the differences between normal
instances and the failures of the sensor.

2) Anomaly Score Computation: the Anomaly Detection
(AD) algorithm, based on the features defined in the
previous step, computes for each sample of the trace
an Anomaly Score (AS), that measures how much the
data point differs from the others observed. The specific
criteria employed to assign the score varies from one
AD algorithm to the other.

3) Alert Generation: since we need to produce alarms in
presence of pressure induced failures, the alerts need to
be associated to specific values of the anomaly scores.
A common way to address this task is by using a pre-
viously determined threshold and by flagging as faulty
the samples with anomaly scores higher than it. The
procedure to compute the optimal threshold is reported
in detail in Section III-D.

B. Step 1: Feature Extraction

The typical shape of a Pressure Induced Sensor Attenuation
is shown in Figure 1. Due to the pressure applied to the
sensor, the failures are characterized by an initial quick drop
in BG, followed by a rapid rebound to normal reading once
the episode concludes. To facilitate episode recognition, the
features are designed to emphasize these patterns in the CGM
data.

Because of the underestimation of the glucose level that
occurs during a compression artifact, failures are often local
minima and the reading during a faulty data point is expected
to be lower than the neighbor readings. To highlight this char-
acteristic, we compute the deviation of a glucose measurement
from the average of its neighbor samples. More precisely, at
each time step ¢, the feature:

fit) = CGM(t) — CGM(t) 2)
is computed, with
1 t+w
CGM(t) = — i:tz_w CGM (i)

where w is the number of previous and subsequent samples
considered. In other words, CGM (t) is the average on a



This article has been accepted for publication in IEEE Journal of Biomedical and Health Informatics. This is the author's version which has not been fully edited and
content may change prior to final publication. Citation information: DOI 10.1109/JBHI.2024.3465893

GENERIC COLORIZED JOURNAL, VOL. XX, NO. XX, XXXX 2017

moving window with center in ¢ and duration L = 2w + 1
samples.

Moreover, PISAs are characterized by the presence of a
rapid decrease in the glucose concentration, followed by the
fast recovery. This suggests to take into consideration the
derivatives of the CGM(t) signal. The first derivative of
the CGM signal is estimated with first-order backward finite
differences as
1
T
where T = 5 min is the sampling time. Then, the average ab-
solute value of the derivatives computed in a moving window
(centered in ¢ with duration 2w + 1) is calculated as:

dCGM(t) = —[CGM(t) — CGM(t —1)].

1 t+w
d'CGM(t)|.
BT 2 CGM)

This value is expected to be large when the signal is rapidly
changing, such as during a fault, but this also in non-faulty
segments of persistent decrease or sustained rise (for example,
after a meal). To differentiate between these two situations, the
second feature fo(t) is computed as:

t+w t+w
_ 1 U - _ / .
falt) = 5mg i:%_:w ' CGM ()| i;t_jw dCGM(i) ]

where the second term reduces the feature value in case of
persistent increasing or decreasing data.

Moreover, a third feature is introduced to highlight samples
with strongly negative (or positive) d’cgm(t) when compared
with their neighbors:
t+w
> d'CGM(i)

1=t—w

fs = d'cgm(t) - 3)

2w+ 1

A forth feature is designed to detect portions where a rapid
decrease is followed by a rapid increase, as in PISAs.

At first the positive and negative components are decoupled
by considering the quantities:

, [ dCGM(t) if dCGM(t) >0
[d'CGM(t)|>0 = { 0 if d'CGM(t) <0
0 if  d'CGM(t) >0

1 —
[ CGM(t)|<o = { _JCaM(t) it dCGM() <0

Then, the average value of these two signals in two different
moving window of length L and separated by d samples is
considered:

| L

81<t) = m Z |d/CGM(t)‘<0
i=t
1 t+d+L

s2(t) = I+1 Z [’ CGM(t)]>0.
i=t+d

Finally, the feature f4(t) is implemented as the product of the
two signals s1(t) and so(t):

f4(t> = 51 (t)SQ (t)

This variable is large if and only if both s;(¢) and so(t) are
simultaneously large at time ¢, and this happens only if there
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is a large decrease in the CGM signal followed by a large
increase after d samples. The parameters L and d are fixed
according to the duration of failures [21]: L =d = 3.
Finally, the last feature f5(¢) is based on the second
derivative of the CGM signal computed (similarly to the first
derivatives) with first-order backward finite differences as

d"CGM(t) = Ti[d'CGM(t) — dCGM(t - 1)]

In particular, its average absolute value in a moving window
centered in ¢ is considered:

1 t+w
o) = 5= 2. 1d"CGM(1)]. 4)
i=t—w

This feature is large in the presence of highly irregular data
portions with frequent variations of the signal derivative.

As a final step, all the unnormalized features are normalized
with min-max normalization.

Figure 3 illustrates the feature extraction step: starting from
a CGM trace, five features are extracted and normalized. One
can notice that in proximity of the fault (gray band), the
features assume a higher value with respect to the normal
conditions.

Focusing on three of the five proposed normalized features,
Figure 4 reports a 3D scatter plot of the data for each time
t. Blue dots are used during non-faulty portions while red
dots are used during PISA episodes. In this 3D space, normal
data cluster together in the bottom-left corner, while faulty
data portions slightly deviate from the normal data cloud,
supporting the effectiveness of the proposed features.

C. Step 2: Anomaly Score Computation

To detect pressure-induced faults, in this work we employ
unsupervised AD algorithms [54]: these techniques have been
proposed in many application domains, such as network secu-
rity [55] or forensics [56], by the machine learning community
with the aim of finding rare items, events, or observations
which differ significantly from the general distribution of a
population. By running a multi-variate analysis in the feature
space, these methods produce an anomaly score for each data
sample: the higher the score, the higher the probability that
the data point is an anomaly.

The unsupervised AD algorithms can be classified into
four main groups: (1) Nearest-neighbor based techniques, (2)
Clustering-based methods, (3) Statistical algorithms and (4)
Random Partitioning-based strategies.

The full list of algorithms considered in this work can be
found in Table III. We adopted their implementation offered in
PyOD [57], an open-source Python toolbox. As an illustrative
example of the functioning of these algorithms, the two
algorithms that proved most effective (Isolation Forest and
Histogram-Based Outlier Score) are briefly reviewed in the
following.

Moreover, the right panel of Figure 4 illustrates the re-
sult produced by iForest by reporting the scatter plot of
[f2(t), fa(t), f5(t)] for each time ¢ and coloring each data
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Fig. 3. From the first panel, the CGM signal and the five features

extracted and normalized are reported as a function of the number of
days since the insertion of the sensor. With the gray band the presence
of a compression artifact is highlighted.

point according to the anomaly score: cold blue colors are
used for small anomaly scores while hot red colors are used
for large ones. In this subject, good agreement with the ground
truth (left panel) can be appreciated.

1) Isolation Forest: Isolation Forest [58] seeks for anomalies
leveraging on space partitioning: an isolated point (anomaly)
requires on average less iterations than an inlier to be isolated.

Therefore, a simplified version of the algorithm works as
follows: given a dataset X C RF, where F is the number
of features, an ensemble of 7' particular binary trees, called
iTrees, is considered.

Each tree is built according to the following steps:

1) a sub-sample of data with cardinality v is randomly
selected

2) afeature ¢ € [1,..., F] is randomly selected

3) arandom threshold 7} is set in the range {z", x™@}

4) two children nodes are created: the left node corresponds
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to points x; < z; the other with z; > z.
5) the procedure from 2 to 4 is repeated until a data point
is isolated (the node has zero children node).

Then, the anomaly score for every point x € X is a function
of the length of the path from the root to = (see [58] for the
details).

The parameters to be tuned when using iForest are 1), the
number of data of the sub-sample, and 7', the number of trees
in the forest. In this work we set them to their default values
[58] (¢p = 100, T = 256).

2) Histogram-based Outlier Score: The Histogram-Based
Outlier Score (HBOS) [59] is one of the simplest and well-
known statistical AD algorithms and uses histograms to com-
pute the anomaly score.

The algorithm works as follows: consider a dataset X C
R¥, where F is the number of features.

For each feature ¢ € [1, ..., F], the univariate histogram is
created and normalized.

Then, to evaluate the anomaly score for each point z € X,
each of its features values x; € [1,...F] is considered. The
height of the bin hist;(x;) where z; falls is extracted. Then
the anomaly score ASpops(x) is defined as

1
hist;(x;) ) ®)

F

ASHOBS (.’,E) = Z log(
i=0

Both, fixed-width or dynamic-width bin histograms can be
used and here were opt for a dynamic-width bin histogram: to
determine the size of the bin, values are sorted and a fixed %
successive values are grouped into a single large bin where N
is the number of data-points in the dataset and k the number
of bins. In the so-built histogram, since the area of each bin
is equal to the number of items falling in the bin, it is fixed
to % Therefore, the height of the bin is the reciprocal of
the width of the bin. If a bin has a small height, it covers a
large interval of the values and thus represents data with low
density. Therefore, it is more likely to be anomalous.

D. Step 3: Alert Generation

As the final step in the AD design pipeline, we need to
select the anomaly score threshold to generate an alarm. To
do this, we split the dataset into training and test set (80:20)
and define a grid of possible thresholds and a cost function as
follow:

J(thr) = \/[L — Recall(thr)]? + [FP/day(thr)]2.  (6)

J represents the Euclidean distance of a point of the FP/day-
Recall curve from the bottom right corner, the point where we
achieved the ideal performance (Recall=1; FP/day=0).
For each threshold, we compute the average recall and
FP/day in the training set and the corresponding value of J.
Once considered all the possible thresholds of the grid, we
select the one that minimizes the cost function .J.

thresholdyy = argmin(J) @)
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Isolation Forest.

V. RESULTS

A. Simulated data

In Figure 5 is reported the algorithms’ performances
in the training set in the FP/day-Recall space. Each point
of the curve is obtained considering a different anomaly
score threshold and different curves correspond to different
algorithms. The performance with the optimal threshold,
computed on the training set as described in the previous
section, is highlighted with a black star.

0.151-

0.1

0.05

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9
Recall []

Fig. 5. FP/day-Recall Curves achieved as lines and optimal thresholds
computed as black stars on the training set of the simulated data.
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Fig. 4. 3D scatter-plot of the features [f2(t), fa(t), f5(t)] of the subjects belonging to the test set coloring based on the anomaly scores of

TABLE Il
COMPARISON OF RESULTS ACHIEVED ON THE SIMULATED TEST SET

Algoritm Recall [ ] FP/day [ ]

Isolation Forest [58] 0.74 0.17
[0.62-0.83]  [0.12-0.22]

Histogram-Based Outlier Score [59] 0.70 0.23
[0.59-0.80] [0.18-0.30]

Local Outlier Factor [60] 0.70 0.19
[0.59-0.80] [0.14-0.25]

Connectivity Outlier Factor [61] 0.70 0.19
[0.59-0.80] [0.14-0.25]

Principal Component Analysis [62] 0.63 0.17
[0.51-0.74]  [0.13-0.22]

One-Class Support Vector Machine [63] 0.61 0.20
[0.50-0.69] [0.16-0.25]

K-Nearest Neighbors [64] 0.60 0.27
[0.48-0.70] [0.21-0.33]

Clustering-Based Local Outlier Factor [65] 0.51 0.14
[0.39-0.62] [0.10-0.19]

Once computed the threshold, we can evaluate it in the test
set. The results are summarized in Table III.

The AD algorithms tested exhibit recalls between 60% and
70%, with frequently overlapping confidence intervals. As
such, no method emerges as clearly superior to the others in
detecting PISAs. The highest recall is observed with Isolation
Forest (74%), which achieves this result while generating only
0.17 FP/day, similarly or slightly better than the rest of the
AD algorithms. The lowest occurrence of FP is observed with
CBLOF (0.14), corresponding to about 1.4 FP during the 10
days of monitoring on average: however, the method also
shows inferior discriminatory power in terms of the number
of recognized faults (recall equal to 51%).

Moreover, a boxplot of the population distributions of recall
and FP/day in the test set is shown in Figure 6. A scatter plot
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Fig. 6. Distribution of the recall and the FP/day in the population (test
set, simulated data).

is also superimposed (each dot represents the performance in
one test subject). The figure shows that Isolation Forest scores
a recall higher than 50% and a FP/day lower than 0.2 (2 FP
in 10 days of monitoring) in all subjects except three.

Since Isolation Forest seems to exhibit the most appealing
trade-off between recall and false positives per day, for further
analysis we will focus on the results obtained with this
algorithm.

Table IV reports a comparison between the parameters
(P,D,7,A,,42) of the detected faults (i.e. TP) and those of the
not detected ones (i.e. FN). As expected, the algorithm tends
to detect more easily PISAs with a larger maximum amplitude
A and those resulting from the application of stronger
pressure. Moreover, the algorithm tends to detect more easily
PISAs with shorter duration D and smaller 7, most likely
because they produce more abrupt changes.

TABLE IV
COMPARISON OF THE PARAMETERS OF THE FAULTS

P D T Amaz
[mg/dL]  [min] [min | [mg/dL]

True Positives 46 20 6 43.7
‘ [37.60]  [1525]  [58]  [35.2,57.0]

False Negatives 30 25 8 28.5
[20,40] [20,35] [7,12] [19.0,38.0]

Results expressed as median [25th-75th percentiles]

To compare the shape of CGM traces during TP and FP, in
Figure 7 we report a normalized representation of the portions.
More precisely, to make them comparable, CGM traces are
first aligned in y = 0 by subtracting the first CGM value,
and then plotted as a function of the percentage of duration
where 0% is the starting point and 100% is the final sample, to
compensate for the variable length of the portions. The median
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Fig. 7. Comparison of the CGM portions detected with Isolation forest:
in the first panel are reported the true positives, in the second the false
positives occurred on the training set of the simulated data.

B. Real data

In real patients, compression artifacts are more likely to
occur during the night when the patient is asleep and can
unintentionally exert a prolonged pressure on the sensor. In
the literature, the distribution of the occurrence of PISA
according to the clock hours, even if observed [21], has never
been modelled. Thus, this variability in not introduced in the
generation of faults in the simulated scenario but is considered
for the real data. In particular, the procedure for the selection
of the optimal threshold is repeated twice to tune two different
thresholds for different time slots: one is used for the diurnal
time (from 7 am to 11 pm) and the other is used during
the night (from 23 pm to 7 am), using the entire real-data
dataset. In this way, each algorithm is characterized by two
aggressiveness: in fact, it can be less aggressive during the
night, when faults are easier to detect with respect to the
faults occurring during the day. During the day, indeed, many
fluctuations and other sources of anomalies (i.e., meal, snacks,
physical activity, etc.) can make their detection more complex.
The set-up with two thresholds is adopted to test all the
algorithms proposed for the PISAs detection in the simulated
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TABLE V
COMPARISON OF RESULTS ACHIEVED ON REAL DATA

Algorithm Recall [ ] FP/day [ ]

Principal Component Analysis 0.57 0.35
[0.49-0.67]  [0.31-0.39]

Isolation Forest 0.55 0.29
[0.46-0.62]  [0.25-0.32]

Histogram-Based Outlier Score 0.54 0.41
[0.45-0.62]  [0.37-0.45]

One-Class Support Vector Machine 0.49 0.36
[0.41-0.57]  [0.32-0.39]

K-Nearest Neighbors 0.45 0.29
[0.37-0.54]  [0.26-0.33]

Clustering-Based Local Outlier Factor 0.42 0.26
[0.34-0.50]  [0.22-0.29]

Local Outlier Factor 0.39 0.29
[0.31-0.47]  [0.26-0.33]

Connectivity Outlier Factor 0.31 0.47
[0.30-0.49]  [0.26-0.33]

scenario. The performance achieved by the algorithm on the
entire real-data dataset is summarized in Table V.

Confirming the in silico findings, some of the highest recalls
are obtained by IForest and HBOS (respectively 0.55 and 0.54)
but HBOS generates more than 4 FPs in 10 days while [Forest
raises one of the lowest number of false alarms (less than
3 in 10 days). Higher recall is achieved only by PCA, that
recognize the 57% of the faults producing 3-4 FP during the
10 days of monitoring. As in the simulated scenario, CBLOF
exhibits the lowest FP/day but also a limited discriminating
power (recall equal to 0.42).

In other words, despite the similarity between PISA artifacts
and physiological glucose fluctuations, in the population under
study the proposed approach allows the detection and dis-
carding of more 50% of these anomalies, preventing possible
erroneous decisions caused by incorrect data. This result is
achieved while limiting the fraction of correct CGM data
erroneously discarded: on average 3 to 4 FP are committed
in 10 days of monitoring, corresponding to 130-180 minutes
of monitoring that are unnecessarily discarded (0.9%-1.25%
of the 14400 minutes of monitoring available).

Figure 8 reports the boxplots of the recall and the FP/day
distribution in the patients. As for the simulated data, a scatter
plot is also superimposed to the boxplot (each dot represents
the performance in one test subject). One can notice that, even
if the recall achieved in the population of IForest is 55%
(as reported in Table V), the 75% of the subjects achieve
a recall higher than 0.5 and that the median is 0.76. This
seems to suggest that the algorithm struggles with a fraction
of particularly challenging traces (recall<0.3 in 12.5% of the
traces), possibly affected by high noise or large glycemic
fluctuation. Similar conclusions can be drawn for all the
algorithms tested.

Other commonly used performance metrics are computed on
the entire real dataset and reported in Table VIII of Appendix
A. These results should be interpreted keeping in mind the
perception risks discussed in the appendix.

To prevent the reduction of statistical power associated
to training/test data partitioning, the performance reported in
Tables V are obtained using the entire real-data both to find
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Fig. 8. Distribution of the recall and the FP/day over the real dataset.

the optimal thresholds and to assess the performance. In fact,
since only two parameters have to be optimized, the risk of
overfitting can be expected to be limited. This assumption is
then verified in Appendix B, where we considered 100 random
training-test data partitions (50% data assigned to training and
50% to the test set). Then, the training data are used to tune
the threshold while the performance metrics are evaluated on
the test set. Results are reported in Table IX and no notable
performance variation with respect to Table V is observed.

C. Comparison with the state of art

As previously discussed, only a few contributions in the
literature dealt with the retrospective detection of PISA using
CGM only data. The strategies proposed in [35], [36], [39]
have been tested only on simulated data, producing compara-
ble or slightly inferior performance with respect to the methods
presented here. Moreover, the methods in [35] and [39] require
labeled data that can be difficult to achieve in practice, as
discussed in Section I-C while the approach developed in [36]
requires the identification of a model of the CGM signal,
which can be a complex task since could be time-varying.

The results achieved with the unsupervised AD algorithms
could be compared with those obtained with the rule-based
approach developed in [22], even if it should be noted that the
method in [22] was designed to deal with the more challenging
scenario of real-time detection. Table VI reports the results
obtained with [22] on the real data, considering the different
settings proposed by the authors.

In all of them, the recall achieved is higher than the one
obtained with the majority of the AD methods considered here,
except for IForest achieving comparable recall to the cautious
set-up. Nevertheless, the higher recall is achieved at a cost 1
order of magnitude increased in the FP/day produced.
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TABLE VI This work was partially supported by “Ministero
RESULTS ON REAL DATA USING [22] dell’Tstruzione, Universita e Ricerca” (Italian Ministry
Settings Recall []  FP/day [ ] of Education, Universities and Research) through the project
Aggressive 0.90 3.60 “A noninvasive tattoo-based continuous GLUCOse Monitoring
[0.83-0.94]  [3.19-4.07] electronic system FOR Type-1 diabetes individuals (GLU-
Nominal [0.7%?8 88 [ 1.822‘_121. 49] COMFORT)” (initiative “PRIN: Progetti di Rilevante Interesse
Cautious 0.67 1.30 Nazionale”, call 2020, project ID: 2020X7XX2P) and through
[0.58-0.76]  [1.09-1.63] the initiative “Departments of Excellence” (Law 232/2016).

V. CONCLUSION

In this work, we explored a novel strategy to detect PISAs
in CGM sensors, failures due to biomechanical reasons that
can lead to inappropriate treatment adjustment or inaccurate
evaluation during retrospective glucose data analysis.

Specifically, we focused on a retrospective approach based
on unsupervised AD algorithms employing CGM data only
(i.e. without requiring other inputs, such as insulin and meal
information, which are often unavailable in T1D management).

From the CGM data, at first we designed five features
to highlight the differences between normal and faulty data.
Then, we tuned different AD algorithms and we computed
the optimal threshold on the anomaly score values, which are
applied to generate the alerts.

The approach was developed first using 100 virtual subjects
generated with the UVA/Padova Type 1 Diabetes Simulator
and then it is applied to real CGM data of 36 subjects who
used CGM for about 10 days.

In the virtual scenario, the best results were achieved with
Isolation Forest, which is able to recognize 74% of the failures
generating on average only 2 false alerts during the 10 days
of monitoring. On real data, Isolation Forest is confirmed to
be effective in the detection of the failures achieving a recall
of 55% and generating 3 false alarms throughout the whole
monitoring time.

In summary, even if PISAs could be easily confused with
normal glycemic fluctuations, the proposed approach elimi-
nates more than half of these potentially dangerous artifacts,
helping to prevent erroneous therapeutic actions. This is
achieved while discarding only a small fraction of accurate
data.

Future works might expand the pool of features considered,
possibly including features inspired to traditional shape de-
tection approaches or to model-based techniques. Moreover,
automatic feature generation is an appealing option to further
improve the performances, provided that the available datasets
prove sufficient to support the increased complexity associ-
ated to this further task. Exploring other advanced machine
learning techniques, such as XGBoost and neural networks,
certainly represents another stimulating research direction.
Finally, semi-supervised learning approaches could be inves-
tigated to improve performance while retaining scalability,
otherwise possibly limited by the scarce availability of labeled
data.
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APPENDIX
A. Additional Metrics

To provide a more complete evaluation of the proposed
algorithms, additional performance metrics are presented in
this appendix. Their detailed description is provided below,
together with a discussion on possible perception risks asso-
ciated with their adoption. Table VII and VIII report these
metrics on the simulated and real dataset, respectively.

o Precision (P): Tp

P= TP+ FP

is the fraction of correct alarms with respect to the
total number of alarms raised. It can lead to an overly
pessimistic perception of performance. To illustrate this,
consider the case of 10-day CGM trace affected by only
1 artifact. Consider then an algorithm that detects all the
artifacts (R = 1) and raises only 1 false alarm in 10 days
and thus could be considered very effective. Nevertheless,
due to the rarity of the anomaly, its precision would be
only P = 0.5, possibly inducing a false perception of
limited effectiveness.

o Fl-Score: is the harmonic mean of precision and recall

R+ P
R-P’

Being based on precision, it suffers from the same limi-
tation in anomaly detection problems.

« False Positive Rate (FPR): computed as

FP

FP+TN’
In our unbalanced dataset, where true negatives vastly
outnumber other instances, FPR tends to be a number
close to 0, easily leading to an overly optimistic percep-
tion of the performance.

o Specificity (Specif): calculated as

Specif =1— FPR

F1 — score=2

FPR =

the metric suffers from the same problems of FPR.

o Area under the receiver-operating-curve (AUROC): rep-
resents the area under the ROC curve achieved and is
computed using the trapezoidal rule. Being based on
Sensitivity and Specificity it inherits the limitations of the
second metric, i.e. lead to an overly optimistic perception
of the results. Indeed, in [66] it is suggested that this
analysis should be used with caution in unbalanced
datasets.

o Area under the precision-recall curve (AUPRC): Simi-
larly to the AUROC, it represents the area under the
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TABLE VII
RESULTS ON THE SIMULATED TEST SET.

Method  Recall FP/day Precision Fl-score ~ FPR  Specif ~AUROC AUPRC
PCA 0.63 0.17 0.51 0.57 0.005 0.99 0.95 0.69
IF 0.74 0.14 0.56 0.64 0.005 0.99 0.95 0.84
HBOS 0.70 0.20 0.46 0.56 0.007  0.99 0.95 0.73
OCSVM  0.61 0.18 0.47 0.53 0.006  0.99 0.94 0.61
KNN 0.60 0.24 0.39 0.47 0.008 0.99 0.95 0.62
CBLOF 0.51 0.14 0.51 0.51 0.004  0.99 0.94 0.63
LOF 0.70 0.18 0.51 0.59 0.006  0.99 0.95 0.62
COF 0.70 0.17 0.51 0.59 0.006  0.99 0.95 0.62

TABLE VIII
RESULTS ON REAL DATA.

Method  Recall FP/day  Precision Fl-score FPR  Specif AUROC AUPRC
PCA 0.57 0.35 0.21 0.31 0.02 098 0.97 0.25
IF 0.55 0.29 0.24 0.33 0.01 0.98 0.97 0.25
HBOS 0.54 043 0.18 0.26 0.02 098 0.97 0.24
OCSVM 0.49 0.34 0.18 0.27 0.01 0.98 0.97 0.22
KNN 0.45 0.32 0.20 0.28 0.01 0.98 0.97 0.24
CBLOF 0.42 0.27 0.21 0.28 0.01 0.99 0.97 0.23
LOF 0.39 0.32 0.18 0.25 0.02 098 0.97 0.18
COF 0.39 0.32 0.18 0.24 0.01 0.98 0.97 0.17
precision-recall curve (PRC) achieved. In accordance TABLE IX

PERFORMANCE OF MULTIPLE RANDOM 50/50 TRAINING/TEST
PARTITIONING. RESULTS ARE REPORTED AS MEDIAN [25-TH 75-TH]
PERCENTILE OF THE METRICS IN 100 RANDOM PARTITIONS.

with Davis et al [67] is computed as:

AUPRC = AUPRCyg — AUPRC6—skill-

. . Algorithm Recall FP/da

where AUPRCyy, is the area under the curve achieved Principal Corgnponem Analysis 0.53[] 0_3}; L]

with the algorithm tested and AUPRC,,,—ski is the [0.46-0.57]  [0.27-0.42]
area under the curve achieved with a random classifier. Isolation Forest 0.51 0.28

This metric measures how much better the algorithm [0.46-0.55]  [0:23-0.34]
g Histogram-Based Outlier Score 0.50 0.39

performs compared to random guessing. Moreover, the [0.46-0.53]  [0.36-0.42]
areas under the precision-recall curve are approximated One-Class Support Vector Machine 0.45 0.31

with the average precision score (computed in scikitlearn) [0.41-0.49][0-28-0.34]
gep pu 1 1K1 K-Nearest Neighbors 0.42 0.27

to avoid linear interpolation that can be too optimistic. [0.38-0.45]  [0.24-0.30]
Being based on precision, it inherits the limitations of the Clustering-Based Local Outlier Factor 0.42 0.33

second metric, i.e. lead to an overl imistic perception [0:35-0.46]  [0-27-041]
»1.e. Yy pessinistic percep Local Outlier Factor 0.38 0.29

of the results. [0.33-0.44]  [0.24-0.34]
Connectivity Outlier Factor 0.42 0.32

[0.37-0.47]  [0.26-0.44]

B. Multiple Random training-test partitions of real data

As a further validation of the algorithms performance on the
real data, we repeated the performance assessment on multi-

% - - [3] K. G. M. M. Alberti and P. Z. Zimmet, “Definition,
ple random training/test partitions. This method, also known diagnosis and classification of diabetes mellitus and its
as Monte Carlo Cross Validation [68], involves repeatedly complications. part 1: Diagnosis and classification of
partitioning the dataset into training and test sets in a 50/50 diabetes mellitus. provisional report of a who consulta-
proportion. By conducting multiple iterations of random splits, tion,” Diabetic medicine, vol. 15, no. 7, pp. 539-553,
we ensure a robust assessment of the algorithm’s performance 1998.
across different data subsets. Table IX reports the median [4] S. Garg, H. Zisser, S. Schwartz, ef al., “Improvement
performance observed the 100 random partitions, together with in glycemic excursions with a transcutaneous, real-time
its [25-th, 75-th] percentiles. continuous glucose sensor: A randomized controlled
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