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Abstract: The effectiveness of numerical optimal controllers, such as Model Predictive Control
(MPC), is highly dependent on the proper selection of hyperparameters. In real-world or realistic
systems, this selection is particularly challenging, as even minor variations could drastically
alter the closed-loop behavior. This is often due to induced numerical instabilities or an
amplification of model-plant mismatches, which may ultimately lead to failures in the closed-
loop experiment. Among the available automatic tuning strategies, Bayesian Optimization (BO)
has demonstrated strong potential due to its ability to achieve high performance with a limited
number of experimental evaluations. Traditionally, classical BO employs stationary Gaussian
Processes (GPs) to model the performance function. However, the stationarity assumption limits
the model’s capacity to capture discontinuous behaviors that often arise near the boundaries
of high-performance regions. To address this limitation, we propose the use of non-stationary
GP Bayesian Optimization for calibrating a performance-driven, MPC-based virtual driver.
The non-stationary GP enables more accurate modeling of performance landscapes, leading to
improved estimates and, ultimately, more effective MPC calibration.
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1. INTRODUCTION

Model Predictive Control (MPC) is an increasingly suc-
cessful control paradigm due to its ability to handle con-
straints and highly non-linear systems. The efficacy of
Model Predictive Controllers in real-world applications is
strongly connected to the fine-tuning of their hyperparam-
eters. In the context of Model Predictive Control, these
hyperparameters are typically the entries of the weight
matrices of the MPC cost function, and their manual cali-
bration could become very tedious and time-consuming.
Consequently, contemporary efforts have been directed
towards the development of automated tuning method-
ologies aimed at optimizing controller performance with-
out human intervention, see Garriga and Soroush (2010).
These approaches are essentially based on optimizing a
performance function associated with the closed-loop be-
havior of the controller, typically evaluated episodically.
Different types of approaches have been used to select
the MPC hyperparameters automatically. In Suzuki et al.
(2007), authors used Particle Swarm Optimization (PSO)
to find optimal parameters, and in Picotti et al. (2022),
Genetic Algorithms (GA) have been used to achieve the
same final objective. Such approaches typically require a
considerable number of iterations to achieve satisfactory
performance, and therefore, they can be computationally
and economically expensive. An alternative solution to
the MPC calibration problem involves the use of Bayesian
Optimization (BO). Authors in Tani and Veelken (2024)
showed that BO could outperform PSO when a limited

number of samples from the black-box function are avail-
able. Unlike GA and PSO, BO tries to estimate the re-
lationship between parameters and the closed-loop per-
formance function explicitly. BO algorithms have already
been successfully applied to MPC tuning. In Piga et al.
(2019), in particular, they used BO to tune the model
of the system used by the MPC in an ”identification
for control” framework. In Tika et al. (2023), BO has
been applied to the predictive path following controller
parameter tuning. In Lu et al. (2020), the authors pro-
pose the use of BO to tune hyperparameters of MPC
controllers for HAVC plants. In Sorourifar et al. (2021),
a constraint variant of Bayesian Optimization has been
considered to solve the MPC calibration problem. The
adoption of Bayesian Optimization for MPC tuning has
become well-established, with readily available libraries
facilitating fast implementation of such calibration tech-
niques. For instance, in Edwards et al. (2021), a toolbox for
MPC calibration employing BO is introduced. This work
considers the calibration problem of an MPC-based high-
performance Virtual Driver (VD), see Bruschetta et al.
(2019). VDs are key components of the vehicle virtual
prototyping pipeline, as their accurate and efficient imple-
mentation is fundamental to achieving reliable simulation
results. Ensuring a correct implementation is particularly
critical when operating at the vehicle’s performance limits,
as it enables the generation of realistic simulation data,
thereby enhancing the quality and efficiency of the vehicle
development process. When the VD is implemented using
an MPC approach, its effectiveness is directly linked to the
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precise calibration of the controller. In this work, we aim to
determine the calibration of a VD that minimizes lap time,
exploiting BO. In this context, the conventional BO formu-
lation for MPC tuning assumes that the Gaussian Process
(GP) used by the BO algorithm to estimate the perfor-
mance function is stationary. However, the control strategy
can fail (e.g., solver faults, model-plant mismatches), espe-
cially in regions of the parameter space where performance
approaches its limit. To address this, we propose mapping
such failures to low performance values and employing a
non-stationary Gaussian Process Bayesian Optimization
(NSGP-BO) framework. The NSGP is better suited to
capture pronounced discontinuities that tend to arise in
these high-performance regions, thereby improving the
robustness and effectiveness of the calibration process.
Non-stationarity could be introduced in different ways
in the context of BO, as underlined in Shahriari et al.
(2016). However, particular focus has been given to the
use of non-stationary kernel functions, see Paciorek and
Schervish (2003), Tolvanen et al. (2014), Heinonen et al.
(2016). In this work, we will focus on the non-stationary
formulation outlined in Heinonen et al. (2016). The paper
is organized as follows: in Section 2 we will state the paper
objectives, Section 3 will be dedicated to the explanation of
the NSGP-BO approach, in Section 4 the numerical results
will be presented. Finally, in Section 5 we will conclude
with some final remarks and considerations.

2. PROBLEM FORMULATION

Let P be the model of a multi-input multi-output plant.
Let Θ be the set of all admissible controllers for P . Since
the controller is parameterized by a certain number of
hyperparameters, the set Θ is the set of all the admissible
combinations of the controller’s hyperparameters. Our
objective is to identify the optimal combination of the
controller’s hyperparameters that makes it possible to
satisfy specific performance objectives. These performance
objectives could be synthesized in a performance function
J(·) which we will aim to maximize. This function can be
expressed explicitly as a function of measurable quantities
such as u, y and T , which respectively denote the input
and outputs measured during the experiment and the time
required to complete the control task. These quantities are
inherently dependent on the calibration of the controller
hyperparameters, namely θ. The cost function can then
be expressed as J(u(θ),y(θ), T (θ)). We can denote the
dependence of the performance function on θ by directly
representing it as J(θ). Our final goal is to identify the
set of controller parameters inside the feasible parameter
space θ ∈ Θ that maximize the performance function J(θ).
The problem can be formulated as follows:

θ∗ = argmax
θ∈Θ

J(θ) (1)

We will address this optimization problem of a black-
box function by employing Bayesian Optimization, which
simultaneously estimates and maximizes the objective
function.

In this paper, we specifically focus on an MPC control
strategy. MPC is a control methodology that iteratively
solves a finite-horizon optimal control problem. It requires
knowledge of the plant model, which in discrete time can
be represented by a difference equation

ξk+1 = f(ξk, uk)

Given a specific controller frequency, the MPC repeatedly
solves the following constrained optimization problem

min
ξk,uk

N−1∑
k=0

1

2
∥hk (ξk, uk)∥2Q +

1

2
∥hN (ξN )∥2QN

s.t.

ξ0 = ξ̂0,

ξk+1 = f(ξk, uk), k = 0, 1, . . . , N − 1,

rk ≤ rk (ξk, uk) ≤ r̄k, k = 0, 1, . . . , N − 1

rN ≤ rN (ξN ) ≤ rN ,

(2)

where N is the prediction horizon, hk(xk, uk) and hN (xN )
are respectively the stage cost and the final state cost, rk
and r̄k are the lower and upper state and input constraints,
rN and rN are the lower and upper final state and
final input constraints, Q and QN are the cost weights
matrices. Regarding the constraints, the first one enforces
the solution of the OCP to be coherent with the current
measured state, the second one imposes that the solution
represents a feasible trajectory for the system, and the
third and fourth ones establish fixed boundaries for the
state and input trajectory solution. In this context, the set
Θ could include, in principle, all MPC hyperparameters.

3. BO WITH NON-STATIONARY GP

3.1 Bayesian Optimization

As a first step, we introduce the BO algorithm employed
for parameter selection. Let (1) be the optimization prob-
lem under consideration. Firstly, we need to sample the
objective function to obtain an initial dataset

D = {(θi, J(θi)), i = 1 . . .M,M ≥ 1},
in our case, M experiments or simulations need to be
performed with different θi to obtain the corresponding
J(θi). Once this initial database has been built, GP re-
gression is used as a tool for modeling the black-box
objective function. Based on the initial GP estimate, the
next parameter θi+1 that needs to be evaluated is selected
by maximizing and acquisition function, which balances
exploration and exploitation. Commonly employed acqui-
sition functions include the Probality of Improvement or
the Expected Improvement, however in this work, we will
consider the Upper Confidence Bound function UCB(θ)
defined as follows

UCB(θ) = m(θ) + hv(θ), (3)

where m(·) and v(·) are respectively the GP posterior
mean and s.d. and h is a scalar quantity. If we assume
a zero-mean GP prior and observation noise variance ω2,
these two functions can be computed in the following way

m(θ) =K(θ,θ1:n)[K(θ1:n,θ1:n) + Ω]−1J(θ1:n)

v2(θ) =K(θ,θ)−K (θ,θ1:n) [K (θ1:n,θ1:n) + Ω]−1

×K (θ1:n,θ)

where the notation K(θ1:n,θ1:n) need to be interpreted as
follows

K(θ1:n,θ1:n) = [K (θ1,θ1) , . . . ,K (θ1,θk) ;

. . . ;K (θk,θ1) , . . . ,K (θk,θk)],

n is the number of points that currently compose the
GP database, and Ω = ω2In. The kernel function K
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precise calibration of the controller. In this work, we aim to
determine the calibration of a VD that minimizes lap time,
exploiting BO. In this context, the conventional BO formu-
lation for MPC tuning assumes that the Gaussian Process
(GP) used by the BO algorithm to estimate the perfor-
mance function is stationary. However, the control strategy
can fail (e.g., solver faults, model-plant mismatches), espe-
cially in regions of the parameter space where performance
approaches its limit. To address this, we propose mapping
such failures to low performance values and employing a
non-stationary Gaussian Process Bayesian Optimization
(NSGP-BO) framework. The NSGP is better suited to
capture pronounced discontinuities that tend to arise in
these high-performance regions, thereby improving the
robustness and effectiveness of the calibration process.
Non-stationarity could be introduced in different ways
in the context of BO, as underlined in Shahriari et al.
(2016). However, particular focus has been given to the
use of non-stationary kernel functions, see Paciorek and
Schervish (2003), Tolvanen et al. (2014), Heinonen et al.
(2016). In this work, we will focus on the non-stationary
formulation outlined in Heinonen et al. (2016). The paper
is organized as follows: in Section 2 we will state the paper
objectives, Section 3 will be dedicated to the explanation of
the NSGP-BO approach, in Section 4 the numerical results
will be presented. Finally, in Section 5 we will conclude
with some final remarks and considerations.

2. PROBLEM FORMULATION

Let P be the model of a multi-input multi-output plant.
Let Θ be the set of all admissible controllers for P . Since
the controller is parameterized by a certain number of
hyperparameters, the set Θ is the set of all the admissible
combinations of the controller’s hyperparameters. Our
objective is to identify the optimal combination of the
controller’s hyperparameters that makes it possible to
satisfy specific performance objectives. These performance
objectives could be synthesized in a performance function
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be expressed as J(u(θ),y(θ), T (θ)). We can denote the
dependence of the performance function on θ by directly
representing it as J(θ). Our final goal is to identify the
set of controller parameters inside the feasible parameter
space θ ∈ Θ that maximize the performance function J(θ).
The problem can be formulated as follows:

θ∗ = argmax
θ∈Θ

J(θ) (1)

We will address this optimization problem of a black-
box function by employing Bayesian Optimization, which
simultaneously estimates and maximizes the objective
function.

In this paper, we specifically focus on an MPC control
strategy. MPC is a control methodology that iteratively
solves a finite-horizon optimal control problem. It requires
knowledge of the plant model, which in discrete time can
be represented by a difference equation

ξk+1 = f(ξk, uk)

Given a specific controller frequency, the MPC repeatedly
solves the following constrained optimization problem

min
ξk,uk

N−1∑
k=0

1

2
∥hk (ξk, uk)∥2Q +

1

2
∥hN (ξN )∥2QN

s.t.

ξ0 = ξ̂0,

ξk+1 = f(ξk, uk), k = 0, 1, . . . , N − 1,

rk ≤ rk (ξk, uk) ≤ r̄k, k = 0, 1, . . . , N − 1

rN ≤ rN (ξN ) ≤ rN ,

(2)

where N is the prediction horizon, hk(xk, uk) and hN (xN )
are respectively the stage cost and the final state cost, rk
and r̄k are the lower and upper state and input constraints,
rN and rN are the lower and upper final state and
final input constraints, Q and QN are the cost weights
matrices. Regarding the constraints, the first one enforces
the solution of the OCP to be coherent with the current
measured state, the second one imposes that the solution
represents a feasible trajectory for the system, and the
third and fourth ones establish fixed boundaries for the
state and input trajectory solution. In this context, the set
Θ could include, in principle, all MPC hyperparameters.
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lem under consideration. Firstly, we need to sample the
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performed with different θi to obtain the corresponding
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gression is used as a tool for modeling the black-box
objective function. Based on the initial GP estimate, the
next parameter θi+1 that needs to be evaluated is selected
by maximizing and acquisition function, which balances
exploration and exploitation. Commonly employed acqui-
sition functions include the Probality of Improvement or
the Expected Improvement, however in this work, we will
consider the Upper Confidence Bound function UCB(θ)
defined as follows

UCB(θ) = m(θ) + hv(θ), (3)

where m(·) and v(·) are respectively the GP posterior
mean and s.d. and h is a scalar quantity. If we assume
a zero-mean GP prior and observation noise variance ω2,
these two functions can be computed in the following way

m(θ) =K(θ,θ1:n)[K(θ1:n,θ1:n) + Ω]−1J(θ1:n)
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where the notation K(θ1:n,θ1:n) need to be interpreted as
follows
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. . . ;K (θk,θ1) , . . . ,K (θk,θk)],

n is the number of points that currently compose the
GP database, and Ω = ω2In. The kernel function K

is usually selected considering prior knowledge of the
function to be estimated. Typically, the kernel function is
parametrized by certain variables which are determined,
together with the data noise variance ω2, during the GP
fitting procedure. As previously mentioned, maximizing
the acquisition function enables the selection of a new
point within the parameter space

θi+1 = argmax
θ∈Θ

UCB(θ) (4)

The objective function is then evaluated at θi+1, the
couple (θi+1, J(θi+1)) is appended to the database D and
the GP fitting procedure is repeated. The iterative process
continues until a predetermined stopping criterion is met,
such as low objective function improvement or reaching
the maximum number of iterations. The parameter h in
(3) controls the exploration-exploitation trade-off: higher
values promote exploration by favoring regions of high
GP variance, while lower values prioritize exploitation by
aligning the acquisition function with the GP mean. The
selection of the exploration parameter could be adapted
throughout the optimization process. For a comprehensive
understanding of Bayesian Optimization theory, interested
readers are directed to Frazier (2018) Brochu et al. (2010).

3.2 Non-Stationary Gaussian Process

Gaussian Processes (GPs) are effective tools for non-
linear regression but, in their classical form, they use
stationary kernels that depend only on the Euclidean
distance between points, enforcing uniform smoothness. As
a result, stationary GPs struggle with functions exhibiting
a variable degree of regularity or discontinuities. Different
methods exist to introduce non-stationarity. In this work,
we adopt the method presented in Heinonen et al. (2016),
which define the following non-stationary kernel:

Kf (θ,θ
′) = σ(θ)σ(θ′)

√√√√ 2ℓ(θ)ℓ
(
θ′)

ℓ(θ)2 + ℓ
(
θ′)2

× exp

(
−

(
θ − θ′)2

ℓ(θ)2 + ℓ
(
θ′)2

)
,

(5)

where σ(θ) and ℓ(θ) are the Kernel hyperparameters that
depend on the absolute position in the input space. Data
noise is also considered to be a function of the input
parameter value (heteroscedasticity), therefore the intent
is now to estimate σ(θ), ℓ(θ) and ω(θ) which are called
latent functions. The authors propose a solution in which
these functions are modeled as stationary GPs

log(ℓ(θ)) ≡ ℓ̃(θ) ∼ GP (µℓ,Kℓ (·, ·))
log(σ(θ)) ≡ σ̃(θ) ∼ GP (µσ,Kσ (·, ·))
log(ω(θ)) ≡ ω̃(θ) ∼ GP (µω,Kω (·, ·)) ,

where the logarithm is used to ensure positivity, and where

Kc

(
θ,θ′) = α2

c exp

(
−
(
θ − θ′)2
2β2

c

)
,

with c ∈ H = {ℓ, σ, ω}. The final model includes nine
hyperparameters (µℓ, µσ, µω, αℓ, ασ, αω, βℓ, βσ, βω). These
parameters can be used to integrate a priori knowledge of
the three latent functions. Given these assumptions, the
authors in Heinonen et al. (2016) derived the maximum a
posteriori estimate of these functions by maximizing the

marginal log-likelihood (MLL), which has the following
final expression

logL = log(N (J(θ1:n) | 0,Kf +Ω)N (ℓ̃ | µℓ,Kℓ)

×N (σ̃ | µσ,Kσ)N (ω̃ | µω,Kω)),

where

θ1:n = [θ1 . . .θi . . .θn]
⊤ s.t. (J(θi),θi) ∈ D

The MLL maximization provides vectors containing the
optimal values of the latent functions corresponding to
each θi ∈ D. Using these vectors, predictions can be made
on the values of the latent functions for an arbitrary θ′.
Then the mean and the variance of the non-stationary GP
can be computed as follows

m(θ′) =Kf (θ
′,θ1:n) (Kf (θ1:n,θ1:n) + Ω)

−1
J(θ1:n)

σ2(θ′) =Kf (θ
′,θ′)−Kf (θ

′,θ1:n)×
× (Kf (θ1:n,θ1:n) + Ω)

−1
Kf (θ1:n,θ

′),

where Kf is computed according to equation (5) using the
estimated latent vectors.

4. SIMULATION ENVIRONMENT AND RESULTS

4.1 Vehicle model

The efficacy of the NSGP Bayesian Optimization algo-
rithm will be evaluated within the framework outlined
in Picotti et al. (2023). In this subsection, the primary
components of the vehicle model will be described. For a
complete and detailed explanation, the reader is referred
to Picotti et al. (2023). The vehicle dynamics is described
by

ξ̇ = ϕ(ξ(t), u(t); p(t)) (6)

where ξ(t) ∈ Rnx is the state vector of the vehicle,
u(t) ∈ Rnu is the vector containing all the control inputs
and p(t) ∈ Rnp is a vector containing the time-varying
parameters. The function ϕ is determined by the vehicle
center of mass equation of motion, see Gray et al. (2012),
projected in the vehicle reference frame

mẍ = mẏψ +
∑
i,j

Fxi,j − F d
x , mÿ = −mẋψ +

∑
i,j

Fyi,j ,

Izψ̈ = a
∑
j

Fyf,j
− b

∑
j

Fyr,j
+ c

∑
i

Fxi,r
− c

∑
i

Fxi,l
,

where m is the mass of the vehicle, Iz is the yaw inertia,
(a, b, c) are the geometric parameters of the vehicle (Fig.
1), F d

x take into account aerodynamic drag (see Picotti
et al. (2023)), Fxi,j represent the longitudinal force on

the {i, j} 1 tyre and Fyi,j
is the lateral force on the same

tyre. Notice that lateral and longitudinal tire forces in the
vehicle reference frame (Fig. 1) can be expressed as

Fxf,j
= Flf,j cos(δf )− Fcf,j sin(δf ), Fxr,j

= Flr,j ,

Fyf,j
= Flf,j sin(δf ) + Fcf,j cos(δf ), Fyr,j

= Fcr,j ,

where δf is the steering angle. The longitudinal force on
each tire is expressed as

Fli,j = sat

(
τeng,i
rw

, µFzi,j

)
+ sat

(
τbrk,i
rw

, µFzi,j

)
,

1 The first index i ∈ {f, r} refer to front or rear tyre and the second
index j ∈ {l, r} refer to left or right tyre



208	 Lorenzo Pasini  et al. / IFAC PapersOnLine 59-26 (2025) 205–210

Fig. 1. Representation of the quantities used by the control
model

in which µ is the friction coefficient, rw is the wheel radius,
and the torques at the wheel are described as follows

τeng,i = γt
�
τMAX
eng,i − τmin

eng,i


+ τmin

eng,i τbrk,i = γbτ
MAX
brk,i ,

where γb and γt respectively represent the normalized
breaking and throttle efforts, and the other entries of the
formulas represent the maximum and minimum torque
provided by the engine and the maximum breaking force
of the vehicle. More details on the expression of the
saturation logistic function and on how the values of the
Fzi,j are computed considering longitudinal and lateral
load transfer can be found in Picotti et al. (2023). The
lateral tire forces Fci,j are computed by multiplying the

Pacejka’s Magic Formula’s output F 0
ci,j by a time-varying

parameter Gyki,j
. This parameter has been introduced in

Picotti et al. (2023) and it is used to take into consideration
local information about tire coupling, such that the final
lateral force is computed as

Fci,j = F 0
ci,j ·Gyki,j

,

given that the objective is to minimize time and facilitate
the straightforward implementation of spatial track con-
straints, the model is reformulated in spatial coordinate
w.r.t the arc length s along the track. The reference tra-
jectory is parametrized in s, and its curvature is computed
as

ζ =
x′y′′ − y′x′′

(x′2 + y′2)
3
2

,

where f ′ = df(s)
ds and f ′′ = d2f(s)

ds2 . The angular and lateral
tracking errors and their derivatives can be computed as

eψ = ψ − ψs

ey = (Ys − Y ) cos(ψs) + (Xs −X) sin(ψs)

ėψ = ψ̇ − ζṡ

ėy = vx sin(eψ) + vy cos(eψ)

where Ys, Xs and ψs represent the global position and
angle reference and the Y , X and ψ are the current global
position and angle. The final complete state vector is

ξ = [ẋ, ẏ, ψ̇, eψ, ey, δf , γt, γb, t]
⊤,

where the time is included with the following differential
equation t′ = 1/ṡ. The other entries of the state vector
can be differentiated w.r.t. s as follows

ξ′ =
dξ

ds
=

dξ

dt

dt

ds
=

dξ

dt

1

ṡ
=

ξ̇

ṡ
∀ṡ ̸= 0,

where ṡ = 1
1−ζey

(ẋ cos(eψ)− ẏ sin(eψ)). The complete

input vector contains

u = [δ̇f , γ̇t, γ̇b, ϵslip, ϵerr, ϵgg]
⊤,

the entries of this vector are respectively the derivative of
the steering angle, the derivative of the throttle and brak-
ing coefficient, along with three slack variables intended
to relax some of the constraints. The final complete space-
formulated vehicle dynamics can be formulated as

ξ′ = ϕ(ξ(s), u(s); p(s)),

where p(s) = [ζ(s), τMAX,min
eng,i (s), Gy,k,i,j(s)]

⊤.

4.2 Optimal Control Problem

The OCP solved by the MPC is the same as presented in
(2), with the following expressions of the costs

hk (ξk, uk) =hreg
k (ξk, uk)

hN (ξN ) =[t, hreg
N (ξN )],

where the main entry of the cost vector is represented by
the time at the end of the MPC horizon and the remaining
part of the cost is necessary to regularize the problem and
is expressed as

hreg
k (ξk, uk) =[β, γt · γb, t, ζ · γt, δ̇f , γ̇t, γ̇b, ϵslip, ϵerr, ϵgg]⊤

hreg
N (ξN ) =[β, γt · γb, ζ · γt, ey − erefy , ėy, eψ − erefψ

+β, ėψ]
⊤,

The primary constraint of the system is to ensure adher-
ence to track limits but a comprehensive formulation of
all the constraints is provided in Picotti et al. (2023). The
NMPC problem is solved using the open-source MATMPC
MATLAB package Chen et al. (2019). The controller hyper-
parameters have been initialized as suggested in Picotti
et al. (2023). The vehicle dynamic is simulated using the
commercially available VI-GRADE software CarRealTime.

4.3 Bayesian Optimization Algorithm Settings

The Bayesian Optimization algorithm has been evaluated
optimizing the first diagonal entry of QN . This weight is
related to the main component of the cost function, which
is the time at the end of the horizon. The algorithm has
been configured in the following way

• The parameter is constrained to assume values within
the interval [0, 500].

• Five initial experiments are conducted, with random
parameter values to construct the initial database D,
and the number of calibration iterations is equal to
20

• The exploration-exploitation parameter h dynami-
cally evolves during the algorithm execution. In our
experiments, h starts at 5 and decreases by 0.35 each
iteration until reaching 0

• The performance function has the following expres-
sion

J(Tlap) =




c1
Tlap

if Bf = 0

−c2 if Bf = 1,

where Tlap is the vehicle’s lap time, and Bf is a
boolean indicating experiment success. Laps that ex-
ceed 210s or in which the vehicle violates track lim-
its are considered unsuccessful. Constants c1 and c2
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position and angle. The final complete state vector is
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where the time is included with the following differential
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⊤,

the entries of this vector are respectively the derivative of
the steering angle, the derivative of the throttle and brak-
ing coefficient, along with three slack variables intended
to relax some of the constraints. The final complete space-
formulated vehicle dynamics can be formulated as

ξ′ = ϕ(ξ(s), u(s); p(s)),

where p(s) = [ζ(s), τMAX,min
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⊤.

4.2 Optimal Control Problem

The OCP solved by the MPC is the same as presented in
(2), with the following expressions of the costs

hk (ξk, uk) =hreg
k (ξk, uk)

hN (ξN ) =[t, hreg
N (ξN )],

where the main entry of the cost vector is represented by
the time at the end of the MPC horizon and the remaining
part of the cost is necessary to regularize the problem and
is expressed as
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The primary constraint of the system is to ensure adher-
ence to track limits but a comprehensive formulation of
all the constraints is provided in Picotti et al. (2023). The
NMPC problem is solved using the open-source MATMPC
MATLAB package Chen et al. (2019). The controller hyper-
parameters have been initialized as suggested in Picotti
et al. (2023). The vehicle dynamic is simulated using the
commercially available VI-GRADE software CarRealTime.

4.3 Bayesian Optimization Algorithm Settings

The Bayesian Optimization algorithm has been evaluated
optimizing the first diagonal entry of QN . This weight is
related to the main component of the cost function, which
is the time at the end of the horizon. The algorithm has
been configured in the following way

• The parameter is constrained to assume values within
the interval [0, 500].

• Five initial experiments are conducted, with random
parameter values to construct the initial database D,
and the number of calibration iterations is equal to
20

• The exploration-exploitation parameter h dynami-
cally evolves during the algorithm execution. In our
experiments, h starts at 5 and decreases by 0.35 each
iteration until reaching 0

• The performance function has the following expres-
sion

J(Tlap) =
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Fig. 2. Figure (a) and (b) represent the performance
function estimated respectively by the GP and the
NSGP, considering the same performance function
data. Figure (c) represents the evolution throughout
the parameter space of the latent functions for the
NSGP.

rescale the performance function to distinguish out-
comes, improve visualization, and ensure numerical
stability. Setting the target codomain C = {−5, 5},
we estimate c1 by enforcing c1/T

∗
lap ≈ 5, where T ∗

lap is
a rough guess of optimal lap time, yielding c1 = 1000
and c2 = 5.

• The GP fitting procedure has been implemented
considering normalized data and using methods and
code presented in Heinonen et al. (2016).

• The Activation Function has been optimized using a
PSO algorithm.

4.4 Results

This section shows the results obtained by using the con-
figuration described above. Fig. 2a and Fig. 2b represent
the same 25 performance data points, and the performance
function estimate that was obtained respectively with the

classical stationary GP and the NSGP. It can be seen
that the NSGP (figure 2b) can approximate with lower
uncertainty and higher precision the performance function,
particularly for the values of θ that guarantee satisfactory
performances (θ ≤ 190). Notably, as performance ap-
proaches its limit, complex phenomena arise: for θ ≈ 250,
the trial fails, yet slightly higher θ values restore high
performance before definitive failure occurs at excessively
large θ. In such conditions, the stationary GP (Fig. 2a),
increases the estimated value of ω. Therefore, since it
cannot adapt the value of ω throughout the domain, it
increases the estimation uncertainty on all the parameter
search space. Moreover, for the same reason, its function
estimate is characterized by a higher degree of smoothness
w.r.t. the one estimated by the NSGP. Fig. 2c illustrates
the variation of the NSGP hyperparameters across the
parameter feasible region. It is noteworthy that the NSGP
can reduce the lengthscale ℓ and increase ω in the param-
eter region that corresponds to θ ≈ 250. Conversely, it
maintains a high ℓ and low ω in the successful parameter
region (θ ≤ 190). To evaluate performance more system-
atically, 20 consecutive optimization procedures have been
conducted using the NSGP-BO and the standard GP-
BO algorithm. At the beginning of each iteration, both
methods were initialized with the same dataset composed
of five randomly selected points. The box plot in Fig. 3a
represents the distribution of the final lap time obtained by
these two methods. This final lap time has been retrieved
by adopting the parameter θ∗ that maximizes the mean
function of the stationary (or non-stationary) GP fitted at
the end of the calibration procedure. It is worth noticing
that the NSGP-BO demonstrates a greater ability to con-
sistently identify superior calibrations. Contrary, the GP-
BO algorithm generally obtains inferior lap time coupled
with a higher variance of the final calibration outcomes.
Fig. 3b presents the absolute error between the lap time
predicted by the GP and the NSGP, using the parameter
selected at the end of the calibration and the real lap time
obtained with the same calibration. It can be noticed that
since the NSGP can better approximate the performance
function, it can obtain a lap time prediction error that is
consistently smaller than the one produced by the station-
ary GP. In summary, the GP-BO tends to produce a less
accurate performance function approximation, leading to a
lower exploration of the area of greatest interest (θ ≈ 250).
Conversely, the NSGP-BO algorithm consistently achieves
more precise performance function estimates, improving
the exploration efficiency and the overall calibration out-
comes.

5. CONCLUSION

We have introduced the implementation of NSGP-BO for
performance-oriented virtual driver tuning. The experi-
ments demonstrated promising results attributed to the
capability of non-stationary GP to adapt kernel hyperpa-
rameters within the estimation domain. By leveraging this
formulation, while considering the possibility of failure of
the controller, it is possible to identify higher-performance
parameterization. In this work, we optimize the MPC
hyperparameter related to the time at the end of the MPC
horizon, which is the fundamental component of the cost
function. Future research will extend this analysis to multi-
parameter tuning to assess the solution’s stability and
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(a)

(b)

Fig. 3. Figure (a) represents the values of the lap time
obtained after 20 optimization procedure with the
NSGP-BO algorithm and the GP-BO algorithm. Fig-
ure (b) represents the absolute error between the true
lap time obtained with the final suggested calibration
and the one predicted by the GP and the NSGP.

the computational complexity as the problem dimension
increases. Additionally, efforts will be directed toward the
identification of ad-hoc non-stationary GP formulation
that incorporates a priori information about the perfor-
mance function, potentially enhancing calibration perfor-
mance.
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