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ABSTRACT

Abstract

In the quest for zero-carbon energy solutions, nuclear fusion research stands

out for its remarkable potential and innovative approach. Globally, numerous ex-

periments are dedicated to exploring various aspects of this promising technology,

resulting in key breakthroughs that pave the way for developing a fully operational

nuclear fusion reactor. Among these initiatives, ITER, the largest nuclear fusion ex-

periment currently under construction in France, aims to become the first to generate

power from fusion reactions. Due to the complexity of the project, different ITER

components have been assigned to various countries, fostering global collaboration

and accelerating progress through shared expertise.

This thesis focuses on one critical part of ITER, the Neutral Beam Injector

(NBI). To build and test the NBI, the Neutral Beam Test Facility (NBTF) has been

established in Padova, Italy, to meet the stringent plasma heating requirements for

the experiment. Although it represents just one component of the broader ITER

project, the NBTF presents significant challenges that demand close collaboration

between researchers and technicians to achieve its goals.

My work concentrates on the NBTF control system, specifically emphasizing

the synchronization of its experiments. Accurate investigation of plasma behavior

in nuclear fusion experiments requires extremely fast data acquisition systems, syn-

chronized within tens of nanoseconds. This level of precision is essential for capturing

every detail of the processes inside the experimental chamber, ensuring comprehen-

sive analysis of fusion reactions. In this context, my work explores the network that

enables such precise synchronization, the control systems used at NBTF, and the

strategies I developed to integrate this synchronization with the acquisition frame-

works.
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Sommario

Nella ricerca di soluzioni energetiche a zero emissioni di carbonio, la fusione

nucleare si distingue per il suo straordinario potenziale e approccio innovativo. A

livello globale, numerosi esperimenti sono dedicati all’esplorazione di vari aspetti

di questa promettente tecnologia, portando a importanti scoperte che aprono la

strada allo sviluppo di un reattore a fusione nucleare pienamente operativo. Tra

queste iniziative, ITER, il più grande esperimento di fusione nucleare attualmente

in costruzione in Francia, si propone di essere il primo a generare energia dalle

reazioni di fusione. A causa della complessità del progetto, i diversi componenti

di ITER sono stati affidati a diversi paesi, favorendo una collaborazione globale e

accelerando i progressi grazie alle competenze condivise.

Questa tesi si concentra su una componente critica di ITER, l’iniettore di parti-

celle neutre (NBI). Per costruire e testare l’NBI, è stata costruita a Padova la Neutral

Beam Test Facility (NBTF), con l’obiettivo di soddisfare i rigorosi requisiti di ri-

scaldamento del plasma per l’esperimento. Sebbene rappresenti solo un componente

del più ampio progetto ITER, NBTF presenta sfide significative che richiedono una

stretta collaborazione tra ricercatori e tecnici per raggiungere gli obiettivi prefissati.

Il mio lavoro si concentra sul sistema di controllo di NBTF, con particolare at-

tenzione alla sincronizzazione dei vari esperimenti. Un’accurata analisi del compor-

tamento del plasma negli esperimenti di fusione nucleare richiede sistemi di acquisi-

zione dati estremamente veloci, sincronizzati nell’ordine delle decine di nanosecondi.

Questo livello di precisione è essenziale per catturare ogni dettaglio dei processi al-

l’interno della camera sperimentale, garantendo un’analisi completa delle reazioni di

fusione. In questo contesto, il mio lavoro investiga la rete che consente una sincro-

nizzazione così precisa, i sistemi di controllo utilizzati nel NBTF e le strategie che

ho sviluppato per integrare questa sincronizzazione nei framework di acquisizione.
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CHAPTER 1

INTRODUCTION

1.1 Networks and Control Systems in Fusion Experi-

ments

In large-scale scientific experiments, control systems are vital for managing the in-

tricate coordination of numerous subsystems, ensuring their seamless interaction to

achieve the experiment’s objectives. As these experiments grow in scale and com-

plexity, the demand for advanced, reliable, and precise control systems becomes

increasingly critical [1]. These systems are tasked with overseeing various functions,

from data acquisition and system diagnostics to the precise timing and synchroniza-

tion of key events. Whether in fields such as high-energy physics, space exploration,

or medical research, control systems play a crucial role in maintaining the stability,

accuracy, and safety of large-scale experiments.

One of the main challenges in controlling such large experiments lies in han-

dling the massive amounts of data generated. Modern experiments often involve

thousands of sensors, actuators, and devices, each producing continuous streams of

information. The control system must process this data in real-time, adjusting pa-

rameters to ensure optimal performance. Any delays or errors in this process could

compromise the experiment or, in some cases, pose operational risks. Therefore,

control systems must be both fast and reliable, capable of processing vast data flows

while maintaining precise coordination between different components.

Fusion energy research is a prime example of where control systems are especially

3



CHAPTER 1. INTRODUCTION

critical due to the complexity and size of the experiments. In fusion experiments,

such as those undertaken by the International Thermonuclear Experimental Reactor

(ITER) project, the goal is to replicate the extreme conditions found in stars (very

high temperatures, pressures, and magnetic fields) to sustain nuclear fusion reac-

tions. Managing the confinement and control of plasma (the ionized gas in which

fusion occurs) demands unprecedented precision. Fusion research control systems

must oversee a multitude of subsystems, including plasma heating, magnetic con-

finement, cooling, and diagnostics, all of which must operate in concert to create

the conditions necessary for fusion.

In these experiments, the timing of events is paramount, particularly during

plasma pulses when fusion reactions occur. Control systems must ensure that sub-

systems such as plasma heating, magnetic field generators, and diagnostics are trig-

gered at precisely the right moments. A failure in timing could lead to plasma in-

stability, potentially ruining the experiment or damaging expensive infrastructure.

Furthermore, control systems must be capable of responding to real-time changes

in the plasma, dynamically adjusting parameters to maintain stability and optimize

the fusion process.

The network infrastructure supporting control systems in fusion experiments is

equally important. Often, these experiments span multiple buildings or even geo-

graphical locations, necessitating the use of robust, high-speed networks to facilitate

communication between subsystems. These networks must ensure low-latency com-

munication to guarantee that all parts of the system remain synchronized.

Another significant challenge in fusion research is the scale of data acquisition.

Plasma diagnostics, magnetic field sensors, and power systems generate enormous

amounts of data that must be analyzed in real-time. This data is essential for

understanding the behavior of plasma and making necessary adjustments to optimize

the fusion process. Fusion control systems must be able to handle these massive data

flows while maintaining the necessary timing and synchronization across the entire

experiment.

Safety is another key concern in fusion experiments. The high-energy processes

involved present substantial risks if not properly controlled. Control systems must

continuously monitor the experiment for any signs of instability or malfunction and

be ready to trigger shutdown procedures when necessary. For instance, if plasma

instability is detected, the control system must immediately reduce power to the

magnets or activate cooling systems to prevent damage. These safety measures are

deeply embedded in the control architecture, providing real-time monitoring and

automatic responses to ensure the safe and stable operation of the experiment.

4



1.2. THESIS CONTRIBUTION

1.2 Thesis Contribution

My work primarily focuses on investigating the synchronization of MITICA, the key

experiment of the NBTF better explained in the next sections. The need for syn-

chronization arises from the intricate nature of fusion experiments, where multiple

systems must operate in perfect harmony. Devices ranging from power supplies to

data acquisition systems must follow a precise sequence to ensure the correct timing

of plasma pulses. Synchronization is critical to reduce delays between devices, as

even minor timing discrepancies could result in misaligned data, inaccurate findings,

or safety risks. To meet these rigorous demands, precise time coordination is essen-

tial, ensuring that all components perform their tasks at the exact moment needed

for successful experimentation.

To address this need, I studied the synchronization network defined by ITER,

known as the Time Communication Network (TCN), from both hardware and soft-

ware perspectives. I began by researching the market to identify hardware that could

meet the experiment’s requirements. Next, I explored various network topologies to

find configurations that would minimize delay. Through several test campaigns,

I validated the selected hardware and topologies, gathering the necessary data to

confirm that the synchronization requirements were met. Based on these results, I

contributed to defining the final MITICA network topology, which follows ITER’s

guidelines and incorporates certain restrictions across network layers.

After defining the characteristics of the TCN, I developed the code to synchro-

nize the acquisition systems distributed across MITICA. Specifically, I integrated

two modules from the ITER catalogue (one for timing and one for acquisition)

into MDSplus, our data acquisition framework. This code development involved a

thorough analysis of both MDSplus mechanisms and the device libraries to ensure

optimal performance.

1.3 Thesis Structure

My thesis is organized as follows:

• Chapter 2 The present and the future of the fusion nuclear science:

This chapter outlines the current and future challenges of nuclear fusion energy,

focusing on its potential as a solution to the global energy crisis. It highlights

the advantages of fusion, such as abundant fuel sources and minimal environ-

mental impact, as well as the significant scientific and engineering obstacles to

overcome. The chapter introduces the principles of nuclear fusion, particularly

5



CHAPTER 1. INTRODUCTION

Deuterium-Tritium (D-T) reactions, and the role of plasma in achieving the

necessary conditions for fusion. Magnetic confinement in tokamaks, a critical

approach to plasma confinement, is explored in detail. ITER, the largest fusion

experiment, is presented as a key project aiming to produce energy through

nuclear fusion, with an emphasis on its heating systems and the importance

of the Neutral Beam Injection (NBI) system in plasma heating.

• Chapter 3, Neutral Beam Test Facility in Padua: This chapter talks

about the Neutral Beam Test Facility (NBTF) in Padua, where critical sys-

tems for ITER’s Neutral Beam Injector (NBI) are being developed and tested.

It introduces Padova Research on ITER Megavolt Accelerator (PRIMA), a

facility housing two experiments: MITICA, a full-scale prototype of the neu-

tral beam injector, and SPIDER, a prototype of the ion source. The chapter

details the design, challenges, and systems involved in generating high-energy

beams. It also discusses the importance of testing and diagnostics to ensure

successful NBI performance for ITER;

• Chapter 4, NBTF control system: This chapter discusses the NBTF Con-

trol System, focusing on the CODAS system used to manage and monitor

experiments at the Neutral Beam Test Facility. It explains how ITER’s con-

trol system, CODAC, integrates with plant systems via various controllers

and standardized software packages. The chapter details the structure of CO-

DAS at NBTF, highlighting its role in data acquisition, synchronization, and

real-time control, particularly in SPIDER and MITICA experiments. Key

components like MDSplus and MARTe frameworks are explored, showcasing

their importance in managing vast amounts of experimental data and ensuring

reliable control.

• Chapter 5, NBTF Synchronization: This chapter discusses the synchro-

nization system at the NBTF, addressing the need for precise time align-

ment between devices in fusion experiments. It explains how synchronization

is implemented in SPIDER and MITICA, comparing the mechanics used in

both experiments. While SPIDER uses a loop of modules for synchronization,

achieving accuracy through a dedicated timing system, MITICA adopts a more

advanced Ethernet-based synchronization protocol, aligning with ITER’s strin-

gent requirements. The comparison highlights the evolution and improvements

in synchronization strategies between the two setups.

• Chapter 6, MITICA Time Communication Network: This chapter fo-

cuses on the implementation of the MITICA Time Communication Network

6



1.3. THESIS STRUCTURE

(TCN), developed to meet ITER’s strict synchronization requirements, specif-

ically ensuring a delay RMS below 50 ns. A market investigation has been con-

ducted to select appropriate PTP-aware hardware, including a Grand Master

Clock (GMC), PTP switches, and slave devices. The chapter details network

configuration, testing of different topologies, and delay measurements using

both real-world setups and simulations. Omnet++ was used to simulate the

network and validate results, ensuring that the chosen hardware meets ITER

standards for time synchronization in fusion experiments.

• Chapter 7, TCN Applications: This chapter discusses the development and

implementation of software applications that utilize the MITICA TCN to man-

age and distribute precise software triggers across the network, replacing tradi-

tional hardware-based triggers. One of the primary focuses is the Lazy Trigger

mechanism, which ensures synchronized response to events across distant de-

vices, even with slight network delays. The Lazy Trigger is used to investigate

rapid breakdown events by triggering high-speed data acquisition systems in

multiple locations simultaneously. The chapter also details the hardware used

and the software integration within the MDSplus framework to facilitate effi-

cient data acquisition and analysis.

• Chapter 8, Conclusions: This chapter provides concluding thoughts and re-

flections on the project, summarizing the key findings and the broader impli-

cations of the work. It highlights the project’s contributions and achievements

while also offering insights into potential future directions, such as further

optimization of the system, exploration of new applications,

7
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CHAPTER 2

THE PRESENT AND THE FUTURE

OF THE FUSION NUCLEAR

SCIENCE

The global energy crisis represents one of the most significant challenges humanity

faces today, driven by rising energy demands, finite resources, and environmental

concerns. With the global population projected to surpass 9 billion by 2050 [2]

(Figure 2.1), energy consumption is expected to increase dramatically, especially in

rapidly developing economies (Figure 2.2).

Historically, our energy needs have been met primarily through fossil fuels-coal,

oil, and natural gas. These resources, while abundant in the past, are finite and

depleting, with estimates suggesting that we could reach critical shortages within the

century. Furthermore, the extraction, refining, and combustion of fossil fuels have

severe environmental repercussions, most notably contributing to the greenhouse

gas emissions that drive climate change.

The consequences of climate change are already being felt worldwide, manifesting

in more extreme weather events, rising sea levels, and disruptions to ecosystems and

food security. To mitigate these impacts, there is a global push to reduce carbon

emissions and transition to cleaner, more sustainable energy sources. Renewable

energy options, such as solar, wind, and hydropower, offer promising alternatives,

but they come with limitations. Their intermittent nature (solar power is only

available when the sun shines, and wind power fluctuates with wind speeds) makes

them unreliable as standalone solutions for meeting global energy needs.
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Figure 2.1: Comparison of different scenarios for world population growth over the 21st

century [2]

Figure 2.2: Predictions taken from the U.S. Energy Information Administration, Interna-

tional Energy Outlook 2019 Reference case

Nuclear power, which produces significant amounts of energy with low green-

house gas emissions, presents another option. However, it raises concerns related to

radioactive waste, the potential for catastrophic failures, and the limited availability

of uranium for fission. In response to these challenges, nuclear fusion is emerg-

ing as a potential long-term solution. Fusion, the process that powers the stars,

promises an almost limitless supply of energy from abundant resources like hydro-
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gen isotopes, while producing minimal environmental impact. Unlike nuclear fission,

fusion generates no long-lived radioactive waste and carries significantly lower safety

risks. However, the technology required to harness fusion energy at a commercial

scale remains in its infancy, with significant scientific and engineering barriers to

overcome.

2.1 The energy of the stars: Nuclear Fusion

Nuclear fusion is a process in which atomic nuclei combine to form a heavier element

and it is commonly referred to as “the energy of the stars” since it powers stellar

environments. This reaction releases energy due to the mass difference (or mass

defect) between the initial and resulting nuclei, caused by changes in their binding

energies. For fusion to occur, the positively charged nuclei must overcome their mu-

tual Coulomb repulsion. Replicating the fusion process found in stars on Earth is

challenging because of the extreme conditions required. In stars, fusion occurs under

immense gravitational pressure and temperatures of millions of degrees. Addition-

ally, the fuel used in stars, like regular hydrogen, demands even harsher conditions

for efficient fusion on Earth. As a result, we use heavier isotopes like deuterium and

tritium, which require slightly less extreme conditions but still present significant

challenges in managing and sustaining the fusion process.

The central challenge of fusion research lies in generating and maintaining the

conditions necessary for a sufficient number of fusion reactions to take place. The

most promising fusion reactions involve hydrogen, its isotopes, and helium, and they

are:

2D +
2D →

3He +
1n+ 3.27MeV (2.1)

2D +
3T →

4He +
1n+ 17.6MeV (2.2)

2D +
2D →

3T +
1H + 4.03MeV (2.3)

2D +
3He →

4He +
1H +18.3MeV (2.4)

Deuterium-Tritium (D-T) reactions are preferred in fusion research because they

have the highest fusion cross-section among possible fusion reactions (Figure 2.3).

This means that D-T reactions occur more readily at lower temperatures compared

to other reactions, making it easier to achieve the necessary conditions for fusion.

The higher probability of fusion events in D-T reactions also helps maximize energy

output, which is crucial in overcoming the technical challenges of sustaining fusion

on Earth.
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Figure 2.3: Cross-sections of D − T , D −D and D − 3He reactions.

To overcome the Coulomb barrier extremely high kinetic energy is required. This

translates into very high temperatures, on the order of millions of degrees, to give the

particles enough energy to collide and fuse. Achieving such temperatures without

affecting the surrounding environment is a major challenge. This is where plasma

comes into play.

Plasma is the fourth state of matter, consisting of ionized gas where electrons

are separated from their atomic nuclei, creating a mixture of free electrons and pos-

itively charged ions. In this state, atomic nuclei can move freely at high velocities,

increasing the probability of fusion reactions. The requisite average temperature

to generate a substantial number of fusion reactions in a fusion reactor is approxi-

mately 10 keV [3]. Plasma enables the containment and control of the high-energy

particles needed for fusion, isolating the extreme temperatures from the surround-

ing environment. This is typically achieved through either magnetic confinement or

inertial confinement methods. Since my work focuses on the first type, magnetic

confinement, the inertial method will not be covered in this thesis.

2.1.1 Magnetic Confinement

Magnetic confinement uses magnetic fields to contain the plasma. Charged parti-

cles within a magnetic field experience the Lorentz force, causing them to spiral

around the magnetic field lines. This motion is characterized by the Larmor radius

(Equation (2.5)), which defines the radius of the particle’s orbit around the magnetic
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lines.

ρ =
mvth
ZeB

(2.5)

The particle’s mass m, thermal velocity vth, charge Z, and magnetic field strength

B all affect the Larmor radius. The neutrons created by fusion processes are not

contained by magnetic confinement, which affects only charged particles; they are

able to freely exit the plasma. The material walls of the reactor are affected by this

neutron flux, and in subsequent fusion reactors, this heat from the neutron collisions

will be transformed into useful energy.

To meet the stringent requirements for nuclear fusion, efficiently confine the

plasma and harness the energy from fusion reactions, dedicated experiments are

essential. These experiments involve the construction of specialized facilities, the

integration of cutting-edge technologies and the application of advanced scientific

knowledge. Each component works together to explore the potential of fusion as a

sustainable energy source, ensuring the precision and control needed for success in

such complex endeavors.

Among the various solutions proposed for magnetically confined fusion devices,

the torus has emerged as the most advantageous in terms of topology. Its unique

geometric properties make it the only compact, connected, and orientable manifold

where a continuous vector field can be defined without encountering critical points.

This characteristic is particularly important for magnetic confinement, where the

behavior of the magnetic field is crucial to containing the high-energy plasma needed

for fusion.

The tokamak, whose name is derived from a Russian acronym meaning “toroidal

chamber with magnetic coils”, builds upon the advantages of the toroidal shape and

is considered the most promising candidate for producing controlled thermonuclear

fusion power. The device consists of a toroidal vacuum chamber, which is surrounded

by a series of magnetic coils, as illustrated in Figure 2.4.

2.1.2 Tokamak confinement

Plasma confinement in a tokamak is achieved by generating a strong magnetic field

through toroidal coils surrounding the vacuum vessel. By superimposing magnetic

fields in different directions, confinement strategies are optimized to shape and sta-

bilize the plasma. Using the coordinate system outlined in Figure 2.5, the toroidal

magnetic field Bθ is produced by the toroidal windings encircling the tokamak cham-

ber. In contrast, the poloidal field Bϕ is generated by the plasma current flowing

through the plasma.
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Figure 2.4: Simplified scheme of a Tokamak taken by [4].

Figure 2.5: Scheme of the tokamak toroidal coordinates.

The combination of the toroidal and poloidal magnetic fields forms a complex

helical structure that wraps around the torus, effectively confining the plasma. In

addition to this, extra poloidal field coils are employed to fine-tune the shape of

the plasma and enhance its stability. These elements work together to maintain the

plasma in equilibrium, allowing for sustained fusion reactions within the confined

environment of the tokamak.

Thus, the unique topology of the torus, combined with the sophisticated mag-

netic field configuration of the tokamak, makes this device a leading candidate in
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the quest for controlled nuclear fusion.

2.2 ITER

The International Thermonuclear Experimental Reactor [5], depicted in Figure 2.6,

is a fusion research project aimed at demonstrating the feasibility of nuclear fusion

as a large-scale, carbon-free energy source. With an input power of 50 MW, the

ITER machine is designed to generate 500 MW of fusion power (Q=10), marking it

as the first fusion experiment capable of producing a net energy gain.

Figure 2.6: ITER, the future of nuclear fusion.

The project, initiated in 2006, involves a global partnership of 35 nations, in-

cluding the European Union, USA, China, Japan, Russia, South Korea, and India,

collaborating to build the world’s largest fusion experiment.

As expressed in [6], the primary objective of ITER is to investigate and demon-

strate burning plasmas, where alpha-particle heating accounts for more than two-

thirds of the total heating power, allowing the plasma to regulate its profiles. In

ITER, the burning plasma will be characterized by a high alpha particle popula-

tion, a small ratio of ion gyro-radius to plasma radius, low collisionality, and long

pulse durations (300-500 seconds or longer). These conditions push the boundaries

of plasma science, which is governed by complex, non-linear processes like turbu-

lence, leading to self-organized states and structures. ITER also seeks to explore

steady-state plasmas, which necessitate a significant portion of self-generated boot-
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strap current, exceeding 50%. The presence of this bootstrap current alters the

local magnetic shear, potentially diminishing turbulence and reducing associated

transport, thereby further enhancing the plasma’s ability to self-regulate. These ad-

vanced plasma states in ITER may reveal new and exciting phenomena, potentially

unlocking operational modes that hold great promise for future fusion reactors.

The performance specifications adopted for ITER by the ITER Council in June

1998 are the following:

1. To achieve extended burn in inductively driven deuterium-tritium plasma op-

eration with Q ≥ 10 (where Q is the ratio of fusion power to auxiliary power

injected into the plasma), not precluding ignition, with an inductive burn du-

ration of between 300 and 500 s;

2. To aim at demonstrating steady state operation using non-inductive current

drive with Q ≥ 5;

In terms of engineering performance and testing, the design should:

3. Demonstrate availability and integration of essential fusion technologies;

4. Test components for a future reactor, and test tritium breeding module con-

cepts; with a 14 MeV-neutron power load on the first wall ≤ 0.5 MW/m2 and

fluence ≤ 0.3 MWa/m2.

2.2.1 ITER heating systems

Heating the plasma in a fusion reactor like ITER is a crucial challenge because the

plasma must reach extremely high temperatures (around 150 million degrees Celsius)

for fusion to occur. At such temperatures, the atomic nuclei within the plasma have

enough kinetic energy to overcome their natural Coulomb repulsion and allow fusion

reactions to take place.

In ITER, several advanced heating systems are employed to achieve and sustain

the extreme temperatures needed for fusion. One such method is ohmic heating,

where the plasma is heated by the electric current flowing through it, generating

heat due to resistance. This heating mechanism is intrinsic to the machine’s op-

eration, as the magnetic fields applied to confine the plasma also induce a plasma

current, which in turn heats the plasma through its natural resistance. However,

ohmic heating alone is insufficient to reach the temperatures required for sustained

fusion, so additional heating systems are also employed. Indeed, since this heating

is generated by the Joule effect, the plasma resistivity η decreases as the electron
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temperature increases, following a ∼ 1/T 3/2 dependence. As a result, ohmic heating

becomes ineffective at higher temperatures.

To further heat the plasma, ITER employs two wave-based heating systems

that utilize resonance to match the natural oscillations of particles in the plasma,

increasing their velocity and temperature [7]:

• Electron Cyclotron Resonance Heating (ECRH) heats the plasma’s

electrons using electromagnetic waves at 170 GHz, the resonant frequency of

electrons. The electrons then transfer this energy to ions through collisions.

ECRH will provide 40 MW of power during the initial operation phase, rising to

67 MW later. It also plays a key role in initiating plasma shots and controlling

instabilities. The system uses gyrotrons, powerful radiofrequency sources, to

generate the required energy.

• Ion Cyclotron Resonance Heating (ICRH) transfers energy directly to

ions with electromagnetic waves at frequencies between 40 and 55 MHz. ICRH

will contribute 20 MW of power, with 10 MW during the initial phase and an

increase to 20 MW in later stages. Both systems rely on specialized antennas

and transmission lines to deliver energy to the plasma.

Apart from the resonance heating, the final heating strategy employed by ITER,

and a key focus of this thesis, is neutral beam injection. ITER’s NBI will intro-

duce uncharged high-energy particles into the plasma, where it transfers its energy

through chaotic motion and collisions with plasma particles, increasing the plasma’s

temperature.

In the injector, deuterium ions are accelerated to a kinetic energy of 1 MeV and

then passed through a “neutralizer”, which strips them of their charge, allowing the

particles to penetrate the magnetic field of the tokamak. Once inside, the neutral

particles collide with the plasma, heating it.

Due to ITER’s large plasma volume, the injected particles need to travel much

faster than in previous systems to penetrate deep enough. This increase in velocity

makes it harder to neutralize positively charged ions, leading ITER to adopt a

negatively charged ion source for the first time. Although these negative ions are

easier to neutralize, they are more difficult to produce and manage due to the loosely

bound extra electron, which can be easily lost.
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2.3 The NBI

As highlighted in [8], NBIs have been regarded as a highly promising plasma heating

system since the last century. The core principle of this method is to generate a

high-energy beam of neutral particles, significantly exceeding the plasma’s energy,

and direct it toward the plasma in a controlled manner. Since neutral particles carry

no charge, they remain unaffected by magnetic fields and travel in straight-line paths

until they collide with the plasma, becoming ionized. Once ionized, these particles

are trapped by the magnetic field and integrate into the plasma, contributing to the

high-energy tail of the deuterium distribution function.

Neutral Beam systems typically accelerate positive ions; however, for high-energy

beams, negative ion sources are required. This is because, with positive ion sources,

the efficiency of beam neutralization drops significantly (as shown in Figure 2.7).

In contrast, for negative ion beams, the neutralization efficiency remains relatively

constant even at high energies.

Figure 2.7: Neutralization efficiency of positive and negative beam sources.

Since ITER requires at least two high-energy beams to meet its experimental

goals, it will rely on negative-ion NBIs to heat the plasma in the tokamak. The

production of these high-energy negative beams presents significant engineering and

physics challenges, leading to the development of the NBTF to thoroughly investi-

gate the characteristics of ITER’s NBI (more details in the next section). In brief,

negative ions are produced in a plasma source, extracted, and then accelerated to

high energy. They pass through a charge exchange cell where they are partially

neutralized, with the remaining ions being magnetically deflected to a dump. The

resulting beam typically consists of 60% neutral atoms, 20% negative hydrogen ions
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(H-), and 20% positive hydrogen ions (H+).

A negative ion NBI is made by:

• The plasma source: device designed to produce ions with an extra elec-

tron, giving them a negative charge. In the context of fusion experiments,

these sources typically use hydrogen or deuterium gas, which is ionized by a

combination of electric fields, magnetic fields and and Radio-Frequency waves.

• Acceleration: in this stage the negatively charged ions are accelerated to high

energies through a series of electrostatic grids that generate a strong electric

field, driving the ions to the required energy level. After passing through the

grids, the plasma divides into smaller beams that collectively form the main

plasma beam.

• Neutralizer: the NBI neutralizer is a component that facilitates the conver-

sion of high-energy ions into neutral atoms. After the ions are accelerated,

they pass through a gas-filled chamber where they undergo charge exchange,

losing their electric charge and becoming neutral particles. This neutralization

is essential because only neutral atoms can penetrate the magnetic fields in

the fusion plasma. Any remaining charged particles are deflected and sent to a

dump, ensuring that the beam entering the plasma consists mostly of neutral

atoms.

• The NBI residual ion dump system: designed to handle the remaining

charged particles that are not neutralized during the neutralization process.

After passing through the neutralizer, these residual ions are separated from

the neutral beam using magnetic fields. The charged ions are then directed to

the ion dump, where they are safely absorbed to prevent them from reaching

the plasma or damaging the system.
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CHAPTER 3

NEUTRAL BEAM TEST FACILITY

IN PADUA

3.1 PRIMA

In ITER, additional heating systems are essential to enable the L-H transition,

achieve high plasma temperatures, and sustain fusion conditions. Among these sys-

tems, two NBIs [9] will be installed, each capable of producing high-energy beams

up to 1 MeV. These NBIs will operate by neutralizing electrostatically accelerated

negative ions, transferring up to about 17 MW to the plasma per injector, and will

be operational for up to 1 hour.

To mitigate the risks of unsuccessful ITER NBI operation, a comprehensive

research and development plan has been initiated. This plan includes the estab-

lishment of a full-scale test facility to address and evaluate issues related to NBI

physics and technology. Key focus areas include negative ion yield, current unifor-

mity, 1 MV voltage holding, beam transport and neutralization, operation of beam

line components and power supplies, and overall injector reliability. The aim is to

ensure the achievement of full ITER performance.

This test facility, known as PRIMA (Figure 3.1) [10], is currently under construc-

tion in Padova, Italy. PRIMA will house two experiments: MITICA and SPIDER

[11]. MITICA is a full-scale prototype of the entire injector, while SPIDER is a

full-scale prototype of the ion source.
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Figure 3.1: Scheme of PRIMA

PRIMA is a large building covering an area of 7.400m2 for a total volume of

150.000m3. The main building hosts the SPIDER and MITICA experiments, each

individually shielded by concrete barriers. The thickness of these barriers is 1.2

meters for SPIDER and 1.8 meters for MITICA, ensuring safe access to the area

even during their operation. Additional buildings house power supplies, auxiliary

systems, common plant systems, control systems, protection, and diagnostics. An

essential requirement for the building layout was to keep the MITICA setup as

similar as possible to the ITER Heating Neutral Beam Injector (HNB) layout [12].

Although SPIDER and MITICA are quite different experiments, they share some

auxiliary systems that must perform the same functions for both experiments:

• The 22 kV medium voltage distribution system. The electrical power required

for each experiment - 15 MVA for SPIDER and 76 MVA for MITICA - is

supplied from the 400 kV Italian national grid through two 50 MVA step-

down transformers. Each experiment has its own medium voltage Distribution

Board, ensuring that there is enough power available to operate both exper-

iments simultaneously, a crucial aspect to take into account for the facility

experimental campaigns.

• The cooling system [13]. It is designed to dissipate around 70 MW of power

absorbed from the experiments and related auxiliary facilities into the envi-

ronment. To minimize the load on the cooling towers, heat generated during

the experiments will be stored in two underground water basins. This stored

heat will then be released to the environment by the cooling towers during the

intervals between beam pulses. Given that the maximum duty cycle is 1/4,

the cooling towers are sized to handle approximately 17 MW.

• The Gas and Vacuum System (GVS) [14]. It includes a common segment of gas

storage and distribution system and two independent vacuum and gas injection

systems dedicated to the SPIDER and MITICA experiments respectively.
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3.1.1 MITICA

The Megavolt ITER Injector & Concept Advancement (MITICA) is the full-scale

prototype of the ITER neutral beam injector, as depicted in Figure 3.2 inside the

red square, and is identical to the ITER HNB, including the power supply system

and high voltage transmission line. The MITICA beam source, is the most complex

part of the injector. It includes an RF-driven ion source, similar to the one used

in SPIDER, and the accelerator. The RF ion source, located in the rear part of

the beam source, is designed to produce negative ions and operates with 0.3 Pa of

hydrogen or deuterium gas. The ion extractor and electrostatic accelerator primar-

ily consist of conducting grids set at different potentials. Each grid features 1280

apertures, generating a negative ion beam of 46A H- (or 40A D-) composed of 1280

individual beamlets. Negative ions available in the plasma source, where a negative

electric potential of approximately 1 MV is applied for operation with D2 and 870

kV for operation with H2, are extracted across the gap between the plasma grid

(PG) and the extraction grid (EG). They are then accelerated toward the grounded

grid (GG). Four additional acceleration grids (AG1-AG4), at intermediate electric

potentials and positioned between the EG and the GG, form the 5-stage electrostatic

accelerator. The high-energy ion beam is generated and subsequently neutralized

by passing it through a gas. The neutral beam then traverses an electron dump

and an electrostatic ion dump before striking a target calorimeter, where it deposits

approximately 17 MW of power for up to an hour. The primary challenge for the

NBTF is managing this substantial power load, compounded by the stringent re-

quirement for minimal beam divergence. To satisfy this critical divergence criterion,

the acceleration grids must precisely control the beam direction on a gap-by-gap

basis.

To generate a proper Neutral Beam that meets the ITER requirements, MITICA

relies on mainly a dedicated power transmission line [15], [16] and on the following

power plant systems:

• Acceleration Grids Power Supply (AGPS) [17], one of the power supply sys-

tems. The AGPS system is composed of five 200 kV units, each unit comprising

an inverter that generates three-phase 150 Hz square wave voltages, a step-up

insulating transformer, a rectifier diode bridge, and an RC filter. The output

stages of these units are connected in series to achieve the nominal voltage

value of up to 1 MV.

• Ion Source and Extractor Power Supply (ISEPS) [18], a set of power supplies
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Figure 3.2: MITICA (inside the red square) model in the future ITER implementation

feeding the ion source, including four 1 MHz RF generators rated at 200 kW.

ISEPS is housed within a Faraday cage, called HVD1 [19], which is insulated

from the ground up to -1 MV and supplied through a -1 MV insulating trans-

former. The HVD1 enclosure hosts all devices requiring insulation from the

ground, thereby preventing noise or potential damage to the rest of the plant

units.

• The cryogenic plant [20], designed to supply supercritical helium at 4.6 K

to the cryosorption panels and gaseous helium at approximately 80 K to the

thermal shields. It is capable of removing up to 800W through the supercritical

helium circuits and 17 kW through the gaseous helium circuits during pulses.

Additional requirements include the capability to regenerate cryopumps at 100

K between consecutive long pulses or between trains of short pulses, as the

cryosorption panels become saturated with H2.

• A gas storage and handling facility, required to load and unload SF6 gas from

the high-voltage gas-insulated components. This facility is capable of manag-

ing and storing the SF6 gas needed to insulate all HV components, such as

transmission lines, diode rectifiers, and filters. The total amount of SF6 gas
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handled by the plant is approximately 30 tons.

The primary distinction between MITICA and the ITER HNB lies in the diag-

nostics. MITICA is equipped with diagnostic plant units, including beam and source

thermal sensors, RID electrostatic probes, visible and infrared imaging, source and

beam emission spectroscopy, cavity ring-down spectroscopy, beam tomography, and

neutron detection. In contrast, the HNB does not incorporate diagnostic systems

due to reliability concerns.

3.1.2 SPIDER

Source for Production of Ion of Deuterium Extracted from Rf plasma (SPIDER), in

Figure 3.3, is the prototype for the negative ion source used in ITER’s heating and

current drive systems. The design of this source builds on previous fusion experiment

results and aims to incorporate enhancements to achieve long-duration pulses (up

to 1 hour) on a full ITER-sized ion source, within a complete vacuum environment

and with optimized beamlet optics. SPIDER is designed to accelerate the beam

up to 100 kV with a total beam power of 6 MW. It features eight RF antennas

and an expansion chamber for plasma production, from which ions are extracted,

as well as a set of grids for the extraction and acceleration of the negative ion

beam. SPIDER features two calorimeters: a water-cooled beam dump [21], capable

of absorbing and dissipating the maximum power of 6 MW for up to one hour,

equipped with thermocouples to analyze power balance and beam uniformity at a

relatively low resolution. Additionally, a high-spatial-resolution (2 mm) uncooled

calorimeter (STRIKE) [22] it is used for shorter pulses, lasting less than 10 seconds.

Figure 3.3: SPIDER, the prototype for the negative ion source

Apart from the shared plant systems mentioned in section 3.1, SPIDER plant

units include:
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• SPIDER AGPS [23], a power supply with a rating of 96 kV / 71A. It uti-

lizes pulse step modulation technology, incorporating three oil-insulated multi-

secondary transformers and 150 switching modules.

• SPIDER ISEPS [24], identical to the MITICA ISEPS. It is housed within a

metallic cage, known as the HV deck (HVD), which is insulated from ground

up to 100 kV and powered by an insulating transformer. The HVD is linked

to the vessel via an air-insulated transmission line.

• Caesium ovens [25], responsible for distributing a thin layer of Caesium on the

Plasma Grid. This layer lowers the work function, facilitating the conversion

of impinging hydrogen/deuterium atoms into negative ions more efficiently.

Various diagnostic systems [26], including, among the others, interferometry,

multiple types of cameras, and various probes, are installed in SPIDER to thor-

oughly investigate the beam characteristics. These diagnostics are not present in

the MITICA ion source due to the differing objectives of the two experiments. It

is crucial to extensively characterize SPIDER to determine the optimal parameters

for proper ion generation.

3.2 Instrumentation & Control

In conclusion, it is clear that MITICA and SPIDER are extensive and complex ex-

periments, each comprising multiple subsystems. Each plant system is constructed,

tested, and installed at NBTF by external companies, each providing its own control

system. The NBTF I&C team is responsible for studying and implementing effec-

tive collaboration strategies among all the Plant Unit (PU)s. Among the various

solutions, the Finite State Machine (FSM) (Figure 3.4) forms the core of the NBTF

control. Throughout the day, the FSM dictates the progression of the experiment,

transitioning all PUs from the OFF state to the PON state where a beam pulse is

generated. The COntrol and Data Acquisition System (CODAS) [27], detailed in

the text section, instructs each PU on which state to transition to and monitors for

any issues that may arise during operation. This approach distributes the control

workload across all the PUs, ensuring each knows its role in every FSM state.
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Figure 3.4: Scheme of the MITICA FSM
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CHAPTER 4

NBTF CONTROL SYSTEM

4.1 ITER CODAC

CODAC refers to the central control system responsible for operating ITER. The

various plant systems that make up the ITER device are each managed by local

instrumentation and control systems, known as Plant System I&C. A Plant System

I&C comprises local controllers that fall into one of the following categories:

• Standardized programmable logic controllers, referred to as Programmable

Logic Controller (PLC)s or Slow Controllers.

• Standardized rack-mounted computers, which may control PCI/PCIe/cRIO

inputs/outputs and are known as PCFs (Plant Controller, Fast) or Fast Con-

trollers.

• Non-standardized controllers, termed POCs (Plant Other Controllers).

Additionally, each Plant System I&C includes exactly one Plant System Host

(PSH), provided by ITER, which performs standard functions that do not require

plant system-specific software or any signal inputs/outputs. Figure 4.1 presents a

good CODAC architecture summary.

From a software point of view, CODAC is based on the CODAC Core System

(CCS) [28]. CCS is a software package distributed by the ITER Organization for

the development of plant system I&C. This package includes software for various

types of I&C computers and provides developers with the necessary environment

to develop and test software in compliance with ITER requirements. The CODAC
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Figure 4.1: Plant System I&C Physical Architecture.

Core System is bundled with the Red Hat Enterprise Linux (RHEL) [29] operating

system, which is preconfigured for its use. The software is based on EPICS [30],

an open-source distributed control system platform widely utilized in experimental

physics. The EPICS framework and utilities are developed and maintained by its

user community, of which ITER is a member.

4.2 CODAC Networks

As described in [31], CODAC communicates throughout the entire experiment via

a set of segregated networks, each serving its own specific purpose. The CODAC

networks comprise the Plant Operation Network (PON) [32], the Data Archiving

Network (DAN) [33], the Synchronous Databus Network (SDN) [34] and the TCN

[35]. Each network has its own requirements to ensure the correct functioning of the

experiment:

• PON provides connections to ∼ 200 Plant System I&C and ∼ 2000 I&C cubi-

cles.

• TCN provides time synchronization to clients with better than 50 ns RMS

accuracy.
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• SDN provides a deterministic application-to-application network latency of

less than 50 µs. The latency for network switch is less than 2 µs.

• DAN provides data throughput up to 50 GB/s, and may grow with the evo-

lution of the ITER project.

4.2.1 The TCN

This thesis will be focused on the test campaigns conducted to study, analyze and

test the TCN, more in particular on the synchronization performance obtained using

the ITER catalogue devices.

The TCN is an Ethernet-based communication infrastructure designed to provide

time reference to all systems requiring synchronization across the ITER Site. Its im-

plementation relies on the Precision Time Protocol (PTPv2 IEEE1588-2008), which

enables the transfer of time-stamped messages to synchronize ITER time with the

distributed ITER plant system I&C hosts. Any host that necessitates high-accuracy

time synchronization must connect to the TCN. The TCN is crucial, as its perfor-

mance directly impacts the ability to synchronize events and conduct offline data

mining effectively.

4.3 NBTF CODAS

As well explained in [36] and [37], CODAS is the core of the NBTF control sys-

tem. Developed and tested in SPIDER, it is currently adopted and it will be further

enhanced in MITICA [38]. CODAS is designed to manage and coordinate all as-

pects of the experimental process in fusion research. It integrates the control and

monitoring of the various plant systems, data acquisition, and data management,

ensuring the smooth and efficient operation of the experiments. CODAS’ role in

fusion experiments is crucial, as it ensures that data from various diagnostic tools

and control systems are accurately collected, synchronized, and made available for

analysis. This comprehensive approach allows researchers to monitor the experi-

ment’s progress in real time and make necessary adjustments on the fly, thereby

enhancing the experiment’s efficiency and safety. Moreover, CODAS’s modular de-

sign facilitates scalability and adaptability, making it suitable for different types of

fusion experiments and enabling future upgrades and integrations with new tech-

nologies. To better understand how CODAS works, let’s focus the attention on

SPIDER CODAS. Here, CODAS is split into “Central” and “Plant System”, two

sectors of the same system connected by ad-hoc networks. Plant system CODAS

interfaces with plant systems and plant units, whereas Central CODAS handles
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global functions such as data storage and access, time communication and overall

synchronization, high-level supervision and monitoring, high-level human-machine

interfaces, and data display. SPIDER Plant System CODAS is mainly dedicated to

plant supervision and monitoring, real-time control, and data acquisition.

4.3.1 Plant System CODAS

To highlight the complexity of the burden that Plant System CODAS has to sustain,

in Table 4.1 is reported the list of the supervisioned Plant Unit (PU) in SPIDER.

For each PU CODAS activates a service, called Input Output Controller (IOC), to

exchange data between the CODAS servers and the PUs PLC. Once data have been

retrieved by the server, they are stored in MDSplus, one of our acquisition frame-

works that will be discussed in the next chapters. For each PU, then, a specific and

detailed Human Machine Interface (HMI) is developed to simplify the visualization

of the current status of the PU and to send it simple commands.

Table 4.1: List of SPIDER main components.

Plant System Plant Unit ID Plant Unit Description

Power supply

ISEPS Ion source and extractor power supply

AGPS Acceleration grid power supply

MV 22 kV power distribution board

Injector

TPU Thermal protection unit: grid, vessel,

transmission line and beam dump thermal

sensors

CS Caesium ovens

PL Plasma light

Auxiliary services
GVS Gas and vacuum system

CP Cooling system

Interlock/safety
CIS Central interlock system

CSS Central safety system

Diagnostics

DS Spectroscopy

” Imaging

” Tomography

” Neutrons

” Electrostatic probes

” Cavity ring-down spectroscopy

” Calorimetry

” Instrumented calorimeter (STRIKE)
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Among the various subsystems of SPIDER, two PUs play a critical role in en-

suring both equipment protection and personnel safety. These two specific PUs are

the SPIDER Interlock System [39], which safeguards the machine by preventing un-

safe operating conditions, and the SPIDER Safety System [40], designed to protect

the staff by ensuring compliance with safety standards and emergency protocols.

Together, these systems form the backbone of SPIDER’s protection architecture,

crucial for its reliable and secure operation.

4.3.2 Central CODAS

Central CODAS manages general system supervision using a state machine-based

approach, provides a top-view human-machine interface, and facilitates both short-

term and long-term data archiving. It also includes high-end infrastructure such as

the SPIDER control room and the NBTF data center. Short-term and long-term

data archiving differ in terms of access speed and storage capacity. For rapid data

access, short-term storage uses only solid-state drives (2TB), which were deemed

sufficient during the design phase to store two days’ worth of SPIDER operational

data. The long-term data archive, with a designed capacity of 100 TB, was based on

projected data flow, average annual operation time, and up to four years of SPIDER

operation.

4.4 NBTF Control and Data Acquisition

Nuclear fusion experiments necessitate sophisticated control strategies that generate

vast amounts of data. Efficient management and analysis of this data are crucial for

the successful operation and progress of fusion research. Data acquisition systems

in fusion experiments are engineered to handle the significant data generated, en-

suring precise monitoring, control, and analysis of all pertinent parameters. These

systems facilitate real-time data acquisition, allowing for immediate feedback and

adjustments, as well as enabling long-term storage and retrieval for thorough ex-

amination and future reference. In the following sections, it will be explored the

architecture, functionalities, and performance metrics of data acquisition systems in

NBTF, highlighting their importance within the broader context of nuclear fusion

research.

For its data acquisition needs, NBTF employs two primary frameworks: Model

Driven System plus (MDSplus) [41] and Multi-threaded Application Real-Time ex-

ecutor (MARTe) [42]. MDSplus is a data management system specifically designed

to meet the needs of fusion experiments. It offers a comprehensive environment for
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storing and retrieving experimental data, supporting both real-time and historical

data access. MDSplus organizes data into a hierarchical tree structure, facilitating

efficient data management and retrieval. This framework also supports complex data

types and metadata, enabling detailed documentation and analysis of experiments.

MARTe is a real-time framework designed for executing control and fast acquisition

tasks in complex experiments like those conducted at NBTF. MARTe provides high

performance and deterministic behavior, making it suitable for the stringent timing

requirements of fusion experiments. It supports modular and scalable application

development, allowing researchers to build customized solutions that meet their spe-

cific experimental needs. MARTe’s flexibility and robustness make it an essential

tool for real-time data processing and control in nuclear fusion research.

Together, MDSplus and MARTe offer a powerful and integrated approach to

data acquisition and control at NBTF, enabling precise monitoring, efficient data

management, and robust real-time processing crucial for the success of fusion exper-

iments.

4.4.1 MDSPlus

As well explained in [43] and [44], MDSplus, together with CODAS, constitutes the

main tool that ensures the proper functioning of the entire NBTF control system.

MDSplus is organized into trees and sub-trees, providing a hierarchical view of the

experiments (Figure 4.2).

This type of organization is crucial for handling complex experiments such as

SPIDER and MITICA as it allows for easy visualization of the devices involved in

the plasma pulses. Each branch of the tree represents a specific aspect of the experi-

ment, facilitating access to the tree’s information. For example, in a PU sub-tree, the

“ACQUISITION” and “TIMING” branches are always present to handle data acqui-

sition and time synchronization for that specific PU. One of the most advantageous

features implemented by MDSplus is the cross-server tree definition. Since each PU

has its own dedicated control server, it is beneficial to construct the corresponding

MDSplus tree on the same server. This approach simplifies the implementation of

acquisitions and the configuration of the PU. The true strength of MDSplus lies in

its communication protocol named MDSip, which facilitates direct MDSplus com-

munication between all supporting servers. When a sub-tree path is defined to point

to another IP address, MDSplus automatically uses the MDSip protocol to read all

necessary information and treats the sub-tree as if it were stored locally. Typically,

all trees involved in the SPIDER experiments are located on a single server, re-

ferred to as the online server. This centralization facilitates data management and
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Figure 4.2: MDSplus SPIDER tree.

enhances backup efficiency. During commissioning, SATs, or general test phases,

the trees are usually distributed across the machines where the tests are conducted.

Once testing is complete, the tested structure is transferred to the final destination,

the online server. This approach is advantageous as it allows for the creation of

specialized testing environments that do not impact other experimental plant units,

thereby providing a more effective debugging scenario.

Among the features that make MDSplus a unique framework there are the de-

vices, which are MDSplus objects that serve as the primary elements in this data

acquisition system. A device can be an acquisition board, a camera, a timing mod-

ule, or even a configuration tool that modifies the parameters involved in the exper-

iment. The nature of MDSplus devices highlights the software’s real strength: its

adaptability. Creating a device involves three developments: the MDSplus interface,

device logic, and user interface. The MDSplus interface is implemented in Python

and contains the methods that allow the framework to correctly import the device.

The interface typically consists of configuration fields and “action” fields that enable

the user to configure the device and trigger its logic. The device logic is typically
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implemented in Python and includes the methods invoked by the MDSplus inter-

face. However, for high sampling rate acquisitions, C++ is often used due to its

reliability and execution speed, which are essential in the demanding environment

of data acquisition. Once the device code is written, a user interface must be cre-

ated to facilitate the configuration and use of the device by experiment operators.

Java, with its well-developed graphical Application Programming Interface (API)s,

is used for this purpose, and all the device interfaces used daily at NBTF have been

developed through NetBeans [45]. Figure 4.3 provides a good example of how an

MDSplus device can be configured through the graphical interface.

Figure 4.3: Example of an MDSplus device user interface.

Additionally, the hierarchical structure of MDSplus trees significantly enhances

data retrieval efficiency. Users can quickly navigate through the tree to locate spe-

cific data points or device configurations, making it easier to analyze results and

troubleshoot issues. The modular nature of MDSplus also supports incremental up-

grades and expansions, ensuring that the system can evolve with the needs of the

experimental setup. This flexibility and scalability are crucial for accommodating

the growing complexity and data volume of fusion experiments. Furthermore, the

integration of MDSplus with other control and data acquisition frameworks, such

as MARTe, provides a comprehensive and cohesive environment for managing all

aspects of the experiment, from real-time control to long-term data storage and
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analysis [46].

4.4.2 MARTe

MARTe ([47] and [48]) forms the backbone of the NBTF real-time control system.

Typically, “real-time” is associated with a high-speed environment where rapid data

acquisition and processing are crucial, but in the control scenarios, “real-time” refers

to deterministic behaviors that ensure a certain system reliability. Using MDSplus

and specific coding strategies, CODAS has achieved data acquisition rates of up

to 2 MHz without data loss, while maintaining reliability. Although the events in

a fusion experiment do not necessitate higher sampling rates, MARTe’s true value

lies in its adaptability to various needs while retaining real-time performance. Due

to its C++ foundation, MARTe can be interfaced to most of the coding libraries

provided by companies involved in NBTF control, allowing for code validation, au-

tomatic testing, and ensuring deterministic execution times. Its unique features

have led to its success in other fusion experiments, prompting the development of

a new version, MARTe2, which has been integrated into our MDSplus framework.

Now, a MARTe device can be added to an MDSplus tree, configured, and connected

to other MDSplus devices without writing any additional code. One of the signif-

icant advantages of MARTe is its modularity, which allows researchers to create

tailored solutions for specific experimental requirements. This modularity is further

enhanced by MARTe’s ability to interface with various hardware components seam-

lessly. Additionally, the deterministic nature of MARTe ensures that all control and

data acquisition tasks are executed within precise time constraints, which is crucial

for maintaining the integrity of the experimental data. Furthermore, MARTe’s sup-

port for real-time operating systems (RTOS) ensures that it can meet the stringent

timing requirements of fusion experiments. This capability is essential for manag-

ing the complex and dynamic interactions that occur during plasma pulses. The

continuous development and integration of MARTe2 into the MDSplus framework

demonstrate its ongoing relevance and adaptability to the evolving needs of fusion

research. In summary, MARTe and its successor, MARTe2, provide robust, flexible,

and high-performance solutions for real-time control and data acquisition in fusion

experiments. Their integration with MDSplus significantly enhances the efficiency

and effectiveness of the NBTF control system, ensuring that fusion research can

proceed with the precision and reliability required for successful outcomes.
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NBTF SYNCHRONIZATION

The synchronization problem is a common issue that impacts various aspects of our

lives. For instance, consider our personal computers, cars, smartwatches, smart-

phones, and other devices. They all display the same time, usually down to the sec-

ond, which indicates the presence of a synchronization system that keeps our devices

accurately aligned with the current time. The accuracy of synchronization depends

on the environment in which the work is conducted and requires different types

of devices and strategies. In an industrial scenario involving Programmable Logic

Controller (PLC) connected through a LAN, the typical synchronization achieves

millisecond accuracy, with delays between devices of only a few tens of microsec-

onds. This industrial example provides a good representation of the infrastructure

adopted in NBTF, where most devices implement the Network Time Protocol (NTP)

[49] achieving the desired 10 - 100 ms range. The NTP is one of the most widely

used protocols in the world and is likely one of the most tested and investigated

[50]. It is highly supported and easy to implement, making it an indispensable tool.

The strength of NTP lies in its ability to synchronize any device connected via a

common TCP/IP connection by simply exchanging UDP messages. While the delay

between two network nodes increases with physical distance, in a typical industrial

scenario where distances between devices are usually in the range of tens of meters,

NTP is an ideal solution to achieve the required synchronization.

In NBTF, NTP serves as the primary synchronization tool for both field PLCs that

collect “slow” data and the host computers that process it. Synchronization between

a PLC and its connected host is essential for the proper functioning of the drivers

developed by ITER. Each time a PLC reads a value from the field sensors, it pub-
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lishes this data to the corresponding IOC as a Process Variable (PV), along with

its timestamp. If the PLC and the host PC running the IOC are not synchronized,

the PV values might be updated after a few seconds instead of a few microseconds.

Given that the logic of the plant unit is contained within the PLC, this delay might

not seem problematic for slow updates. However, it becomes critical when dealing

with alarms. In the event of a fault, the PLC detecting the issue sends an error

notification to the host PC via a PV. Without proper synchronization, the oper-

ator might see the alarm with a wrong timestamp, hindering the correct analysis

of the causes and a prompt response to the issue. However, this lack of proper

synchronization impacts not only alarms but also all acquired data, as it makes it

impossible to accurately correlate the data with other information. Additionally, the

pulse analysis conducted after data acquisition would be compromised by the lack of

synchronization, as the causes and effects of events may not be clearly understood.

Although the industrial scenario encompasses most of the NBTF applications, fast

data acquisition is crucial for the success of the experiments. In fusion experiments,

certain events occur so rapidly that the acquisition sampling rate needs to be ex-

tremely high. A common fast event in SPIDER and MITICA is the breakdown [51].

Breakdowns are extremely rapid discharges, lasting few µs, that primarily impact

the NBTF power supply systems. If not properly managed, these discharges can lead

to operational issues or even cause physical damage. Handling these rapid events

requires not only a high-speed acquisition system but also exceptionally accurate

synchronization to investigate the effects and causes of the breakdowns. Without

proper synchronization, even a delay of hundreds of microseconds can result in two

acquisition devices recording the same event with different timestamps, leading to

potential errors in the event analysis. Fast acquisition and precise synchronization

strategies are thus crucial for the NBTF experiments, which achieve these desired

characteristics through various methods. The following sections will detail how SPI-

DER and MITICA address this challenge.

5.1 Synchronization system in SPIDER

SPIDER, which has been operational since 2018, was developed during an early

phase of the ITER requirements concerning networks and control. As a result, and

considering that SPIDER serves as the source test bed for MITICA and will not

be transferred to ITER, the synchronization choices do not fully adhere to ITER

requirements. The experiment’s synchronization primarily relies on NTP, which

typically achieves an accuracy of tens of milliseconds between two nodes. While this

level of accuracy is generally sufficient for most of the experiment’s needs, it falls
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short when faster and more precise data acquisition is required. To address this

limitation and ensure adequate synchronization for correlating fast events, a simple

yet highly effective strategy has been developed based on the INCAA DIO4 module

[52], which will be explained in the following paragraphs.

5.1.1 The DIO4 module

Figure 5.1: INCAA DIO4 I/O module

The DIO4, in Figure 5.1, is a versatile 16-channel digital I/O module designed

in a 6U high CompactPCI form factor, featuring 8 flexible timing channels. The

16 I/O channels can be accessed through either the front panel or the rear side,

providing flexibility in how the module is integrated into different systems.

The timing channels are highly configurable, allowing them to be assigned to any

of the 16 I/O channels (front or rear) or to any of the PXI trigger signals. These

channels are synchronized to either an external or internal clock. For instance, the

module includes a highly accurate and low-jitter onboard Phase-Locked Loop (PLL)

that can upscale the Timing Highway clock (1 MHz) to a 10 MHz timing channel

clock. In addition to generating clocks and triggers, the DIO4’s timing channels can
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function as 32-bit counters, making it possible to count events or generate signals

after a specified number of events. Moreover, these counters can be cascaded to

form 64-bit counters, expanding their utility.

The DIO4 also supports Timing Highway encoder, decoder, and recorder func-

tionality through its front panel optical interface. The Timing Highway is a widely

used timing interface in the fields of plasma physics and fusion research.

The I/O buffer circuits of the DIO4 are equipped with built-in protection. When

an I/O circuit is configured as an output, the input is read back and compared to the

driven level. If the levels do not match, the output is automatically disabled, and

an error is indicated via a front panel LED, a status bit, and/or an interrupt. This

error detection capability is effective in identifying short circuits, driver collisions,

and severe signal distortions in most situations.

5.1.2 The synchronization loop

The core idea behind SPIDER synchronization is to create a loop of DIO4 modules,

utilizing their Timing Highway to distribute a clock signal throughout the experi-

ment (Figure 5.2).

This loop is composed of a single encoder, which acts as the loop “master” by dis-

tributing the time reference, and multiple decoders that receive the clock signal from

the encoder and synchronize their internal clocks accordingly. Each decoder receives

the clock signal, synchronizes its internal clock, and then immediately transmits the

signal to the next decoder in the loop, thus maintaining the synchronization across

all devices in the loop. To minimize the delay between receiving the clock signal and

re-transmitting it, the input port is directly linked to the output port via hardware,

bypassing any software processing. This approach eliminates any potential delays

that could occur, even minimal ones, ensuring that the clock signal is transmitted

with the utmost speed and accuracy. The encoder generates a 1 MHz clock signal

from its internal clock by performing a Manchester encoding, which is then trans-

mitted through a user-defined output port. Upon reception, the connected decoder

decodes this signal. By using the encoder’s clock as the sole clock source in the loop,

a high level of synchronization accuracy is achieved with the decoders. The only

significant delay between two adjacent modules is introduced by the Manchester

encoding process itself, which, for a 1 MHz signal, results in a deterministic delay of

approximately 1µs. The delay introduced by the cables connecting the modules is

considered negligible, further ensuring the reliability of the synchronization across

the loop.

The encoder’s internal clock can serve as the time reference when the data col-
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Figure 5.2: SPIDER Timing Loop

lected by the acquisition systems based on the timing loop do not need to be corre-

lated with external events. In this setup, the encoder defines the start of each pulse

as t0 = 0, and all acquired data are referenced to this t0, calculating their relative

time within the pulse. However, if an event occurs outside of the timing loop, it be-

comes impossible to correlate it with t0, and the acquisition systems cannot respond

appropriately to the event. To address this issue, the code developed for the DIO4

module includes the capability to synchronize the encoder internal clock with an

external signal, ensuring that all acquisition systems share the same clock reference.

This allows for accurate correlation and response to events occurring outside the

timing loop.

The SPIDER timing loop is an exceptionally efficient synchronization tool, thanks

to its deterministic behavior and scalability, which allow for flexible arrangement

and re-arrangement of the loop based on the experiment’s needs. However, it does

present some issues that need to be considered:

• The cabling: implementing the loop requires running at least one cable for
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each clock line, along with additional cables for triggers and events. SPIDER

is a large-scale experiment that spans multiple buildings, resulting in cable

paths that extend over several kilometers.

• The loop itself: if a node encounters a fault, the entire synchronization system

is shut down until the issue is resolved. Currently, there are no plans to increase

system redundancy, as doing so would significantly increase the amount of

cabling required.

In MITICA, the synchronization issues encountered in SPIDER have been ad-

dressed, as explained in the following sections, by implementing a synchronization

protocol that operates over Ethernet. This approach eliminates the need for addi-

tional cabling and enables more efficient network topologies.

5.2 Synchronization system in MITICA

MITICA is intended to be as close as possible to the ITER HNB and it has to fulfill

the ITER requirements. The primary operational requirements for designing the

ITER TCN network are as follows:

• Support for approximately 600 clients

• Achieve 50ns RMS accuracy

In MITICA, due to the scale of the experiment, the number of clients will be limited,

allowing the focus of the implemented TCN to be on meeting stringent delay require-

ments. Achieving such precise accuracy demands a protocol capable of supporting

fine synchronization, which NTP cannot provide. ITER has chosen the PTP, deeply

addressed in the next section, as a suitable candidate to achieve the necessary syn-

chronization performance.

5.2.1 The IEEE1588 Protocol

The IEEE 1588 protocol [53], commonly referred to as the Precise Time Protocol

(PTP), is designed to synchronize clocks in a networked environment with high pre-

cision. Introduced in 2002, and greatly explained in [54], the protocol addresses the

need for sub-microsecond synchronization accuracy in various applications, ranging

from industrial automation [55] and power generation [56] to telecommunications

[57] and financial trading systems [58]. The PTP has gained significant success in

recent years due to its high degree of customization, use of Ethernet as a transmission
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medium, and the availability of cost-effective devices. However, its most crucial fea-

ture is the Best Master Clock Algorithm (BMCA), which ensures sub-microsecond

synchronization by exchanging only a few UDP messages. This success has also

extended into data acquisition applications, such as those used in the NBTF, as

highlighted in the previous section.

Synchronization messages

The synchronization strategy employed by PTP is both simple and powerful, re-

lying on just four messages: Sync, Follow_Up, Delay_Req, and Delay_Resp. The

messages are sent via UDP because it provides low latency communication, which is

essential for time-sensitive applications. Its simplicity, compared to TCP, means it

does not need the overhead of establishing and maintaining a connection, allowing

for quicker message transmission. UDP also supports broadcast and multicast, fa-

cilitating the distribution of time synchronization messages to multiple devices on a

network without requiring multiple individual connections. With less overhead than

TCP due to the lack of features like error correction and flow control, UDP mini-

mizes delay and variability in message transmission. Additionally, UDP is efficient

for sending small, frequent messages with minimal delay, making it well-suited for

PTP’s communication needs. The use of UDP also reduces resource usage on the

network and end devices, ensuring that time synchronization messages are processed

quickly and accurately. Overall, by using UDP, PTP can achieve the high precision

and low-latency synchronization necessary for its operations.

The concept of the synchronization phase is straightforward and well illustrated in

Figure 5.3:

1. The algorithm begins with the master clock sending a timestamped Sync mes-

sage at time t1. In the case of one-step operation the information is transferred

to the slave clock simultaneously at t1 using the Sync message. For two-step

operation, a Follow_Up message is used to transfer the Sync message.

2. The slave clock receives and timestamps the Sync message at t2.

3. At time t3, the slave sends a Delay_Req message, along with the timestamp,

back to the master clock.

4. At time t4, the master clock performs two actions: it receives the Delay_Req

message and simultaneously sends a Delay_Resp message back to the slave

clock.
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Figure 5.3: PTP synchronization messages exchange

To get synchronized, the slave reads the ti and calculates:
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delayMS = t2 − t1

delaySM = t4 − t3

µd =
delaySM+delayMS

2

Θ = t2 − t1 − µd =
delayMS−delaySM

2

(5.1)

In eq. (5.1) µd indicates the mean path delay, the mean of the delay in the two

directions of the local clocks, and Θ indicates the offset from the GMC. Once cal-

culated the offset, the slave can adopt different options to correct the internal clock

trying to minimize the delay with the GMC.

Timestamp strategies

From the aforementioned synchronization algorithm, the significance of message

timestamping becomes clear. The PTP supports two strategies for this: software

timestamping and hardware timestamping. As briefly indicated in Figure 5.4, soft-

ware timestamping occurs in the Application layer of the Open System Intercon-

nection (OSI) model, while hardware timestamping is performed much closer to the

network, between the Datalink and Network layers. The lower the layer in which

the timestamp is performed, the closer the timestamp will be to the exact moment

the message is received enhancing the accuracy of synchronization.

Since software synchronization is performed, as the name suggests, via soft-
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Figure 5.4: PTP timestamping in the OSI model

ware, it can be implemented in any kind of system, even with simple processing

capabilities. There are several open-source software solutions that facilitate this,

such as LinuxPTP [59] and the PTP Daemon [60]. Installing and configuring these

tools is typically straightforward, allowing for a quick and efficient implementation

of the protocol, achieving better synchronization than NTP in a short amount of

time. The synchronization accuracy achievable through software implementation

is around the hundreds of nanoseconds, which cannot match the performance of

hardware timestamping. This is why, despite being less cost-effective and requir-

ing specific hardware, hardware timestamping is generally preferred. To perform

message timestamping near the Physical layer, a specific type of Linux kernel and a

compliant network card are necessary. In some cases, as for the TCN, to obtain even

better results, the timestamping is assigned to an external board made primarily for

this purpose. The outcomes of this choice will be deepen in the next sections.

PTP Best Master Clock Algorithm

A network implementing the PTP protocol, henceforth referred to as a PTP-aware

network, must adhere to a hierarchical structure. This structure includes a master

clock that distributes precise timing throughout the network and the devices that

need to be synchronized. The master, known as the Grand Master Clock, is consid-

ered the most precise device in the network, serving as the primary time reference
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for all other devices. The other devices can be network switches, acting as time

distribution cores, or slaves, which are the actual users of the time reference. The

peculiarity of this hierarchical structure is its dynamic adaptability to the network

situation. For instance, if the GMC becomes unavailable, the PTP protocol identifies

the currently most reliable clock and selects it as the new GMC. This adaptability

is one of the various logics implemented in the BMCA, which forms the core of the

PTP. The GMC is elected by comparing the following attributes in ascending order:

1. Priority 1 - An 8-bit user-settable value ranging from 0 to 255, with 0 rep-

resenting the most reliable clock in the network. These values are set by the

user to establish the network hierarchy.

2. Clock class - An unsigned 8-bit integer inherent to the network device and not

user-configurable since its value is calculated during the BMCA. A lower clock

class is preferred for electing a GMC.

3. Clock accuracy - An enumerated list of ranges indicating accuracy to UTC,

for example, 25-100 ns.

4. Clock Variance - A complex log-scaled statistic representing the jitter and

wander of the clock’s oscillator over a Sync message interval.

5. Priority 2 - Similar to Priority 1 but evaluated at a later stage.

6. Clock Identity - A unique number, typically set to the Ethernet MAC address.

Once the identity of the GMC is confirmed, the network hierarchy is established by

determining the roles of each device port. Each port can be a master or a slave

relative to the other end of the connection, forming a tree-like network topology and

avoiding logic loops.

The algorithm is further articulated by the presence of two categories of PTP

switches: Boundary Clock (BC) and Transparent Clock (TC). The TC is the sim-

plest clock, forwarding any incoming packet to all its connected PTP nodes, which

increases network traffic. The BC, on the other hand, divides the network into

synchronization segments. Each BC has a slave port connected to a master for

synchronization, while its other ports act as masters to the connected nodes. This

structure divides the network into different layers of masters, parallelizing synchro-

nization and ensuring optimal offset correction for the slaves. Figure 5.5 provides a

better explanation of the aforementioned scenarios. In the TC topology, every slave

is connected to both switches and exchanges PTP messages with them. Conversely,

in the BC scenario, even if the switches are physically connected to all the slaves,
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there is a unique relationship between a master and its slaves. Here, a slave can

have only one master, but a master can have multiple slaves.

(a) Transparent clock

(b) Boundary clock

Figure 5.5: Network switches topology comparison

Correction mechanisms

The PTP implements two mechanisms to calculate the delay between a slave and its

GMC, the End To End (E2E) and the Peer To Peer (P2P). The E2E is commonly

adopted because it works also in non-fully PTP networks where the simple infor-

mation about the sending and receiving time of a PTP packet is used to calculate

the delay between two devices. This mechanism accounts for the entire path from

the master to the slave, including any intermediate switches or routers that may

introduce additional delays.

The P2P mechanism can only be used in fully PTP-compliant networks, where every

switch and slave actively participates in synchronization. In this configuration, the

delay between each pair of directly connected PTP-enabled devices (peers), typi-

cally network switches, is measured, and these measurements are accumulated to
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determine the total path delay. Each segment formed by the link between two PTP

ports is continuously updated, with the delay being measured and corrected in the

exchanged packets. This applies to both boundary clocks and transparent clocks,

which not only forward packets but also actively contribute to delay correction.

This approach is often preferred in complex network topologies as it allows for more

precise control and better management of asymmetrical delays that may arise on

individual links. Ultimately, the distinction between the two mechanisms can be

summarized in Figure 5.6 and in the following:

• Granularity: P2P provides more granular delay measurements by accounting

for delays on individual links, while E2E measures the overall delay from the

master to the slave.

• Scalability: P2P is generally more scalable in large and complex networks

with many switches, as it allows for localized delay measurements and adjust-

ments.

• Network Traffic: E2E might introduce more network traffic as Delay_Req

and Delay_Resp messages are sent directly between the master and each slave,

while P2P localizes this traffic to directly connected peers.

Figure 5.6: PTP delay mechanisms

5.3 Synchronization APIs

The PTP is a robust protocol that has been adapted in various ways to suit dif-

ferent applications. Within the fusion research context, ITER has developed two

specialized libraries for this purpose: PTPd and TCNd. These libraries cater to

the unique synchronization needs of the ITER project, ensuring precise timing and

coordination across the complex systems involved.
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5.3.1 PTPd

PTPd is a software implementation of the Precision Time Protocol (PTP), first

developed in 2006. Its open-source nature and adaptability to various operating

systems have led to its widespread adoption in recent years. PTPd can utilize both

software and hardware timestamping methods to synchronize a host’s internal clock

with a connected PTP network. However, the core strength of this software lies in

its clock servo model (see Figure 5.7).

The servo’s operation is supported by a combination of filters and controllers. The

Finite Impulse Response (FIR) low-pass filter reduces high-frequency noise, while

the Infinite Impulse Response (IIR) filter handles one-way delay filtering. The most

crucial component, though, is the Proportional-Integral (PI) controller. The pro-

portional gain corrects the time discrepancy between the slave and the Grandmaster

Clock (GMC), while the integral term tracks the rate deviation.

Since PTPd operates on a host server, it also allows for the tuning of controller pa-

rameters, enabling compensation for computational delays and thereby improving

synchronization accuracy. The PI controller executes its function at each Interval

(typically once per second when a new Sync message arrives) and its outputs are

passed to the Linux kernel. Operating in Frequency-Lock Loop (FLL) mode, the

kernel then adjusts the host’s internal clock accordingly. A mathematical model for

this servo mechanism, studied in [61], identifies optimal controller gain values to

achieve the best slave synchronization using PTPd.

PTPd
LP IIR

LP FIR

PI 
controller

Kernel
FLL

ClockSM delay

MS delay 1/2+
+

+
-

Offset

Rate
adjustment

Interval

Figure 5.7: PTPd clock servo

53



CHAPTER 5. NBTF SYNCHRONIZATION

5.3.2 TCNd

ITER has developed additional APIs, named TCNd, to fine-tune the internal clock

of the CODAC server for achieving the required synchronization accuracy in their

fusion experiments. This system utilizes National Instruments PXI-6683H modules

as the primary synchronization units. These modules function as timing peripher-

als that enable hardware timestamp synchronization. The PXI-6683H is equipped

with its own internal clock, which is synchronized with the server’s internal clock

by exchanging the necessary data through serial communication, facilitated by the

PTPd software running on the server.

Once the timing module is synchronized with the TCN, the TCNd APIs can be

employed to retrieve the actual time from the PXI-6683H module, thereby synchro-

nizing the server’s internal clock (see Figure 5.8). Similar to the PTPd setup, a

Proportional-Integral (PI) controller is used in this process, allowing the clock servo

to compensate for internal delays caused by software processing time.

In this scenario, where synchronization relies solely on the PI controller, the timing

requirements are less stringent compared to the PTPd case. While ITER mandates

that PTPd achieve synchronization between the slave and the network GMC with an

RMS error of less than 50 nanoseconds, the TCNd APIs do not have such stringent

requirements. Tests conducted at ITER have demonstrated that the delay offset

with TCNd typically oscillates around 1 microsecond.

CODAC
SERVER

GMC

PXI 6683H

PTP

Slave clock 
adjustments 

via PTPd

Server clock 
adjustments 

via TCNd

Figure 5.8: TCNd synchronization scheme

54



5.3. SYNCHRONIZATION APIS

5.3.3 The ITER TCN Structure

As shown in Figure 5.9 the TCN is logically structured into three main layers,

implementing a master-slave architecture for time distribution:

• Core layer

• Aggregation layer

• Access layer

Figure 5.9: ITER TCN switches layout

The Core layer consists of one (or more) Grand Master Clock (GMC), which re-

ceives precise time references from GPS satellites and distributes them throughout

the network. The GMC typically has various I/O ports for different functions, such

as system diagnostics, Pulse Per Second (PPS) signal generation, . . . However, for

proper PTP implementation, it must provide separate Ethernet interfaces for differ-

ent network types. It is crucial to segregate the PTP network from others to ensure

that only PTP packets are transmitted, maintaining the integrity and accuracy of

the time synchronization. To achieve the proper time reference distribution, the

Core layer adopts at least one LAN switching engine IEEE 1588-2008 compatible

and exchanges PTP traffic with all the Aggregation switches.

The Aggregation layer consists of IEEE 1588-2008 compatible network switches. This

layer receives synchronization messages from the Core layer and forwards them to

the connected Access switches. The Aggregation layer consolidates nodes from the

Access layer, with each aggregation block comprising two switches, both connected

to the core. In this setup, one link remains active while the other is on standby,
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enhancing network redundancy. This ensures synchronization is maintained even in

the event of hardware failures or software issues. To prevent network loops in the

Access Layer, the Aggregation switches must run the Rapid Spanning Tree Proto-

col (RSTP). The protocol consists of a set of rules that network switches follow to

determine the most efficient way to send broadcasts across the network. It does

this by establishing a “root bridge” and selectively blocking certain ports to prevent

network loops. The P2P delay mechanism is selected over the E2E delay mechanism

to optimize synchronization recovery time in the event of faults.

The Access layer is composed by several single switches connected to the Aggrega-

tion Layer trough two links. The Access switches are configured to act as Boundary

Clock, with E2E delay mechanism. To avoid network loops, in case of network mis-

configuration, RSTP shall be implemented. The TCN clients are connected to the

Access switches. The clients are equipped with PTPv2 timing boards connected to

the Access switch with a 1 x 100Mb/1000Mb link, from where they gather the time

in order to timestamps the packets with the correct time reference.

Once the TCN is deployed, ITER provides partners with specialized APIs to man-

age TCN synchronization: PTPd [62] and TCNd [63]. The PTPd API handles the

implementation of the PTP within a CODAC environment, selecting hardware from

the ITER catalog to achieve optimal synchronization performance. The TCNd API

reads the clock synchronized by the PTPd service and adjusts the server’s internal

clock accordingly. Further details on these APIs will be provided in the following

sections.
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CHAPTER 6

MITICA TIME COMMUNICATION

NETWORK

The primary focus of this thesis lies in the current chapter, where my efforts over the

past few years have been centered on the full implementation of the MITICA TCN

in compliance with ITER requirements [64]. Given the ITER mandate to maintain

the delay RMS below 50 ns, my work began with an extensive market investigation

to identify the most suitable PTP-aware hardware capable of meeting this strin-

gent specification. Following this, I focused on developing strategies to determine

the optimal network topologies that would minimize network delay, fine-tuning the

parameters of the involved devices, and ensuring that the selected hardware met

all the required standards. To validate the results, I used an open-source network

simulation tool called Omnet++ [65].

6.1 Hardware Apparatus

The choice of the hardware is focused on finding:

• A Grand Master Clock equipped with at least three Ethernet ports - one ded-

icated to device management and two for conducting PTP tests. Additionally,

it must provide a clock output signal and a PPS signal. The device should

also be supported by software that includes various diagnostic tools;

• A PTP switch with a minimum of nine Ethernet and two optic fibers ports,
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easy to configure, and robust enough to operate reliably in an industrial envi-

ronment;

• A PTP slave, chosen from the ITER catalogue, capable of generating precise

triggers and clocks.

Since the AGPS PU in SPIDER successfully utilizes a Meinberg Lantime GMC

[66], the Meinberg Microsync RX201 [67] was selected for the TCN tests. The RX201

not only meets the necessary hardware requirements, but is also equipped with a

robust configuration tool that facilitates parameter setting. Additionally, it offers a

range of diagnostic tools to monitor port status, analyze PTP packets, check satel-

lites link characteristics, and more.

For the PTP switch, the Kyland SICOM3000A family [68] was chosen. The Kyland

switches are renowned for their reliability and scalability, making the SICOM3000A

an ideal candidate for the TCN test campaigns due to its port topology and industrial-

grade design. If successful, a different Kyland device with the required number of

ports but identical PTP configuration could be easily selected for further applica-

tions.

Selected from the ITER catalogue, the National Instruments PXI6683H [69] serves as

the slave device for the TCN network. Supported by the CODAC team, this module

enables the use of custom APIs for seamless integration. Leveraging these libraries,

an ad-hoc software has been developed to generate PTP-synchronized triggers and

clocks in response to both hardware and software events. A detailed analysis of the

module’s behavior will be provided in the following chapter.

6.2 Test Campaigns

The TCN tests focused on replicating the possible network conditions and to validate

the chosen hardware, the developed software and the adopted external APIs. For

this purpose, the work has been organized into different working areas: network

configuration, PTP configuration, network topology and delay measurements.

6.2.1 Network Configuration

The PTP achieves optimal performance when the network is segregated. If non-PTP

traffic contaminates the PTP network, packet queues can grow, leading to delays. If

the queue size surpasses the switch’s throughput, PTP packets may not be processed

and retransmitted in time, compromising network synchronization. To maintain

segregation within the PTP network, the ports on the GMC and switches were
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configured and tagged with distinct VLANs. Each device has one port designated

as Management, assigned to a specific VLAN, and connected to an NBTF network

switch. This setup allows access to the switches and GMC from any facility access

point without compromising the synchronization performance. The remaining ports

are configured as PTP and share a single VLAN, separate from the Management

VLAN. These PTP ports are exclusively connected to the TCN and cannot exchange

packets with other networks. Consequently, as shown in Figure 6.1, a dual-layer

segregation is achieved, both at hardware and software level.

Figure 6.1: PTP network segregation

6.2.2 PTP Configuration

The PTP parameters must be consistently configured across all devices within the

same network. This consistency is crucial because synchronization relies on exchang-

ing messages within specific time windows. If these windows are misconfigured, it

can result in message loss, ultimately leading to a loss of synchronization.

Grandmaster Clock configuration

Table 6.1 summarizes the parameters configured for one of the two GMC ports

connected to the core switches. As shown, the port has its Grandmaster Priority

1 set to 1, the highest priority value, indicating that this device is the preferred

candidate to serve as the Grandmaster clock within the network. This is further

confirmed by the Port State, which is set by the algorithm to “Master”, indicating
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that the port is currently acting as the master for the connected slaves. Additionally,

the Grandmaster Clock Class is set to 6, indicating that the clock is synchronized

to a primary time reference and cannot act as a slave to any other clock within the

domain. The Domain, set to 0, defines the logical area in which time synchronization

must occur. Each domain is associated with its own GMC, and all devices within

that domain synchronize to it. Any PTP messages originating from other domains

are discarded. To complete the configuration, the Announce Interval and the Sync

Interval are defined. These intervals specify the time, in seconds, between two

consecutive Announce or Sync messages, following a logarithmic scale.

Parameter Value

Port State Master

Offset From Internal Ref. 0 ns

Port Identity EC:46:70:FF:FE:0C:F3:43/1

Domain Number 0

Parent Clock ID EC:46:70:FF:FE:0C:F3:43

Grandmaster Clock ID EC:46:70:FF:FE:0C:F3:43

Grandmaster Priority 1 1

Grandmaster Clock Class 6

Grandmaster Clock Accuracy 0x21 (within 100 ns)

Grandmaster Clock Variance 0x34FB

Grandmaster Priority 2 2

Announce Interval 1 (1/2s)

Sync Interval 0 (1/s)

Min. (P)Delay Request Interval 0 (1/s)

Delay Mechanism E2E

Unicast Slaves 0

UTC Offset 37 s

Time Source GPS

Table 6.1: PTP Grandmaster Clock Status

Boundary Clock Configuration

Table 6.2, Table 6.3, and Table 6.4 provide examples of the PTP switch configura-

tion. Table 6.2 lists all the parameters that can be configured by the user. As shown

by the Device Type, all the switches are configured as Boundary Clocks and both

clock priorities, Pri1 and Pri2, are set to the default value of 128. This choice is

due to the presence of a GMC within the network, which will undoubtedly have the
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highest priority. The Domain is 0, inline with the GMC, and the protocol adopted

to exchange the PTP messages is the IPv4 Multicast. Multicast is a communication

method where data is sent from one sender to multiple receivers simultaneously us-

ing a single transmission. Unlike unicast, where data is sent from one sender to one

receiver, or broadcast, where data is sent to all devices in the network, multicast

targets a specific group of devices. This makes it more efficient, especially in net-

works with many devices. The default multicast address for PTP in IPv4 networks is

224.0.1.129 and all the devices connected to the network will send and receive PTP

packets from that address. Multicast enhances efficiency by reducing network traffic,

as a single message can be received by multiple devices simultaneously, rather than

sending individual messages to each device. This approach also supports scalabil-

ity, allowing PTP to effectively handle synchronization in large networks with many

devices. Additionally, multicast simplifies the protocol by eliminating the need for

complex routing and addressing mechanisms to deliver synchronization messages.

Then, to be compliant with the slaves characteristics proposed by ITER, the 2 Step

Flag is enabled.

Table 6.2: Clock Default DataSet

Parameter Value

ClockId 0

Device Type Ord-Bound

2 Step Flag True

Ports 10

Clock Identity 00:1e:cd:ff:fe:2e:c8:01

Dom 0

Clock Quality Cl:251 Ac:Unkwn Va:65535

Pri1 128

Pri2 128

Protocol IPv4Multi

One-Way False

Announce Interval 1 (1/2s)

Sync Interval 0 (1/s)

Table 6.3 outlines the switch parameters that are automatically configured fol-

lowing synchronization with the GMC, and as such, cannot be manually adjusted by

the user. At the time of data collection, the BC was 4 ns off from the GMC, with a

Mean Path Delay of 19 ns, demonstrating a high level of accuracy. The “LOCKED”
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Slave State indicates that the switch is synchronized to a master via the Slave Port,

from which it is receiving its time reference.

Table 6.3: Clock Current DataSet

Parameter Value

stpRm 1

Offset From Master 0.000,000,004

Mean Path Delay 0.000,000,019

Slave Port 8

Slave State LOCKED

Holdover (ppb) 13461.9

Table 6.4 details the parent parameters derived from the PTP dataset during the

Best Master Clock Algorithm. The table reveals that the switch in question is con-

nected to a master with a specific MAC address: ec:46:70:ff:fe:00:80:61. Observing

the Grand Master Identity, we notice that this address matches that of the parent,

indicating that the switch is a core switch directly connected to the GMC via its port

1, as specified by the Port parameter. This straightforward analysis, though based

on just a few parameters, provides significant insights into the network’s topology.

Such information is vital for debugging if any issues arise within the TCN.

Table 6.4: Clock Parent DataSet

Parameter Value

Parent Port Identity ec:46:70:ff:fe:00:80:61

Port 1

PStat False

Var 0

ChangeRate 13462

Grand Master Identity ec:46:70:ff:fe:00:80:61

Grand Master Clock Quality Cl:006 Ac:100 ns Va:13563

Pri1 128

Pri2 128

6.2.3 Network Topology

The tests conducted on the topology of the network are crucial to minimize the net-

work delay. Specifically, the tests focused on the types of cables used (copper versus
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optical fibers) and the number of switches between a slave and its GMC. Although

PTP is theoretically designed to account for network transmission delays, my goal is

to test various topology configurations to evaluate the impact of each network com-

ponent, beyond just the traffic. The Meinberg GMC is equipped with four Gigabit

SFP modules to implement different Ethernet network links, while the switches have

four optical fiber connectors and eight Gigabit Ethernet ports. Since the GMC lacks

optical links, it must be connected to the nearest PTP switch using copper Ethernet

cables. The switches, located at the center of the NBTF network’s star topology, are

responsible for distributing synchronization signals to both SPIDER and MITICA,

covering distances of several kilometers. The only viable solution for covering such

distances is the use of optical fibers, which, although less robust than copper, are

the most suitable option.

The PXI6683H module has only one Ethernet port to receive the PTP packets that

impose a copper connection with the assigned switch.

The tests primarily focused on evaluating two different network topologies involv-

ing the GMC and up to two additional layers, as specified in the TCN requirements.

While ITER mandates a certain level of redundancy for the TCN, this will not be

initially tested in MITICA due to the existing link monitoring system in our exper-

imental areas, which appears to meet our current needs.

In the first trial, each slave was connected to a different switch, with the switches

then linked in parallel to the GMC, as shown in Figure 6.2. In this configuration,

we wanted to test the performances of the GMC when two Boundary Clocks are

connected to it at the same time. The GMC ports are physically separated, but the

network card is the same, so the idea is to investigate the correlation between the

delay behaviour and the number of connected Boundary Clocks.

In the second test campaign, the topology was altered to examine the impact

of the number of hops between the GMC and the slaves. For this purpose, the two

switches were connected in series, with the slaves connected to the switch furthest

from the GMC, as illustrated in Figure 6.3. Theoretically, the greater the number of

hops between the GMC and the slave, the larger the delay between them. However,

the presence of Boundary Clocks should mitigate the potential issues mentioned ear-

lier. Each BC effectively creates a segmented synchronization, acting as the master

for its connected slaves. This approach reduces clock drift within each segment,

leading to an overall minimization of network delay. The objective of the second

testing phase is to quantify the impact of hops on the TCN delay and assess its
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GMC

SWITCH SWITCH

SLAVE SLAVE

Figure 6.2: GMC - two switches - slaves topology

stability over time.

GMC

SWITCH

SWITCH

SLAVE SLAVE

Figure 6.3: GMC-switch-switch-slaves topology

6.2.4 Delay Measurements

Once the hardware setup and network topology were finalized, the next step was

to calculate the delay to ensure compliance with ITER requirements. This was a

critical phase of the project, as precise timing synchronization is essential for the

coordinated operation of the entire system. To thoroughly evaluate the synchro-
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nization delay between the slaves and other network devices, two complementary

methods were employed.

First, the delay between the PXI-6683H and its directly connected BC was calcu-

lated using software tools provided by the PTPd CODAC implementation. A PTP

packet contains information about the offset between the slave and its master, and

since the BCs act as masters, the Ethernet frame can be analyzed to determine the

delay between the switch and the connected PXI-6683H. This method provided a

direct way to monitor the accuracy and stability of the synchronization between

these components.

The second method, focused on estimating the delay between the slave and its

GMC, was more intricate but crucial for ensuring the entire network’s timing ac-

curacy. Both the Meinberg GMC and the PXI-6683H module generate a 10-MHz

output clock, which was used to examine the synchronization of their internal clocks.

At first, the two clocks have been connected to a National Instruments PXIe6368

acquisition module to collect and store the data. Although, the maximum sampling

rate achieved by this device was not sufficient to capture the negligible delay settled

around few ns between the two devices. For this reason, the output clocks were then

connected to a high-precision Rohde & Schwarz RTH1004 oscilloscope [70], which,

with its Gsample/s sampling rate, could detect the small time shifts. The RTH1004

model provides data logging capabilities within its internal storage, enabling detailed

tracking and analysis of signal behavior over time. In this setup, the delay between

two signals was recorded every 0.5 seconds for a duration of 5 minutes, resulting in a

dataset of 600 delay measurements stored in a .csv file. After retrieving the data file,

I developed a Python script to compute and examine key statistics from the dataset

and then I plotted the delay signals for comparison purposes. This oscilloscope’s

logging functionality proved essential for studying the protocol’s synchronization

stability across an extended time window, providing insight into performance over

hundreds of seconds. This meticulous approach ensured that every aspect of the

timing system was thoroughly validated, providing confidence in its reliability and

performance under operational conditions.

6.3 Omnet++

A significant portion of my thesis was dedicated to validating the data collected from

the test campaigns. This validation was conducted using Omnet++, a versatile,

modular, and component-based C++ simulation library and framework primarily

designed for building network simulators. Omnet++ is capable of modeling a wide

range of network types, including wired, wireless, on-chip, and queuing networks,
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among others. Its open-source nature makes it a popular tool in the IT world for de-

veloping custom devices or configurations that closely replicate real-world networks.

This adaptability also extends to PTP networks, which were simulated in Om-

net++ in 2016 by Wallner, Wasicek, and Grosu [61]. Their work involved extending

the widely used Omnet++ INET library to create two new libraries: libPTP and

libPLN. These libraries are designed to simulate the clocks found in common devices,

accurately representing their frequency characteristics and hardware specifications.

Following this, a detailed simulation of the PTP stack is carried out to ensure precise

timing and synchronization in the simulated environment. To enhance the realism

of the clock simulations, a noise simulator was also implemented. This feature

replicates the drifts and fluctuations that typically affect the clocks in our devices,

providing a more accurate representation of their behavior in a real-world scenario.

Through this comprehensive simulation approach, Omnet++ enables a detailed

analysis and validation of the PTP networks, ensuring that the data collected from

the test campaigns can be reliably assessed and that the network performance meets

the necessary standards. This process was crucial in verifying the accuracy and re-

liability of the network setups explored in my research.

In the context of the TCN scenario, Omnet++ was employed to create digital twins

of the hardware configurations chosen for testing. This approach not only allowed

for a detailed analysis of the setups used in the actual tests but also served to evalu-

ate whether the simulation model could be effectively applied to explore alternative

configurations that were not physically tested. By mirroring the selected hardware

setups in a virtual environment, Omnet++ provided insights into the potential per-

formance and behavior of different network configurations, offering a valuable tool

for future experimentation and optimization.

6.3.1 Omnet++ Interface

The Omnet++ interface is studied to be user-friendly. Once developed the code,

the user can build the desired network in a block-type environment as shown in

Figure 6.4.

Here, each connected square represents a PTP device and the symbols inside the

squares summarize the characteristics of each device:

• “B” indicates the Boundary Clock nature of the devices. For the transparent

clocks it would be a “T”;
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Figure 6.4: Omnet++ simulation interface example

• “E” indicates the End To End communication between the nodes. For the

peer to peer strategy it would be a “P”;

• “2” indicates the “two-steps” synchronization network behaviour;

• The star color indicates the goodness of the clock: gold, silver or bronze. As

already explained, the clock nature is essential for the BMCA.

The “Observers” are useful blocks that calculate the delay between two clocks and

print the result.

By double-clicking on any item of the interface it is possible to open the parameter

configuration. By clicking on the connectors between the clocks, for example, it is

possible to tune the length and the speed of the links between the devices. Choos-

ing the clocks, one can set all the PTP parameters, spanning from the type of clock

(master or slave), to even the PID settings.

To ensure the highest level of accuracy between the simulated behavior and the

actual performance, the PTP parameters for all involved devices were thoroughly

investigated. When technical specifications were insufficient, additional details were

directly requested from the manufacturers. A good example of this is shown in

Table 6.5, where the parameters of the controllers managing the devices’ clocks,

which were not included in the original specifications, are detailed. Table 6.5 reveals

the inclusion of a derivative term in the switch controller, which is not accounted

for in the PTPd servo model explained in Section 5.3.1. To improve synchronization

performance in the switches, a PID anti-windup strategy has been implemented to

mitigate overshoots during synchronization. This approach needs to be factored
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Table 6.5: Clock Servo Controller Parameters

Slave Switch

KP 0.1 0.33

KI 0.6 0.0125

KD 0.025

GMC

SWITCH SWITCH

SLAVE SLAVE

(a) Real topology (b) Simulated topology

Figure 6.5: Omnet++ parallel topology representation

into the simulations to more accurately represent the behavior of these devices.

Leveraging the open-source nature of Omnet++, we were able to incorporate both

the derivative term and the anti-windup features as parameters in the switch servo

model obtaining a simulation closer to the real behaviour of the switches.

6.4 Main Results

The first test campaign focused on analyzing the network topology depicted in Fig-

ure 6.2. I modeled this network within the Omnet++ simulation tool, as illustrated

in Figure 6.5, and gathered the initial set of simulated data. The simulated topol-

ogy comprises nine blocks: one master, two switches, two slaves, and four observers.

Consistent with the real-world implementation, all devices in the simulation utilize

the E2E correction strategy with the two-step synchronization. The master, dis-

tinguished by a gold star, possesses the best clock, as it is directly connected to a

GPS antenna, whereas the other devices are equipped with less accurate clocks. The

Observers are responsible for collecting the delays between the slaves and the other

clocks.

To validate the simulation, we obtained data from the PTPd software, which
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calculates the delay between the PXI-6683H slave and its connected switch. Then, I

evaluated and compared the simulated and real offsets using Python libraries. The

resulting graphs, illustrating this comparison, are presented in Figure 6.6.
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Figure 6.6: Real data - simulations: delay slave - switch.

The graphs presented here are particularly noteworthy: the orange signal, rep-

resenting the simulated delay, closely mirrors the behavior of the blue one, which

corresponds to the oscilloscope data. Although the time difference between a slave

and a boundary clock is not explicitly listed in the ITER requirements (since only

the offset relative to the GMC is considered) the strong alignment between the sim-

ulation statistics and the laboratory data (σreal = 5.87 ns, σsim = 3.03 ns) serves as

a strong indicator of the accuracy of the Omnet++ model in representing the TCN.

The second test focused on calculating the delay between the PXI-6683H and

the Meinberg GMC. The results, which were collected using an oscilloscope and an-

alyzed with Python, are presented in Figure 6.7. In this case, the progression of the

two signals diverges. The real data are influenced by jitters and noise typical of the

NBTF laboratories, factors that Omnet++ cannot fully anticipate. Various sources,

such as servers, switches, communication modules, and other scientific hardware, can

introduce temperature fluctuations and electromagnetic disturbances. As a result,

the simulation cannot replicate certain spikes, like the one around 170 seconds in

Figure 6.7, which are indicative of the aforementioned noise. However, given the

high level of accuracy we’re achieving, these occasional deviations are considered

acceptable. Although ITER imposes stringent requirements on the statistical anal-

ysis of the delay between a slave and a GMC, it does not mandate an assessment

of the data trend itself. When we compare the statistics of the simulation with the
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Table 6.6: Simulation / Data Delay Statistics Comparison

Simulation Data

µ[ns] 9.97 7.35

σ[ns] 8.97 7.57

collected data (as shown in Table 6.6), a very interesting observation emerges. The

variance and mean of the two signals are remarkably close, both falling well below 10

ns, with a difference of less than 2 ns between them. This test underscores two crit-

ical outcomes: first, the network topology meets the stringent ITER requirements;

second, it validates the accuracy of the Omnet++ TCN model. The inclusion of the

derivative term and the anti-windup mechanism in the switch clock servo model,

along with the detailed representation of packet behavior in this TCN model, allows

us to closely replicate the performance of the PTP-aware network comprised of these

specific devices. Moreover, the standard deviation observed during the experiment

is significantly below the 50 ns threshold, confirming that the selected hardware is

a solid choice for the final TCN deployment.

The final test I conducted was designed to assess the impact of connecting

switches in series on the offset of a slave from its GMC. The network configura-

tion shown in Figure 6.3 was replicated in Omnet++ (Figure 6.8), similar to the

previous test campaigns. This setup allowed us to evaluate how the addition of mul-

tiple switch hops influences the synchronization performance and to compare the

simulated results with real-world data.

The 10 MHz clock outputs from both the GMC and one of the slaves were cap-
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GMC

SWITCH

SWITCH

SLAVE SLAVE

(a) Real topology (b) Simulated topology

Figure 6.8: Omnet++ serial topology representation

tured using an oscilloscope, and the difference between these signals was analyzed.

Figure 6.9 presents a comparison of the delay between the slave and its GMC when

connected through a single switch (represented by the red graph) and the offset

observed when an additional switch is introduced in series, creating a two-switch

configuration between the GMC and the slave (represented by the green graph).
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Figure 6.9: Real data: topology comparison.

When a second switch is introduced, the effects of jitter and noise become more

pronounced in the synchronization process. This results in an increased number

of peaks, which also impacts the delay statistics, as shown in Table 6.7. Even in

this scenario, the table confirms that the ITER requirements are met. While the

introduction of a second switch does increase the standard deviation of the syn-

chronization offset, this increase is minimal (only a few nanoseconds) and does not
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Table 6.7: Real Data: Topology Statistics Comparison

1 switch 2 switches

µ[ns] 7.78 13.36

σ[ns] 7.79 11.97

adversely affect the overall synchronization performance. This can be attributed to

the network protocol configuration, where each switch, functioning as a boundary

clock, serves as the master for its connected devices within the synchronization hier-

archy. The delay introduced by an additional boundary clock is minimized because

the network is effectively divided into smaller segments. This segmentation enhances

synchronization efficiency between each master and its corresponding slave, ensuring

that the addition of a new node has only a marginal impact on overall synchroniza-

tion, as the offset increase is primarily due to the minor delays within the newly

introduced segment.

Given that we constructed a simulation model to replicate our tests, I aimed to

determine whether the insights gained from comparing different topologies would

also be reflected in our Omnet++ software tool. The results of the simulations are

displayed in Figure 6.10, allowing us to assess the consistency of the simulation with

the real-world observations.
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Figure 6.10: Simulation data: topology comparison.

As demonstrated in Table 6.8, the conclusions drawn from the real data compar-

isons hold true in this simulation as well. The statistical analysis of the simulated

data mirrors the trends observed in the physical experiments, confirming the valid-
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Table 6.8: Simulation Data: Topology Statistics Comparison

1 switch 2 switches

µ[ns] 4.18 12.18

σ[ns] 8.67 10.64

ity of our simulation model. The increase in the delay mean in this simulation is

more pronounced, yet the overall validity of the Omnet++ model is undoubtedly

confirmed in this final test campaign. At the conclusion of our experiments, we

can confidently state that the chosen hardware is indeed a viable option for the

ITER synchronization network. The software libraries developed by ITER function

as intended, and the simulation tool that we studied and modified throughout our

campaigns produced excellent results in accurately representing our devices.

6.5 Final TCN Topology

This section is dedicated to explaining the approach and realization of the final TCN

implementation. Initially, we conducted a thorough study to identify which MITICA

buildings required synchronization. The primary focus was on the diagnostic systems

that need to acquire data with the highest possible speed. Based on this analysis,

we determined the key locations for synchronization, as outlined in Table 6.9.

Given that MITICA is still under construction, the exact number of switches and

slaves may change in the future. However, for now, we have provided an estimation

of the requirements expected in the coming years. According to the table, it is clear

that eight slaves and nine switches will be needed. These switches will form the

TCN Aggregation layer, which must be connected to the Core layer switches.

To construct the Core layer, we opted for two switches with at least nine ports each,

as this matches the number of Aggregation switches that need to be connected. This

decision was guided by two key considerations: first, using two switches helps reduce

the traffic and load on each individual switch; second, in the event of a failure in one

of the switches, the other can take over and connect to all the Aggregation switches,

thereby preventing a complete halt of the experiment.

For the Aggregation switches, we selected the Kyland SICOM 3000A 4GX8GE,

which features four SFP connectors for fiber optics and eight Ethernet ports. For

the Core switches, we chose the Kyland SICOM 3000A 12GX8GE, which offers

twelve optical links and eight Ethernet ports, providing the necessary capacity for

the network.

The final topology of the TCN can be investigated in Figure 6.11.

75



CHAPTER 6. MITICA TIME COMMUNICATION NETWORK

Table 6.9: NI PXIe6683H and PTP Switch Locations

Location NI PXIe6683H PTP Switch

MITICA Plant System CODAS - DIA -

Neutrons and X-Ray

1 1

MITICA Near Bio-shield Networks Master

Cubicle

0 1

MITICA Bio-shield Network - Pit - South

Wall

1 1

MITICA Bio-shield Network - Pit - North

Wall

1 1

MITICA Plant System CODAS - HNB 1 1

MITICA Plant System CODAS - DIA -

Source Spectroscopy

1 1

MITICA Plant System CODAS - DIA -

El. Probes

1 1

MITICA Plant System CODAS - DIA -

Beam Spectroscopy

1 1

MITICA Plant System CODAS - HNB

Power Supply

1 1

In this setup, the Aggregation switches across various buildings have been divided

into two groups, each connected to one of the two Core switches. Each rectangle

represents a different room within the NBTF buildings, highlighting the extensive

area that needs to be covered. In the rectangles, each red square (connected to the

Core PTP switches) represents a PTP switch. Due to this vast coverage area, the

links between the Aggregation switches and the Core switches have been carefully

analyzed to determine the most efficient paths, with the goal of minimizing both the

length of the paths and the number of cable relays. Given the distances involved,

which are on the order of kilometers, all the links have been established using optical

fibers to ensure reliable and high-speed communication.
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Figure 6.11: MITICA TCN final topology, in red
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CHAPTER 7

TCN APPLICATIONS

This section outlines the software developed to implement the applications that

leverage the precise synchronization achieved in MITICA. The goal is to enhance

the triggering strategies, which have predominantly relied on hardware triggers, a

method that has presented challenges in managing such a large-scale experiment.

Trigger signals are among the most critical elements in fusion experiments, where

the precise timing of different Plant Units is essential for the success of plasma

pulses. The sequence in which each power supply, vacuum pump, data acquisition

system, and other components are triggered is meticulously defined and must be

strictly followed by all devices involved in MITICA. These triggers not only estab-

lish the correct order of operations but, through the experiment’s synchronization,

also determine the precise moment when each component must perform its function.

Given their importance, trigger signals are extensively distributed throughout the

experiment, leading to a significant amount of cabling, with all the associated chal-

lenges. My work aims to implement a software strategy that, based on the TCN,

can distribute high-accuracy software triggers and execute actions based on those

triggers.

7.1 Lazy Trigger

In a control system, triggers typically serve two primary purposes: to initiate a

response or to start data acquisition. In the first case, the triggered action must be

performed with high speed and precision, often requiring real-time systems and fast,

specialized networks to reduce delays and ensure accuracy.
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In the second case, triggers are associated with event-driven data acquisition,

where signals are captured in response to a specific asynchronous event. Upon de-

tecting such an event, the associated sensor generates a trigger that captures relevant

signals within a time window centered around the event. The acquisition system

can either collect data within the trigger’s Region Of Interest (ROI) or increase its

sampling rate to gather more detailed information during the ROI. Typically, the

board receiving the trigger is located near the devices it controls, ensuring a rapid

response. However, challenges arise when triggered actions must be executed by

devices located far from the trigger source, potentially in different buildings.

This issue is addressed by the Lazy Trigger mechanism introduced in [71] and

[72], which combines TCN synchronization and MDSplus to distribute triggers across

the network. In this context, acquisition systems do not operate in real-time but

instead retrieve and store data with a certain delay, without impacting the overall

experiment’s performance. Thus, we are in the second scenario, where triggers are

used not for immediate response but to gather as much data as possible about the

event.

In this approach, MDSEvents, timestamped using TCN time, serves as the

medium for trigger distribution. A MDSEvent is a MDSplus class that enables

the transmission of messages over the network to any device that is listening for

them. In the context of the Lazy Trigger, the message includes its identifier (the

name) and the timestamp indicating the precise moment of the event’s generation.

This approach shifts the trigger management from a purely hardware-based envi-

ronment to a software-driven one, where cables, while reliable, are no longer the

sole means of distributing triggers and events. Instead, the network now plays a

crucial role in this process. Consequently, the characteristics of the network must

be thoroughly investigated to ensure that these messages are delivered as quickly

as possible. The ITER SDN plays a crucial role in this process by providing the

necessary infrastructure for rapid and reliable message transmission, thanks to its

deterministic behavior. As outlined in Section 4.2, the SDN ensures high throughput

and predictable message delivery, allowing packets to reach their destinations with

maximum speed and security.

The procedure above shows promise, but more is needed to guarantee the syn-

chronization of events across a network as dispersed as in NBTF. Consider a scenario

with two devices, a transmitter and a receiver, connected to and synchronized with

the TCN. When the transmitter detects an event and timestamps it at time t0, the

event is then sent to the network. The receiver reads the event from the network at

time t1 with its timestamp. However, the receiver will inevitably react to the event
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after a delay δ = t1− t0, meaning that, despite being synchronized, the responses to

that event will not co-occur on time (Figure 7.1). In this case, the synchronization

provided by the TCN would not effectively facilitate the distribution of events.

Figure 7.1: Event transmission delay

The problem is addressed by leveraging modern data acquisition systems that

use buffers to temporarily store data as it is being acquired. These buffers allow

for the retention of a time window of data, the ROI, for a certain period. If the

system is designed to center the ROI around the event across all acquisition systems,

the trigger will synchronize data acquisition within this window across the network.

However, if there is too much delay between the distribution of the event and the

event itself, the event may fall outside the time window of the buffer, leading to the

loss of the opportunity to capture the event and respond to it. As long as the time

required to transmit the event data is shorter than the duration of the buffered data

(i.e., the data acquired but not yet sent for storage), all systems can synchronize

their actions effectively. This ensures that even in the presence of transmission

delays, there is enough overlap between the available data and the event trigger to

maintain coordinated operation across the systems (Figure 7.2).

This approach introduces a time window determined by the sampling rate, pro-

cessing speed, and network speed. While the sampling and processing rates can

be adjusted to meet the specific needs of the application, network speed is a more

rigid constraint that requires thorough evaluation. Ensuring reliable performance

and minimizing network traffic are critical to maintaining the overall efficiency of

the Lazy Trigger mechanism. Beyond these requirements, the presence of the TCN

is fundamental to the Lazy Trigger system. Without precise knowledge of absolute

time, event timestamps would be misaligned, and the protocol would fail to func-

tion as intended. Obviously, the MDSevents exchanged over the network cannot
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Figure 7.2: Lazy Trigger scheme. In green the already processed samples, in black the

sample to be processed and in orange the event.

be transmitted using the TCN because any traffic other than PTP messages would

interfere with system synchronization. The SDN network, due to its unique charac-

teristics, appears to be the optimal solution for distributing the Lazy Trigger events

efficiently.

7.2 TCN Application: Breakdown investigation

The primary application of the Lazy Trigger and the TCN is in the investigation of

breakdowns. A breakdown is a rapid phenomenon that occasionally occurs through-

out the experiment, and if not addressed properly, it can lead to plasma disruption

and potentially cause significant damage. Due to the extremely fast nature of break-

downs, the acquisition system responsible for capturing these events must guarantee

a high sampling rate, of at least 1 MHz, to ensure that the critical few microseconds

of the event are accurately captured. In this scenario, continuous acquisition is not

a viable option, as the memory required to store millions of samples per second at

such high rates would be excessively large, especially when only a few crucial sam-

ples are of real importance. The most straightforward solution to this problem is to

initiate data acquisition only when a breakdown occurs. In most cases, it would be

sufficient to have a sensor paired with an acquisition system that captures the ROI

of the event. The ROI refers to a time window that includes some samples taken

before the breakdown and some taken after, allowing both the causes and effects of

the event to be investigated, thereby aiding in a comprehensive understanding of the

phenomenon. A breakdown, however, is a highly complex event whose causes and/or

consequences may not be localized but rather distributed across different parts of

the experiment. Therefore, it is advantageous to have multiple sensors positioned

in various critical areas to thoroughly investigate breakdowns. This necessitates

triggering multiple acquisitions simultaneously to capture all relevant information

82



7.2. TCN APPLICATION: BREAKDOWN INVESTIGATION

about the event.

The scenario just described forms the foundation of my application. Leveraging

specific acquisition and timing modules, this application can detect an event, dis-

tribute it across the network using the Lazy Trigger, and trigger all the acquisition

systems that are set to respond to that event. Upon receiving the event trigger, these

systems can either initiate data acquisition at a fixed sampling rate or increase their

sampling rate to capture as much data as possible.

7.2.1 Application hardware apparatus

For implementation, the event acquisition requires two key modules: an acquisition

module, responsible for capturing the breakdown event, and a timing module that,

synchronized with the TCN, delivers synchronous triggers and clocks to the con-

nected acquisition systems. The timing module must also support PTP hardware

timestamping to provide an accurate record of the exact time the event was trig-

gered. This precision significantly enhances the analysis and investigation of the

breakdown event.

PXIe-6368

Figure 7.3: National Instruments PXIe-6368
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The National Instruments PXIe-6368 [73] in Figure 7.3 is a DAQ module mount-

ing:

• 16 Analog input channels with 16 bits resolution and a maximum sampling

speed of 2 MS/s for each channel (simultaneously);

• 4 Analog output channels with 16 bits resolution and a maximum update rate

of 3 MS/s for each channel (simultaneously);

• 48 DIO with a maximum sample clock frequency of 10 MHz.

The module, featured in the ITER catalogue, is one of the primary acquisition

systems for MITICA due to its advanced characteristics. Its ability to utilize a

fast external clock and simultaneously acquire data from 16 channels at 1 MHz rate,

makes this module an ideal candidate for a wide range of applications. Although the

analog outputs are rarely used, they are invaluable for debugging purposes, allowing

for a detailed investigation of the module’s behavior.

The true strength of the PXIe-6368 lies in the APIs that CODAC has developed

specifically for ITER applications: the X Series. Designed for Linux, these APIs

are optimized to work with the Red Hat operating system, which forms the founda-

tion of all CODAC servers. The library offers developers a high degree of flexibility

through a wide array of methods, making it easier to integrate the module into the

acquisition frameworks used in ITER facilities.

PXI-6683H

The National Instruments PXI-6683H, shown in Figure 7.4, serves as the timing

module for the event trigger application. It is the core component of the system, as

it is fully supported by the ITER TCN APIs that implement the PTP. The module

features six connectors:

• One for the GPS antenna. In this case it is not used since the 6683H modules

acts always as slaves in the TCN;

• One clock out connector, used to generate clock signals up to 10 MHz;

• 2 output PFIs to generate trigger and signals;

• 1 I/O PFI to generate output signals and to detects input physical triggers;

• 1 Ethernet port that connects the module to a PTP network.

84



7.3. SOFTWARE IMPLEMENTATION

Figure 7.4: National Instruments PXI-6683H

On the backplane, the module includes a bus with 8 trigger lines designed to dis-

tribute signals across the chassis in which it is mounted.

In this case as well, CODAC provides an API for integrating the module into

custom frameworks. The library, called “NI Sync”, offers software tools for managing

signal generation, acquiring triggers, and handling PTP functions. It also allows

users to monitor the module’s status and adjust its parameters as needed.

7.3 Software implementation

This section provides the foundational knowledge required to develop the event

acquisition application and integrate it into MDSplus. Once established the two key

modules (the timing and acquisition ones) the challenge lies in effectively utilizing

the APIs provided by CODAC and incorporating the modules’ functionalities into

our acquisition framework.

7.3.1 The MDSplus Device

In general, integrating any type of module into a custom framework requires the

creation of ad-hoc code to implement the module’s features. When dealing with

multiple modules, this can result in the development of similar, repetitive code
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for each module. To facilitate the re-use of device-specific code, MDSplus offers

a framework for integrating such functionality into the system. Once the device

support code is integrated, it becomes a part of the MDSplus system, allowing it to

be easily reused in other parts of the framework.

In MDSplus, a “Device” refers to any hardware component used in data acquisi-

tion, such as an ADC (Analog-to-Digital Converter). Each Device in an experiment

has specific settings and information that need to be configured, such as sampling

frequency, trigger time, buffer size and many others. This information, along with

the data collected during an experiment, is stored in a structured way within the

pulse file.

MDSplus organizes this information in a standardized format, creating a subtree

for each device within the pulse file. This subtree contains all the data related to the

device, including configuration details and acquired signals. Each device of the same

type will have a similar structure in its subtree, which simplifies the management

and reuse of device-specific code.

To add a new device to the system, MDSplus uses a constructor method that

automatically builds the required subtree for that device. Additional methods are

defined to perform specific tasks, such as initializing the device or storing the data

after acquisition.

Moreover, MDSplus supports a scripting environment, in this case Python, to

develop these methods, which simplifies the integration of new devices into the

system. An example is shown in Listing 7.1, where a device called NI6368EV is

created within the MDSplus environment. The code defines a class NI6368EV that

extends the Device class provided by MDSplus. The parameters of the NI6368EV

device are listed in parts, which is a list of dictionaries specifying the characteristics

of each device parameter.

1 #!/ usr /bin /env python

2 # coding=utf −8

3

4 from MDSplus import ∗

5

6 c l a s s NI6368EV( Device ) :

7 """NI PXI−6368 X−s e r i e s mult i f u n c t i o n a l data a c qu i s i t i o n card """

8 par t s = [

9 ∗∗∗ PARAMETERS ∗∗∗

10 ]

List of Listings 7.1: Example: How to declare a MDSplus device

A more detailed view of the device parameters is given in Appendix A.
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7.3.2 MDSplus segmented acquisition

MDSplus acquisition utilizes a segmented approach, a method specifically designed

to efficiently manage and store large datasets, especially in scenarios requiring con-

tinuous data acquisition over extended periods. This segmentation allows for divid-

ing a lengthy data stream into smaller, more manageable parts, which can then be

processed and stored individually.

The use of segments offers several key advantages. It optimizes memory man-

agement by eliminating the need to handle large datasets in a single operation, thus

preventing potential memory overflow. Furthermore, it enables real-time data ac-

cess, allowing portions of the data to be analyzed even while acquisition is ongoing.

This method also enhances fault tolerance; if a failure occurs during data acquisi-

tion, only the current segment may be impacted, leaving previously stored segments

intact.

During acquisition, data is continuously written to a buffer, and once this buffer

reaches a predefined size, the data is committed to the database as a segment. This

process can be programmatically controlled, allowing flexibility in managing various

types of data streams. The buffer length is crucial and is determined by the specific

characteristics of the acquisition. For fast acquisitions, such as those operating at

tens of KHz, the buffer must be carefully calibrated to balance data availability with

the computational load. A larger buffer can reduce the computational burden by

minimizing the frequency of memory write operations, as data is only written once

the buffer is fully populated. However, this approach has a potential drawback: in-

coming data cannot be analyzed or visualized until the buffer is written, which can

delay “real-time" data visualization, particularly with very large buffers. Therefore,

there is no one-size-fits-all rule for determining segment sizes; each acquisition sce-

nario requires careful analysis and testing to optimize segment sizes for maximum

efficiency.

For data retrieval, MDSplus can access individual segments or combine them to

reconstruct the complete dataset. This capability ensures seamless integration of

both real-time and historical data. Users can query specific segments based on time

or event markers, simplifying the analysis of particular sections of the data.

This segmented approach in MDSplus significantly enhances the performance

and flexibility of data acquisition systems, making it particularly effective in com-

plex experiments that generate large volumes of continuous data.

Code implementation

To write a segment in MDSplus, there are three methods:
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1. beginSegment(<start>, <end>, <dimension>, <data>)

2. beginSegment(<start>, <end>, <dimension>) and

putSegment(<data>, <index>)

3. putRow(<data>, <time>)

The first method is the most commonly used because it provides greater control over

the segment by allowing you to define, in advance, the start time, end time, segment

dimension, and the actual data to be stored. By fixing the segment dimension

and knowing the sampling rate, it’s straightforward to calculate how often a new

segment is written, allowing you to adjust the segment size accordingly for optimal

performance.

In the first case, the segment is built and stored in a single operation. This

approach works well when all the segment data is available in a single chunk. How-

ever, there are situations where not all the data for the current segment is available

simultaneously. For instance, a segment for 10,000 samples might be initialised but

data are received in smaller chunks of 1,000 samples each. In this case, after defining

the segment and appending it to the node using the beginSegment() method, its data

content can incrementally filled using the putSegment() method. The putSegment()

method takes the partial data array and a row index that specifies the starting po-

sition of the passed data subarray. Typically, this index is set to -1, meaning the

data portion should be appended to the end of the current data chunk.

The third method is typically used for slow and occasional acquisitions where it

is not known when a sample will be stored. This is common in monitoring scenarios

where the value of a variable is only stored when it changes, such as in temperature

monitoring. In this case, it is preferable to timestamp the value when it changes

and let MDSplus save one sample at a time along with its timestamp.

7.3.3 The NI6368EV Device

The NI6368EV is one of the two Device classes I developed for the MITICA ac-

quisition systems. The purpose of this device is to create an interface between the

PXIe-6368 Analog-to-Digital Converter (ADC) and MDSplus. The requirements for

this device are as follows:

1. Implement the MDSplus Device class;

2. Ensure continuous data acquisition with a sampling rate of maxmimum 10

KS/s;
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3. Upon detecting an MDSevent, acquire a burst of data at high speed (up to 1

MHz);

4. Upon detecting an MDSevent, switch the sampling rate to 1 MS/s for a short

period.

Points 3 and 4 are specifically designed to handle the breakdown issue using the

Lazy Trigger mechanism. When a specific event is broadcast on the network after

detecting a breakdown, all NI6368EV Devices must store as much data as possible

within the breakdown ROI. In this method, a device can be “woken up” when the

event occurs to gather the relevant breakdown data. If additional data needs to be

analyzed, the device can continuously store data at a low sampling rate, minimizing

both storage and network load. However, when a breakdown occurs, the device

increases its sampling rate to conduct a detailed investigation of the event.

Importantly, the module is always acquiring data at its maximum sample rate,

but custom-developed software allows data storage when necessary or enables sub-

sampling for storing data at lower rates during non-critical periods.

Accessing the module APIs: ctypes

The “nisync” libraries are a set of methods written in C that enable users to control

and manage the PXIe-6368 ADC. Since MDSplus devices are commonly written in

Python, the Python library “ctypes” [74] is employed to bridge the gap between the

two languages. “ctypes” allows Python to wrap C libraries, providing C-compatible

data types and enabling Python to call functions from Dynamic Link Libraries

(DLLs) or shared libraries. This interaction between Python and C is particularly

advantageous in fast data acquisition scenarios, where efficiency and reliability are

critical. C or C++ APIs are typically used in such environments to ensure robust

data storage and acquisition, making it more effective to implement core function-

alities in C and use Python to interact with the module, rather than writing the

entire module in Python.

Module Acquisition

The data acquisition for the module is the most challenging aspect of the imple-

mentation. Data storage hinges on two key principles: the ROI and the delay buffer

containing a span of the data history. Data is stored in the delay buffer, a circular

buffer to avoid memory wastage, and when the buffer reaches its capacity, the data

is written to an MDSplus segment. As explained earlier, the Lazy Trigger mecha-

nism relies on the buffer holding both pre-samples and post-samples, which together

form the ROI around the event. However, if the buffer is too small, the number
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of pre-samples and post-samples will be reduced, limiting the ROI. Consequently,

it is crucial to determine the time span to analyze around the event, consider the

sampling rate, and calculate how many samples will comprise the ROI. With this

information, the buffer can be appropriately sized.

The module offers three acquisition modes:

• Dual Speed: A continuous acquisition mode that boosts the sampling rate

in the ROI.

• Burst: Acquisition is focused solely on the ROI, achieving high sampling

rates;

• Continuous: Continuous acquisition at lower sampling frequencies.

The Dual Speed mode is ideal for situations where the acquisition system remains

useful at lower sampling rates but must increase the rate significantly when a break-

down occurs to capture detailed information around the event. (see Figure 7.5) The

acquisition speeds are set by the user through two parameters: “Freq1”, which speci-

fies the sampling frequency within the ROI, and “Freq2”, which defines the frequency

outside the ROI. From a coding perspective, this behavior is implemented via soft-

ware sub-sampling. The module continuously acquires data at the higher frequency

but only saves samples at the lower frequency rate until a breakdown occurs, at

which point data is saved at the higher frequency.

Figure 7.5: NI6368EV Dual Speed acquisition. Outside the ROI reduced sampling rate,

inside higher sampling rate.

In Burst mode, data is stored only when a specific event occurs (see Figure 7.6).

Once triggered, the module starts acquiring data without immediately saving it.
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Upon receiving the breakdown, the system stores the data within the defined ROI

into MDSplus segments. This method enables very high sampling rates, as long as

the ROI is kept within a manageable size.

Figure 7.6: NI6368EV Burst acquisition. High speed acquisition inside the ROI.

In the Continuous mode the module simply acquires and stores data in MD-

Splus segments (see Figure 7.7). Obviously, the sampling speed is limited by the

computational burden and by the storage amount. Commonly, the maximum speed

reached in this scenario is 10 KHz.

Figure 7.7: NI6368EV Continuous acquisition.

Device methods

The NI6368EV Device contains three main methods: init(), start_store() and

stop_store().

The init() method is responsible for initializing the NI PXIe-6368 device in the

MDSplus system for data acquisition. It first checks if the device is already in use

and stops any ongoing acquisitions. Then, it configures the device based on user-

defined input parameters, such as input mode, channel settings, and acquisition

timings. Each acquisition channel is configured separately allowing to choose its
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acquisition mode, the ROI and the event name to wait, as shown in Figure 7.8.

Figure 7.8: NI6368EV channel configuration interface.

Finally, the method applies these configurations to the device, preparing it for

data collection. If any errors occur during initialization, appropriate error messages

are logged.

The start_store() method is the central function of the NI6368EV device, man-

aging the entire data acquisition process. When called, it creates a new thread

specifically for handling the acquisition, allowing asynchronous operation of the sys-

tem. This thread runs continuously until the acquisition process is stopped, at which

point the method terminates the thread to ensure proper closure of the acquisition.

The thread management is handled by a class called “AsynchStore”, with the key

component being the “run” method. This method reads the acquisition parame-

ters and initiates the data acquisition using a custom C library named “niInterface”,

which I developed specifically to interface with the module’s APIs for efficient data

collection. The “niInterface” is a sophisticated interface designed to handle both the

intricacies of reading data from the module and integrating with the MDSplus sys-

tem. This dual functionality ensures that data is efficiently stored within the NBTF

acquisition framework, seamlessly bridging the module’s data acquisition processes

with MDSplus mechanics.

The final method, stop_store, is responsible for halting the data acquisition pro-

cess. It sets a flag that is detected by the running “AsynchStore” thread, signaling

it to stop collecting data. After the acquisition is ended, the method handles the

remaining data to ensure it is properly stored. Typically, when the acquisition stops,

the last MDSplus segment may not be fully populated, meaning it has not yet been

written to the pulse file. To address this, stop_store truncates the segment and

ensures the remaining data is stored correctly within the framework.
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7.3.4 The NI6683 Device

The PXI6683 Device incorporates TCN synchronization within the MDSplus frame-

work, allowing the entire MITICA timing system to be managed seamlessly through

MDSplus. This integration ensures precise time coordination throughout the sys-

tem, ensuring that all devices and data acquisitions remain synchronized with the

TCN network. The Device must:

1. Implement the MDSplus Device class;

2. Verify the current synchronization status with the TCN;

3. Support future generation of clocks and triggers;

4. Transmit MDSevents to the network upon detection of a physical trigger.

A detailed explanation of the NI6683 parameters is given in Appendix B.

As with the NI6368EV, the “ctypes” library is also used for the NI6683 to access

the module’s APIs. However, since this module does not require high-performance

coding, the C methods are called directly within the Python interface, avoiding the

need for any additional supporting interface.

Absolute and Relative time

While developing the module, I encountered the concepts of Absolute and Relative

time, which are commonly used in the MDSplus environment. Relative time refers

to the timing within the current plasma pulse, where all events, triggers, and clocks

are referenced to an initial time, t0. For instance, a trigger might be set to occur

six seconds after t0, and a clock eight seconds later. In this case, the system is

unaware of the actual world time, referred to as absolute time, since all experiment

components are synchronized to the time window of the current pulse.

To further complicate matters, t0 does not necessarily correspond to zero; its

value depends on the pulse’s configuration. If the plasma needs to ignite at time

zero, some actions must take place before ignition, which means certain events will

occur before time zero. As a result, in the context of relative time, a pulse can

technically start “in the past”, while still ensuring the experiment functions correctly.

The absolute time is simpler, since it represents the time found in our clocks,

smartphones and cars. In the MITICA experiment, it is the time distributed by

the TCN to which the module is synchronized. The importance of absolute time

becomes evident when there is a need to synchronize different relative times. Each

timing module has its own individual relative time, marking the start of its pulse. To
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ensure that the t0 of each module is aligned, an absolute time reference is required

to specify the exact moment when the pulse should begin.

Device Modes

The NI6683 module has eleven channels, also referred to as “terminals” for imple-

menting its functions. Each terminal can be configured in a variety of modes:

• Clock - The module generates a clock signal using four parameters: start and

end to define the time window for the clock, frequency to specify the clock

frequency in Hz, and duty cycle to indicate the percentage of the waveform

period that remains high.

• High Pulse - The module generates a pulse at 5 Volts, guided by the param-

eters start and pulse length, which define the duration of the pulse in seconds.

• Low Pulse - The module starts at 5 Volts and generates a 0 Volts pulse using

start and pulse length as parameters.

• High - The module generates a continuous 5 Volts signal.

• Low - The module generates a continuous 0 Volts signal.

• Recording Rising - The module detects a rising edge in the physical signal

connected to it. Upon detection, it generates a timestamped MDSplus event,

with its name specified by the event name parameter.

• Recording Falling - The module detects a falling edge in the physical signal

connected to it. Upon detection, it generates a timestamped MDSplus event,

with its name specified by the event name parameter.

• Recording Any - The module detects any edge (rising or falling) in the

physical signal connected to it. Upon detection, it generates a timestamped

MDSplus event, with its name specified by the event name parameter.

• Disabled - The terminal is inactive and does not perform any function.

An example of terminal configuration is given in Figure 7.9.

Device Methods The module presents three main methods: init(), trigger()

and stop().

The init() method initializes the NI6683 module by performing several steps to

ensure the proper configuration of the device before starting data acquisition. First,

the method restores the module’s saved state and resets the device. It then checks
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Figure 7.9: NI6683 terminal interface.

whether the module is synchronized with the PTP network. If the module is not syn-

chronized, an error is raised, and the initialization process halts. Next, the method

retrieves the absolute start time from the abs_start field and relative start time

from the rel_start field for the module. If there is an issue retrieving the absolute

start time, it defaults to using the module’s internal clock. The method then loops

through each terminal of the module, checking and setting several parameters, such

as mode, frequency, duty cycle, start and end times, and pulse lengths. Depending

on the terminal mode (e.g., clock, high pulse etc.), it configures specific behavior,

such as enabling future time events or setting terminal levels. Finally, the method

stores the configuration in various dictionaries and saves the device information for

later use. This completes the initialization of the NI6683 module, preparing it for

use in the experiment.

The trigger() method in the NI6683 device configures the behavior of each ter-

minal based on its mode settings. It iterates through all the terminals and applies

the necessary configurations depending on the mode assigned to each terminal. The

method ensures that events and timestamp triggers are enabled or disabled as re-

quired by the specific terminal mode. It utilizes various nisync function calls to

interact with the hardware, ensuring that each terminal operates as intended. If

a terminal is set to any of the recording modes, the module creates a dedicated

thread for each terminal. This thread continuously monitors the signal behavior

connected to the terminal, preparing to issue the corresponding MDSevent as soon

as the specified condition (such as a rising or falling edge) is detected. This thread

parallelization ensures that the system can promptly respond to changes in the sig-

nals by generating the appropriate events. In essence, this method prepares the

NI6683 module to manage specific clock, pulse, or recording functions, making it an

integral part of the timing system used in the experimental setup.

The stop() method in the NI6683 device is designed to safely halt ongoing pro-

cesses and close active resources related to the device. The method retrieves the

active thread associated with the NI6683 device, and if the thread is still alive, it
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stops the thread and waits for it to terminate. Finally, the method stops the device,

reads the list of active terminal file descriptors, and closes them one by one. If

any issues arise during the stop process, an error message is logged. This method

ensures the device stops gracefully by managing active terminals and threads, while

releasing associated resources in an orderly manner.

7.3.5 The results

After outlining the structure and behavior of the devices, I conducted tests to verify

the proper functioning of the code. To simulate a real usage scenario, I utilized

the TCN test bed used for validating network topologies. Two PTP switches were

connected to the GMC, and each switch was linked to a PXI-6683 timing module. I

generated a sinusoidal waveform and I acquired it with one of the PXIe-6368 ADC

modules, and a waveform generator was employed to physically trigger one of the

two PXI-6683 modules. The other PXI-6683 module provided the clock for the

ADC, with both timing modules synchronized via the TCN.

I configured the NI6368EV channel, which was acquiring the sinusoidal signal,

in dual-speed mode, set to wait for the same event triggered by the NI6683 device

when physically activated. Additionally, another ADC channel was used to capture

the physical trigger sent to the timing module, enabling validation of the timing

consistency. The results of this setup are illustrated in Figure 7.10.

Figure 7.10: NI6368EV Dual-Speed behavior.

As illustrated in Figure 7.10, the frequency switching mechanism operates as ex-

pected. The upper scope reveals that upon receiving an event triggered at 4 seconds,

the channel responds by increasing its frequency, entering the event’s ROI. The lower
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scope demonstrates that the step signal, triggered precisely at 4 seconds, shows no

observable delay in relation to the frequency switch. Any delay that may exist is

smaller than the acquisition’s timing resolution, making it undetectable within the

current setup.

To test the Burst mode, I used the same experimental setup, configuring the

acquisition channel to capture a data burst centered around the event. As shown in

Figure 7.11, the NI6368EV successfully detected an MDSevent with the correspond-

ing timestamp. The module’s actual performance can be observed in Figure 7.12,

demonstrating that it properly triggered a burst acquisition in the event ROI starting

from 14.9 s and finishing at 15.1 s.

Figure 7.11: NI6368EV terminal output when in Burst acquisition mode.

The results confirmed the accuracy and reliability of the code, indicating that it

can be effectively utilized in various scenarios within the NBTF environment.

7.3.6 User Interface

This section describes the development process of the user interface for the devices.

Such an interface is essential to ensure that users can properly configure the devices

within their pulse files. While it is possible to manually configure each parameter
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Figure 7.12: NI6368EV burst acquisition behavior.

directly in the pulse file, this approach tends to be slow, error-prone, and difficult to

debug. A graphical tool is therefore necessary to interface with MDSplus, enabling

users to easily read and modify device configurations and parameters.

Typically, Java is the most widely used language for developing graphical interfaces,

and this is also the case for MDSplus, though with some caveats. Developing an

interface entirely from scratch would require an in-depth understanding of the MD-

Splus source files and considerable development time. However, MDSplus simplifies

this process by allowing graphical interfaces to be created without writing any code,

thanks to a feature known as Java Beans.

In Java Beans, beans are classes that encapsulate one or more objects into a sin-

gle, standardized object, referred to as the “bean”. This standardization enables

beans to be managed in a generic manner, facilitating code reuse and introspec-

tion. By adopting this approach, developers can work with beans across different

applications without altering the underlying code, simplifying both development and

maintenance.

Using NetBeans [45], a Java Integrated Development Environment (IDE) built

around Java Beans, custom graphical interfaces can be created via a simple drag-

and-drop method. When connected to MDSplus, which has developed specific tools

for this purpose, the IDE can easily access and display device parameter informa-

tion within the user interface. This streamlined approach significantly enhances the

efficiency of developing tailored interfaces, improving both usability and the config-
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uration process for users.

Examples of NetBeans interfaces include those I developed for the NI6683 and

NI6368EV devices, as shown in Figure 7.13 and Figure 7.14. These interfaces display

all the parameters mentioned in the previous sections, allowing users to configure

the devices efficiently and intuitively.

Figure 7.13: NI6368EV Device interface.
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Figure 7.14: NI6683 Device interface.
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CHAPTER 8

CONCLUSIONS

This thesis represents a comprehensive exploration into the design, development,

and implementation of advanced data acquisition and control systems specifically

designed to meet the stringent demands of modern fusion experiments, particularly

within the NBTF. The technological complexities inherent to such high-demand

environments, especially concerning data acquisition speed, synchronization, and

system control, required an integrated approach that combined both hardware and

software solutions.

The work related to the Time Communication Network focused on the develop-

ment and deployment of synchronization and data acquisition systems for the MIT-

ICA and NBTF projects. Central to this effort was the integration of high-precision

timing devices within the MDSplus framework to satisfy the strict synchronization

requirements of the ITER project, particularly maintaining timing errors below 50

nanoseconds.

A critical aspect of the TCN work involved extensive testing and validation of

the implemented systems. These tests were designed to ensure that the developed

synchronization solutions met the rigorous standards set by the ITER project. The

testing process focused on verifying the accuracy and reliability of the synchroniza-

tion protocols throughout the network and evaluating the performance of the data

acquisition systems under various scenarios. Simulating real-world experimental

conditions ensured that the system would perform reliably during plasma pulses

and other critical operations.

The network infrastructure built for this purpose employed advanced PTP-aware

switches and optical fiber connections, enabling reliable communication between
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timing devices. The testing process confirmed that the synchronization protocols,

implemented via Ethernet, effectively minimized timing delays, ensuring precise op-

eration across all components. These efforts in testing and network construction

further demonstrated the system’s reliability, proving that the TCN is well-suited to

handle the scale and complexity required for both MITICA and ITER experiments.

A significant part of this work involved integrating specialized hardware, such

as timing modules and data acquisition devices, into the MDSplus framework. The

synchronization challenge was addressed by designing solutions that could coordi-

nate devices across a wide network, ensuring that each device operated in sync with

the overall system. This was achieved by implementing mechanisms that dynami-

cally adjusted data acquisition speeds based on real-time events. These mechanisms

allowed for a more efficient capture of data, focusing on relevant time windows sur-

rounding key events, without overwhelming system resources.

To manage data efficiently, a strategy was employed that involved using buffers

and dividing data into manageable segments. This approach prevented memory

overload and ensured that only critical data was stored, improving both system

performance and reliability. By using theTCN as the backbone for synchronization,

the entire system was able to operate with a high level of precision, minimizing

errors and ensuring that all components remained in sync.

In conclusion, the work on the TCN not only involved the design and implemen-

tation of synchronization and data acquisition systems but also included thorough

testing and the construction of a dedicated network. These efforts ensured that the

system was fully capable of meeting the stringent timing requirements needed for

large-scale fusion experiments, providing a reliable and efficient framework for future

operations.

In the near future, the full implementation of the MITICA TCN will offer an

opportunity to further validate the network topology, synchronization mechanics,

and potential issues that might arise during operation. From a hardware perspective,

the results achieved so far are highly promising. The Grand Master Clock, switches,

and end-devices have all performed well during tests and are now being considered as

viable components for the ITER TCN implementation. Although the scale of ITER

will be significantly larger and more complex than the NBTF, the findings from the

MITICA system-particularly in terms of network scalability and robustness-suggest

that the hardware families used in MITICA could be successfully deployed in ITER’s

larger environment.

The seamless performance of the synchronization protocols, even across a large

network with distributed devices, has reinforced confidence in the system’s ability
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to meet the stringent requirements of ITER. While further validation and refine-

ment will be necessary as the system expands, the groundwork laid by the MITICA

TCN provides a solid foundation for future work, potentially influencing the broader

implementation of timing control networks in large-scale fusion experiments.

From a software perspective, the application of the Lazy Trigger in the latest

experimental campaigns yielded significant insights into the study of MITICA break-

downs. The combination of Python and C APIs played a crucial role in facilitating

both the development of device interfaces and enhancing the efficiency of data ac-

quisition processes. However, while MDSplus proved valuable, it lacks efficient tools

for accurately managing the threads it creates. This limitation sometimes led to

acquisition errors, which could have been diagnosed and resolved more quickly with

alternative tools.

Looking ahead, the acquisition management is expected to transition to MARTe2,

the real-time software framework. MARTe2 offers greater control over individual

threads, addressing the shortcomings of MDSplus in this area. Its real-time capa-

bilities will allow for more precise monitoring and control over the various aspects

of the data acquisition process, potentially reducing errors and improving overall

system reliability during experiments. This shift to MARTe2 aims to ensure more

robust and accurate handling of acquisitions, particularly in complex scenarios such

as breakdown analysis.
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APPENDIX A

NI6368EV PARAMETERS

This appendix provides a complete list of the NI6368EV MDSplus Device parameters

along with their explanations. Each parameter is detailed to ensure a comprehensive

understanding of its role and function within the device setup and operation.

1 #!/ usr /bin /env python

2 # coding=utf −8

3

4 from MDSplus import ∗

5

6 c l a s s NI6368EV( Device ) :

7 """NI PXI−6368 X−s e r i e s mult i f u n c t i o n a l data a c qu i s i t i o n card """

8 par t s = [

9 { ’ path ’ : ’ :BOARD_ID’ , ’ type ’ : ’ numeric ’ , ’ va lue ’ : 0 } ,

10 { ’ path ’ : ’ :COMMENT’ , ’ type ’ : ’ t ex t ’ } ,

11 { ’ path ’ : ’ :INPUT_MODE’ , ’ type ’ : ’ t ex t ’ , ’ va lue ’ : ’RSE ’ } ,

12 { ’ path ’ : ’ :FREQ1_DIV ’ , ’ type ’ : ’ numeric ’ , ’ va lue ’ : 1 } ,

13 { ’ path ’ : ’ :FREQ2_DIV ’ , ’ type ’ : ’ numeric ’ , ’ va lue ’ : 1 } ,

14 { ’ path ’ : ’ :BUF_SIZE ’ , ’ type ’ : ’ numeric ’ , ’ va lue ’ : 1000} ,

15 { ’ path ’ : ’ :SEG_LENGTH’ , ’ type ’ : ’ numeric ’ , ’ va lue ’ : 10000} ,

16 { ’ path ’ : ’ :SERIAL_NUM’ , ’ type ’ : ’ numeric ’ } ,

17 { ’ path ’ : ’ :CLOCK_START’ , ’ type ’ : ’ numeric ’ , ’ va lue ’ : 0 } ,

18 { ’ path ’ : ’ :CLOCK_FREQ’ , ’ type ’ : ’ numeric ’ , ’ va lue ’ : 10000} ,

19 { ’ path ’ : ’ :CLOCK_SOURCE’ , ’ type ’ : ’ numeric ’ } ,

20 { ’ path ’ : ’ :CLOCK_MODE’ , ’ type ’ : ’ t ex t ’ , ’ va lue ’ : ’INTERNAL ’ } ,

21 { ’ path ’ : ’ :CLOCK_LINE ’ , ’ type ’ : ’ t ex t ’ , ’ va lue ’ : ’TRIG1 ’ } ,

22 { ’ path ’ : ’ : INIT_ACTION ’ , ’ type ’ : ’ a c t i on ’ ,

23 ’ valueExpr ’ : "Action ( Dispatch ( ’PXI_SERVER ’ , ’ INIT ’ , 50 ,None ) ,

Method (None , ’ i n i t ’ , head ) ) " ,

109



APPENDIX A. NI6368EV PARAMETERS

24 ’ opt i ons ’ : ( ’ no_write_shot ’ , ) } ,

25 { ’ path ’ : ’ :START_ACTION’ , ’ type ’ : ’ a c t i on ’ ,

26 ’ valueExpr ’ : "Action ( Dispatch ( ’PXI_SERVER ’ , ’READY’ ,50 ,None ) ,

Method (None , ’ s t a r t_s to r e ’ , head ) ) " ,

27 ’ opt i ons ’ : ( ’ no_write_shot ’ , ) } ,

28 { ’ path ’ : ’ :STOP_ACTION’ , ’ type ’ : ’ a c t i on ’ ,

29 ’ valueExpr ’ : "Action ( Dispatch ( ’PXI_SERVER ’ , ’POST_PULSE_CHECK

’ ,50 ,None ) ,Method (None , ’ s top_store ’ , head ) ) " ,

30 ’ opt i ons ’ : ( ’ no_write_shot ’ , ) } ,

31

32 ]

33

34 f o r i in range (16) :

35 par t s . extend ( [

36 { ’ path ’ : ’ .CHANNEL_%d ’%( i +1) , ’ type ’ : ’ s t r u c tu r e ’ } ,

37 { ’ path ’ : ’ .CHANNEL_%d :STATE’%( i +1) , ’ type ’ : ’ t ex t ’ , ’ va lue ’ : ’

BURST(FREQ1) ’ } ,

38 { ’ path ’ : ’ .CHANNEL_%d :RANGE’%( i +1) , ’ type ’ : ’ numeric ’ , ’ va lue

’ : 10} ,

39 { ’ path ’ : ’ .CHANNEL_%d :EVENT_NAME’%( i +1) , ’ type ’ : ’ t ex t ’ , ’

va lue ’ : ’ d i s ab l ed ’ } ,

40 { ’ path ’ : ’ .CHANNEL_%d :START_TIME’%( i +1) , ’ type ’ : ’ numeric ’ , ’

va lue ’ : 0 } ,

41 { ’ path ’ : ’ .CHANNEL_%d :END_TIME’%( i +1) , ’ type ’ : ’ numeric ’ , ’

va lue ’ : 2 } ,

42 { ’ path ’ : ’ .CHANNEL_%d :CALIB_PARAM’%( i +1) , ’ type ’ : ’ numeric ’ ,

’ opt i ons ’ : ( ’ no_write_model ’ ) } ,

43 { ’ path ’ : ’ .CHANNEL_%d :DATA_RAW’%( i +1) , ’ type ’ : ’ s i g n a l ’ , ’

opt i ons ’ : ( ’ no_write_model ’ , ’ no_compress_on_put ’ ) } ,

44 { ’ path ’ : ’ .CHANNEL_%d :DATA’%( i +1) , ’ type ’ : ’ s i g n a l ’ } ,

45 { ’ path ’ : ’ .CHANNEL_%d :RES_RAW’ % ( i +1) , ’ type ’ : ’ s i g n a l ’ , ’

opt i ons ’ : ( ’ no_write_model ’ , ’ no_compress_on_put ’ ) }

46 ] )

47 de l ( i )

List of Listings A.1: List of NI6368EV parameters
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The code that defines the Device and its parameters is shown in Listing A.1. To

elaborate further, the NI6368EV Device includes the following parameters:

• BOARD_ID: the integer number that identifies the board. In order to find

the correct number, the \dev folder has to be investigated.

• COMMENT: a text field provided for the user to input useful information

about the Device, such as its location or intended purposes.

• INPUT_MODE: defines the input signals reference.

• FREQ1_DIV: dual-speed mode divisor. It defines the frequency divisor in

the ROI.

• FREQ1_DIV: dual-speed mode divisor. It defines the frequency divisor out

of the ROI.

• BUF_SIZE: circular buffer size, it defines how many samples the circular

buffer can contain. This parameter has to be tuned to find the correct ROI

dimension.

• SEG_LENGTH: segment length, it defines how large a segment is. This

parameter defines how often a segment will be stored.

• SERIAL_NUM: device serial number, it provides a precise identifier for the

current physical device. This is particularly useful when multiple instances of

the same device are used within the same sub-tree.

• CLOCK_START: defines the start time of the module acquisition, ex-

pressed in relative time seconds. It indicates how many seconds after the

pulse start this acquisition is triggered.

• CLOCK_FREQ: indicates the frequency of the acquisition.

• CLOCK_SOURCE: expresses the characteristics of the clock.

• CLOCK_MODE: indicates if the clock is taken from an external signal or

if the internal module oscillator is used.

• CLOCK_LINE: in case of external reference, it indicates from which device

connector the clock is retrieved.

• INIT_ACTION: action that defines all the characteristics of the init()

method. For example it expresses on which server the action has been per-

formed and in which state of the FSM.
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• INIT_ACTION: action that defines all the characteristics of the init()

method. For example it expresses on which server the action has been per-

formed and in which state of the FSM.

• START_ACTION: action that defines all the characteristics of the start_store()

method.

• STOP_ACTION: action that defines all the characteristics of the stop_store()

method.

For each channel, then, the following parameters can been configured:

• CHANNEL_STATE: it indicates the acquisition mode of the channel (Con-

tinuous, Burst or Dual-Speed).

• CHANNEL_RANGE: range, expressed in Volt of the desired channel.

• CHANNEL_EVENT_NAME: in the case of Burst or Dual-Speed mode,

it specifies the event name used to center the ROI.

• START_TIME: it determines the time offset in seconds before the event.

The ROI starts at event_timestamp− start_time.

• END_TIME: it determines the time offset in seconds after the event. The

ROI ends at event_timestamp+ end_time.

• CALIB_PARAM: field in which store the device calibration parameters.

• DATA_RAW: signal containing the raw data acquired by the module.

• DATA: signal, built from data raw, considering the range of the acquisition

and the calibration parameters.

• RES_RAW: signal that provides a sub-sampled version of DATA, offering

a condensed overview of the entire data set. This is particularly useful for

long signals, as it allows for a quick summary of the overall behavior without

processing the full data signal.
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NI6683 PARAMETERS

This appendix provides a complete list of the NI6683 MDSplus Device parameters

along with their explanations. Each parameter is detailed to ensure a comprehensive

understanding of its role and function within the device setup and operation.

1 #!/ usr /bin /env python

2 # −∗− coding : i so −8859−15 −∗−

3

4 from MDSplus import ∗

5

6 c l a s s NI6683 ( Device ) :

7 """ Nat iona l Instrument 6683 dev i ce . Generation o f c l o ck and

t r i g g e r s and reco rd ing o f events """

8

9 chanNames = [ ’PFI0 ’ , ’ PFI1 ’ , ’ PFI2 ’ , ’STAR0 ’ , ’STAR1 ’ , ’STAR2 ’ , ’

STAR3 ’ , ’STAR4 ’ , ’STAR5 ’ , ’STAR6 ’ , ’STAR7 ’ , ’STAR8 ’ ,

10 ’STAR9 ’ , ’STAR10 ’ , ’STAR11 ’ , ’STAR12 ’ , ’PXI_TRIG0 ’ , ’PXI_TRIG1 ’ , ’

PXI_TRIG2 ’ , ’PXI_TRIG3 ’ , ’PXI_TRIG4 ’ ,

11 ’PXI_TRIG5 ’ , ’PXI_TRIG6 ’ , ’PXI_TRIG7 ’ ]

12

13 par t s = [

14 { ’ path ’ : ’ :BOARD_ID’ , ’ type ’ : ’ numeric ’ , ’ va lue ’ : 0 } ,

15 { ’ path ’ : ’ :COMMENT’ , ’ type ’ : ’ t ex t ’ } ,

16 { ’ path ’ : ’ :REL_START’ , ’ type ’ : ’ numeric ’ , ’ va lue ’ : −5},

17 { ’ path ’ : ’ :ABS_START’ , ’ type ’ : ’ numeric ’ , ’ va lue ’ : 0} ,

18 { ’ path ’ : ’ :DEV_TYPE’ , ’ type ’ : ’ t ex t ’ } ,

19 { ’ path ’ : ’ : INIT ’ , ’ type ’ : ’ a c t i on ’ ,

20 ’ valueExpr ’ : "Action ( Dispatch ( ’PXI_SERVER ’ , ’ INIT ’ , 50 ,None ) ,

Method (None , ’ i n i t ’ , head ) ) " ,
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21 ’ opt i ons ’ : ( ’ no_write_shot ’ , ) } ,

22 { ’ path ’ : ’ :TRIGGER’ , ’ type ’ : ’ a c t i on ’ ,

23 ’ valueExpr ’ : "Action ( Dispatch ( ’PXI_SERVER ’ , ’PULSE_ON ’ ,10 ,None ) ,

Method (None , ’ t r i g g e r ’ , head ) ) " ,

24 ’ opt i ons ’ : ( ’ no_write_shot ’ , ) } ,

25 { ’ path ’ : ’ :STOP ’ , ’ type ’ : ’ a c t i on ’ ,

26 ’ valueExpr ’ : "Action ( Dispatch ( ’PXI_SERVER ’ , ’POST_PULSE_CHECK

’ ,50 ,None ) ,Method (None , ’ stop ’ , head ) ) " ,

27 ’ opt i ons ’ : ( ’ no_write_shot ’ , ) }

28 ]

29

30 f o r chanName in chanNames :

31 par t s . append ({ ’ path ’ : ’ . ’+chanName+’ :COMMENT’ , ’ type ’ : ’ t ex t ’ })

32 par t s . append ({ ’ path ’ : ’ . ’+chanName , ’ type ’ : ’ s t r u c tu r e ’ })

33 par t s . append ({ ’ path ’ : ’ . ’+chanName+’ :MODE’ , ’ type ’ : ’ t ex t ’ , ’

va lue ’ : ’DISABLED ’ })

34 par t s . append ({ ’ path ’ : ’ . ’+chanName+’ :START’ , ’ type ’ : ’ numeric ’ , ’

va lue ’ :−1})

35 par t s . append ({ ’ path ’ : ’ . ’+chanName+’ :END’ , ’ type ’ : ’ numeric ’ , ’

va lue ’ :−1})

36 par t s . append ({ ’ path ’ : ’ . ’+chanName+’ :FREQUENCY’ , ’ type ’ : ’ numeric

’ , ’ va lue ’ : 1 } )

37 par t s . append ({ ’ path ’ : ’ . ’+chanName+’ :DUTY_CYCLE’ , ’ type ’ : ’

numeric ’ , ’ va lue ’ : 5 0} )

38 par t s . append ({ ’ path ’ : ’ . ’+chanName+’ :PULSE_LEN’ , ’ type ’ : ’ numeric

’ , ’ va lue ’ : 1 } )

39 par t s . append ({ ’ path ’ : ’ . ’+chanName+’ :RAW_EVENTS’ , ’ type ’ : ’

numeric ’ })

40 par t s . append ({ ’ path ’ : ’ . ’+chanName+’ :EVENT_NAME’ , ’ type ’ : ’ t ex t ’

})

41 de l ( chanName)

List of Listings B.1: List of NI6683 parameters
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The code that defines the Device and its parameters is shown in Listing B.1. To

elaborate further, the NI6683 Device includes the following parameters:

• chanNames: list containing the name of all the available device terminals.

• BOARD_ID: the integer number that identifies the board. In order to find

the correct number, the \dev folder has to be investigated.

• COMMENT: a text field provided for the user to input useful information

about the Device, such as its location or intended purposes.

• REL_START: defines the time at which the module has been triggered,

expressed in relative time seconds.

• ABS_START: indicates the exact time, expressed in the International Atomic

Time (TAI) scale, at which the module has been triggered. If configured, the

module will start to generate its future events starting from that exact time. If

not present, the field is filled with the moment in which the trigger() method

is called. It is useful to synchronize the actions of different timing modules

used at the same time.

• DEV_TYPE: the device type, in the analyzed application it is always pxi6683h.

• INIT_ACTION: action that defines all the characteristics of the init()

method. For example it expresses on which server the action has been per-

formed and in which state of the FSM.

• TRIGGER_ACTION: action that defines all the characteristics of the trig-

ger() method.

• STOP_ACTION: action that defines all the characteristics of the stop()

method.

For each terminal, then, the following parameters can been configured:

• COMMENT: useful text field to indicate the channel purpose.

• MODE: channel mode, selected between the list explained in Section 7.3.4.

• START: indicates the start time, expressed in relative time, at which a clock

or a pulse will start.

• END: indicates the start time, expressed in relative time, at which a clock

will stop. It is set to -1 for endless clocks.
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• FREQUENCY: the frequency of the generated clock signal, expressed in

Hertz.

• DUTY_CYCLE: the duty cycle of the generated clock signal, expressed in

percentage.

• PULSE_LEN: indicates the pulse length expressed in seconds.

• RAW_EVENTS: specifies the name of the MDSevent that will be generated

when the terminal is configured to monitor for physical triggers.

• EVENT_NAME: if present, specifies the name of the MDSevent that the

module waits to be triggered. This is useful when different timing modules are

used at the same time.
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